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Streszczenie 

Rozwój oprogramowania naukowego wiąże się z wieloma wyzwaniami wy-
nikającymi z nieprzewidywalnej natury tego procesu oraz ze złożoności pro-
blemów, z którymi mierzą się środowiska naukowe. Celem wielu projektów 
naukowych jest poprawa precyzji wyników poprzedniego projektu. Niniejsza 
rozprawa skupia się na procesie rozwoju oprogramowania tych projektów. 
Prezentuje metodologię, która wyłoniła się przez lata rozwoju oprogramo-
wania naukowego. Prezentowana metodologia bazuje na cyklu rozwoju 
oprogramowania, który prowadzi do nowej wersji oprogramowania z 
usprawnionym modelem naukowym i opisem matematycznym jak również 
z usprawnionym środowiskiem testów, które razem tworzą oprogramowa-
nia dające wyniki o wyższej precyzji. 

Rozprawa obejmuje opis podstawowych konceptów i terminów związanych 
z fizyką wysokich energii potrzebnych, by zrozumieć naturę omawianych te-
matów. Zawiera również krótki opis różnych typów oprogramowania obec-
nego w fizyce eksperymentalnej oraz opisuje wyzwania związane z rozwojem 
oprogramowania naukowego. Pokazane jest, dlaczego najpopularniejsze 
metodologie rozwoju oprogramowania nie radzą sobie z tymi wyzwaniami. 

Przedstawiony jest również proces rozwoju kilku projektów naukowych wraz 
z kluczowymi elementami tego procesu. Te przykłady pokazują, że rozwój 
kolejnych kamieni milowych tych projektów podąża za cyklem: usprawniania 
modelu fizycznego, opisu modelu fizycznego z użyciem matematycznego for-
malizmu, implementacji tego modelu z uwzględnieniem przybliżeń nume-
rycznych, tworzenia struktury oprogramowania oraz dokumentowania i we-
ryfikacji wyników. 

Rozprawa opisuje historię kilku projektów, wliczając kluczowe decyzje pod-
jęte podczas ich rozwoju oraz wskazując na których etapach rozwoju tych 
projektów zwiększona została precyzja ich wyników. Pokazana została rela-
cja między podwyższoną precyzją wyników a zwiększoną złożonością testów 
i środowiska testowego tych projektów. 

Szczególną uwagą objęty został temat testów oprogramowania naukowego. 
Opisane zostały testy wykonywane dla oprogramowania naukowego oraz 
ich taksonomia w zestawieniu z taksonomią innych testów oprogramowania. 
Przedstawione zostały użyteczne techniki testowania oprogramowania nau-
kowego użyte w niektórych z prezentowanych projektów. 

Rozprawa opiera się o doświadczenie zdobyte podczas rozwoju kilku narzę-
dzi Monte Carlo stworzonych dla środowiska eksperymentów Fizyki Wyso-
kich Energii. Autor tej rozprawy jest współautorem narzędzi opisywanych w 
tej rozprawie. Część z nich została z powodzeniem wdrożona w środowiska 
naukowe. Część stała się częścią analiz przeprowadzanych w eksperymen-
tach wokół Wielkiego Zderzacza Hadronów. Analiza procesu rozwoju tych 
narzędzi może pomóc w estymacji wysiłku potrzebnego by usprawnić model 
i precyzję złożonych algorytmów. Jest to temat, którego popularność w śro-
dowiskach naukowych, jak i w komercyjnych zastosowaniach badawczo-roz-
wojowych, wciąż rośnie w związku ze stale rosnącą złożonością nowych pro-
blemów i rosnącym zapotrzebowaniem na wyniki o wyższej precyzji. 



 

  



 

Abstract 

Scientific software development faces many challenges due to its complexity 
and unpredictable nature. Many scientific projects focus solely on improving 
the precision of the results of a previous project. This thesis focuses on the 
development process of these projects. 

This thesis presents a methodology that has emerged over time during de-
velopment of scientific software. It is based on the development cycle that 
leads to a new software version with refined mathematical and scientific de-
sign, as well as improved test framework, which in turn leads to improved 
precision of the results. 

A short description of the physics background needed to understand the 
subjects presented in this thesis is included and the different types of soft-
ware created for the physics experiments are outlined. The challenges re-
lated to the scientific software development are listed and the most com-
mon existing software development methodologies are matched against 
them to show in which aspects they fall short when used to manage the sci-
entific software development process. 

The development process of several scientific projects is described and its 
key elements analyzed. It is shown that the development of subsequent 
milestones of these projects follow the cycle of improving the physics model, 
describing the model using mathematical formalism, implementing the 
model with numerical approximations, creating the software framework, 
documenting and validating results. 

The history of some of these projects is presented in relation to the in-
creased precision of the results of these tools. Key decisions made during 
the development of these tools are identified. The relation between in-
creased precision of the results and increased complexity of tests and test 
frameworks is also demonstrated based on these projects. 

The subject of scientific software testing is addressed in great details and the 
taxonomy of the scientific software tests is presented in comparison to the 
existing taxonomy of software testing. Some useful testing techniques used 
in the development of the scientific software has been also presented. 

The experience presented in this thesis is based on several Monte-Carlo 
tools created for the High Energy Physics (HEP) community co-authored by 
the author of this thesis. Some of these tools has been successfully intro-
duced into the HEP community. Some of these tools gained large user base 
and are in active use by the community. Some of them are also part of anal-
yses performed by experiments around Large Hadron Collider. 

The analysis of the development process of these tools can help estimate 
the effort needed to improve the design and precision of complex algo-
rithms. This subject becomes more and more relevant not only for scientific 
community but also for Research and Development teams in business envi-
ronment as the complexity of their problems and demand for higher preci-
sion results grows. 
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Chapter 1. Introduction 

Development of scientific software, in disciplines such as High Energy Physics (HEP) is a lengthy 
process which may span over multiple decades. High Energy Physics, since at least 50 years, 
relies on massive numerical and in general computing algorithmic applications for simulation 
of physics processes. The evolution of software needs to match not only the increasing re-
quirements coming from rapidly advancing development in mathematics, theory and experi-
ments but it also has to follow the advances in Computer Science and Software Engineering. 
This translates into demand of high quality of precisely defined components. Often redefini-
tion of the design of the project is necessary. 

Use and development of Information Technology cannot be separated from physics, engineer-
ing, medical or financial projects. The demand for expertise in applied Computer Science be-
comes more and more apparent with the increasing complexity of problems tackled by spe-
cialties that make use of Computer Science. These are, for example, cognitive science, studies 
of computer vision, robotics, bioinformatics, computational chemistry or expert systems in 
finances, engineering and medicine. Such specialties require extensive cooperation between 
experts in different field of studies creating a complex system that requires proper communi-
cation and management of knowledge and competence. 

Personal note: 

As explained by Adam Kolawa, the founder of Parasoft Corporation [1], wealth 
of knowledge found when approaching the electrical engineering or physics 
problems can be used to form the strategies and principles of software man-
agement and development of complex systems minimizing the defects found 
throughout the whole development process. Adam Kolawa majored in Electri-
cal Engineering at AGH in Cracow and in Physics at Jagiellonian University in 
Cracow. He later earned his Ph.D. in Theoretical Physics at Caltech and took part 
in creating the Caltech Cosmic Cube [2], arguably the most significant super-
computer system of the early 1980s. The experience taken from adapting the 
commodity hardware and an architecture suited for quantum chromodynamics 
computation into a very large-scale parallel computation unit has become the 
foundation of the innovative approach to software development called Auto-
mated Defect Prevention (ADP) [3]. 

Since its creation in 1987, Parasoft has become one of the most successful cor-
poration in Computer Science revenue introducing ADP principles to the pro-
jects of hundreds of corporations worldwide by developing software for static 
code analysis, data flow analysis, code coverage, requirements traceability and 
number of tasks related to testing and deploying the software on target plat-
forms. The corporation holds patents for the cutting-edge memory error detec-
tion algorithms for C and C++ projects as well as service virtualization algo-
rithms emulating the behavior of hard to access mainframes or third-party com-
ponents. 

It is hard to overstate the influence of Parasoft’s software on the modern IT 
industry. The practices and tools developed by this company helped to form 
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the new paradigm of software development. Most of the biggest software and 
hardware developers, such as IBM, Intel, LG, HP, Sony, Samsung or Dell, to 
name a few, are all using its software to produce top-quality products. Adam 
Kolawa passed away in April 2011. During his life he became one of the most 
influential people in software development industry. His scientific carrier and 
following success in business industry is one of many examples proving that IT 
experience coming out of the collaboration with different fields of science is 
hard to ignore in business applications. 

My experience comes from similar environment. When analyzing the ADP prac-
tices after years of experience working for scientific communities, I have real-
ized that many of its basic principles regard the same issues that I have encoun-
tered while working on these projects. Many of them would have helped me 
much more if I knew them earlier. This is one of the reasons why Computer 
Science practices based on the experience derived from the physics experi-
ments is the key focus of my thesis. 

1.1 Our experience 

The projects mentioned in this thesis have been developed in collaboration with wide range 
of specialists from Switzerland, France, Germany, Canada, Russia, Italy, Australia or Japan; 
working in theoretical physics or experimental physics. It is this variety of different environ-
ments that allowed to create valuable tools that can benefit physics communities and can 
contribute to understanding of scientific software development process. 

Some of the projects mentioned in this thesis are already completed and introduced to the 
physics community giving foundation for this thesis. Most notably, tools such as Photos++ 

[4], Tauola++ [5] and TauSpinner [6]. We use these tools often as an example in this 
thesis because the author of this thesis co-authored the first two tools since their adaptation 
to C++ environment and was one of the co-authors of the third tool from its very beginning. 
They serve as a good example because all of these tools found large user base in scientific 
community, as exemplified by the number of citations of the main publications related to 
these tools, and their development process, as well as their history, is very well known.  

In this thesis we concentrate on our experience and perspective of us and our collaborators. 
This will unavoidably differ from the experience of other projects and other communities. 
However, due to the unpredictable nature of problems found in scientific projects, in some 
cases experience is the only available hint at what is the root cause of the problem at hand. 
That is why solutions presented in this thesis may offer a roadmap that could be considered 
when dealing with similar problems. 

1.2 Challenges and constraints of scientific software development 

Scientific software is expected to abide to a long list of restrains that come naturally due to 
the nature of the environment in which the project is developed and due to the nature of the 
project itself. 

First restraints come with the inter-project dependencies as the developed product must co-
operate with other products and must adjust to environments in which the product is in-
tended to be used. The second puts emphasis on the validation and testing process. A 
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scientific analysis cannot be conducted without a proper protocol and its results must pass an 
extensive validation procedure before they can be published, which forces the development 
team to allocate a lot of their time on the testing and validation of the tool results. These two 
aspects are the easiest to identify and to take into account during the development process. 
However, they are hardly the only ones. 

One can hardly find a high-end product build without the use of knowledge and experience 
from the older products. A Monte Carlo generator validated and refined over years can be-
come an invaluable asset; often a sole foundation of a new tool. The time and effort put into 
the design and development of such module makes its adaptation a cheaper and more reliable 
approach than the development of a new one. This, however, implies that the project must 
incorporate an already existing module. Depending on the age of the module this imposes 
small or severe impediments to the project design. To retain the full value of this module some 
of its parts must be treated as a black-box and remain intact while changes to some other 
parts should be minimal. This often leads to the use of unorthodox methods and legacy solu-
tions forcing an approach that strongly values user goals over development goals. This makes 
the design of the product even more challenging. 

The choice of appropriate team members for such project is imperative. The knowledge base 
and a set of skills of the team must cover all fields of expertise required to develop the final 
product. But, again, their cooperation requires compromises in terms of the development 
strategy. The bulk of the work on the project is focused not on the software or software frame-
work made by Computer Scientists, but on the content provided by specialists from fields out-
side Computer Science. 

When a team of software developers approaches a project they usually agree on a set of tools 
and a single approach. Each of them adapts their own tools and methods to this approach. It’s 
easy for software developers to do so thanks to their experience. However, experts from other 
fields of science with little or no Computer Science background will have hard time adapting 
to any preset software environment. The ability of such experts to extend or modify the soft-
ware without learning the tools or software engineering methods that he or she is not familiar 
with is imperative to the success of the whole project. While it normally seems counterintui-
tive to adapt the software and the methodology to team members, in case of scientific soft-
ware this is often inevitable. This may result in an approach that may be considered improper 
from the perspective of the short-term activity but it is for ease of communication with experts 
from different fields that have to work with each other with minimal effort on their part. 

Example: 

At one stage of development of TauSpinner tool (presented later in Section 

6.5) we started developing extensions with the cooperation of new team mem-
bers. The tool was written in C but these experts were working on MatLab 
models and were most familiar with Fortran code so they tended to use 
MatLab to generate Fortran code. 

We discussed for a short while if the code should be switched to C for ease of 
importing into the project and to solve other limitations of the Fortran code, 
but we eventually decided to adapt the project so that it was able to use the 
Fortran code. This was because there was large amount of potential new mod-
els to be added to the project and it would be inconvenient for the experts to 
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read and debug every one of them in C. On the other hand, it was fairly easy for 
computer scientists to create framework that allowed Fortran code to be added 
into the project, even though this required compromising on some of the as-
pects of the software architecture. 

Learning new concepts always comes at a price of time and effort. Learning a technique out-
side of one’s expertise should be required only if it is worthwhile. Therefore, whenever it is 
not necessary, the computer scientist should thrive to find a solution that does not force his 
or her team members to learn a new topic. Similarly, an expert from the physics department 
or an electronic engineer should help computer scientists tailor these parts of the system that 
require their cooperation. The task of dividing the knowledge between collaborators and rec-
ognizing what needs to be learned and what can be ignored is not trivial and such division is 
often impossible to fully define. They should, however, be performed naturally and on-the-
flight to avoid wasting time and effort of the team members. 

The project must also be designed with as much flexibility in mind as possible as it must ac-
commodate for incomplete specification. In most cases the target user base cannot be fully 
explored at the development stage of the project. In many cases, even during development 
process, collaborators, beta-testers and users of the prototype versions of the product intro-
duce new possible use cases and hint at new functionality that could expand the user base of 
the final product. The project must allow to easily explore these possibilities with minimal 
effort. 

In most cases the end product will not be used standalone. It will have to be customized to 
meet specific end-user requests or will have to be extended by the users themselves. Some-
times even some of the more specialized modules or algorithms may need to be adapted by 
the end-users or business partners. Such modules should not be obscured by the project de-
sign. On the contrary, they should be well documented and accessible with the description of 
the details of their use to encourage such modifications. 

Lastly, the deployment step of the project adds another layer of problems. Variety of target 
users increases number of target environments; access to most of which is either limited or 
unavailable. Inability to predict all possible use cases implies that the design of the project 
must take into account that the feedback from beta users is often the only way to flag an issue 
in specific application. This issue can come from improper use of the tool, an obscure use case 
not handled by testing framework, or from a widely different application of the tool that needs 
to be explored in detail. All of these possibilities must be carefully analyzed and properly han-
dled. 

To sum up, some of the challenges that a team working on scientific project must face are: 

• Taking into account inter-project dependencies 

• Creating extensive tests and validation frameworks 

• Dealing with large amount of legacy code 

• Providing software that can be easily modified by experts from fields other than com-
puting science 

• Dividing knowledge between team members 

• Accommodating for incomplete specification and possible future use cases 

• Encouraging modifications and documenting possible future extensions 
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All of these challenges put a lot of restrains on how the project can be developed and create 
a hard to solve problem from the software engineering standpoint. Sometimes the choice of 
the approach to building the software framework can become a make-or-break for the whole 
project as all of the aspects mentioned above impact the usability of the tool and, in conse-
quence, the potential user base. These challenges are explored in more details further in this 
thesis in Section 3.1). 

1.3 Estimating the development and testing effort 

Effort, typically expressed in man-days (MD), is the key factor used for planning and budgeting 
a project. It is usually estimated by experts who base their judgement on historical projects 
and their own experience. However, each scientific project is unique and has very little com-
mon factors with the others. It is hard to apply historical knowledge to such project. 

1.3.1 Physics precision 

Physics precision can be thought of as comparison of different levels of approximation of a 
theoretical model. An increase in precision is like taking into account one more term in the 
Taylor expansion. Using this analogy, if a model takes into account only the leading order (LO) 
terms of the Taylor expansion of some function, the improved model could take next-to-lead-
ing order (NLO) terms. Another improvement upon this model could take next-to-next-to-
leading order (NNLO) terms (see Figure 1). This nomenclature is used to describe level of ap-

proximation used in field theory calculations. For example, if perturbation expansion 𝜎(𝛼𝑛) is 

used, then the next precision threshold would be the next expansion 𝜎(𝛼𝑛+1). 

 
Figure 1. Comparison of levels of approximations used in field theory calculations to Taylor expansion of a 
function. 

An important property of such setup is that the statistical error of a difference 𝜎(𝛼𝑛+1) − 𝜎(𝛼𝑛) 

is 
1

√𝑁
 where 𝑁 is the number of samples generated during the simulation. Usually more refined 

techniques are used to compute it. This error should be at least three times smaller than error 
that comes from the physics model to be considered insignificant. For the same reason tech-
nical precision must be also three times better than statistical1. 

Example: 

Figure 2 shows the comparison between different levels of approximation. 
Note that this example expresses several issues related to the complexity of the 
physics problems when viewed from the point of view of a computer scientist. 

 

1 Technical precision can be thought of as all practical consequences resulting from numerical calculations, such 
as the length of computer word, precision of numerical integration, order of mathematical operations, software 
issues, etc. 



6 

 

First of all, it’s hard to find a real-world example which could be presented to 
an audience that does not have deeper understanding of the physics behind 
the described phenomena. For this reason, we often omit physics-related de-
scriptions in such examples so as not to lose focus and confuse the reader. 

Moreover, some phenomena apply to very specific use-case scenarios and are 
near-invisible in other cases. Compare, for example, the difference between 
NLO and NNLO approximations (green and red lines) on both plots presented 
on Figure 2. They are almost indistinguishable on the left-hand side plot and on 
the large portion of the right-hand side plot. The only case where the difference 
is clearly visible is the low photon energy of the process used for the right-hand 
side plot. 

This shows one of the fundamentals reasons why close cooperation between 
computer scientists and physics experts is necessary. It is near-impossible for a 
computer scientist to determine if the effect is properly implemented. Only the 
expert in the field can design appropriate projections that will render the im-
plemented effect visible. Later, once these projections are recognized and re-
sults verified by the expert, computer scientist can devise and implement tools 
to automate the comparison (for example by calculating the ratio between blue 
and green lines and between green and red lines) which can serve as a basis for 
automated tests. 

 
Figure 2. Spectrum of visible photon energy in respect to the total invariant mass of the process. Experimental 
cuts applied over data generated using chain of Monte Carlo tools. For simplicity, physics-related details are 
omitted. In short, three different levels of approximations are compared, where blue lines represent LO, green 
NLO and red NNLO approximation. Left-hand side graph depicts different process than right-hand side graph. 

Just stating that the project should improve the precision of the tool from LO to NLO says 
nothing about the effort needed to construct and implement such model. The only implication 
is that NLO model requires algorithms and data of higher precision than LO. This also infers 
that complication of theoretical calculations must be higher. And, as outlined in an article co-
authored by me [7], this also carries along an increased effort in building proper test frame-
work and increased effort needed to validate the results. 

As the quality and quantity of experimental data grows, the demand for higher precision the-
oretical models rises, compelling the scientific community to focus on improving the results 
of existing models. Thus, it becomes important to attempt to estimate the effort required to 
implement and test these requirements. 
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1.3.2 Development effort 

An automated estimation, based on code metrics and other quantitative units used to de-
scribe the software cannot be applied to scientific projects. For example, function points2 are 
often used for software development cost estimation. They are used, for example, in stand-
ardized cost estimation metrics such as COCOMO [8]. They are used to estimate the complexity 
of implementing single functionality. The process of their calculation is similar to code metrics 
and the result is strongly correlated with lines-of-code (LOC) metric. They are calculated for 
each functional user requirement. As such, they do not take into account internal algorithms 
used in the project. 

Code-based metrics are ill-fitted for scientific software. They neither accurately assess the ef-
fort required to implement such algorithms nor do they provide any insight into the potential 
effort required to increase the precision of the results or the effort required to validate the 
solution. Consider, for example, the most common code-based metric used to assess software 
quality – Cyclomatic Complexity (CC). CC is a simple metric that measures the number of line-
arly independent paths that can be followed during program execution. High CC is often a sign 
of a badly-written code that is hard to follow when reading and which outcome is hard to 
predict. Common project quality management tools, such as SonarQube [9], trace CC in the 
source code of the project and mark functions with CC higher than 10 as “complex”; prime 
targets for code refactoring. However, when considering scientific projects, which mostly con-
tain complex algorithms, this metric will always show high complexity (see Table 1 and Table 
2). This obviously should not be treated as an indication that the code requires refactoring. 

C++ project Total 
lines 

Comment  
lines 

Code 
lines 

Max 
indent 

Total  
complexity 

MC-TESTER 8091 1716 6130 7 1181 

TauSpinner 3064 781 2363 8 719 

Tauola++ 4781 1151 3566 6 559 

Photos++ 8584 2881 5697 8 973 

Table 1 Code-based metrics for several C++ projects described in this thesis and in more details in Chapter 6. 
Metrics has been computed using Metrix++ tool [10] based on source code without tests. In Tauola++ and 

TauSpinner the Fortran code has been omitted. 

Fortran 
project 

Total 
lines 

Comment 
lines 

Code 
lines 

Max 
call depth 

Total 
complexity 

Photos Fortran 12612 3959 8237 7 566 

Tauola Fortran 28088 2967 22456 22 2086 

Table 2 Code-based metrics for several Fortran projects described in this thesis and in more details in Chap-
ter 6. Metrics has been computed using FPT3 tool [11]. Tests has been omitted from the metrics. 

 

2 First defined in 1979 [102], function points are systematic approach to measure effort by categorizing and esti-
mating complexity of individual functional user requirements. They are, by their definition, ignoring internal 
functions and algorithms that do not directly contribute to given functionality but are needed to implement it. 
3 I would like to thank John Collins for providing the license for the purpose of this thesis. John is always happy 
to help any academic work performed with the help of his tools. 
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Similarly, function points are strongly related to functional requirements. However, most of 
the effort put into scientific projects is not spent on the development of the code and should 
be treated as time spent implementing non-functional requirements (NFR). In fact, in many 
cases the only goal of the team is to increase precision of the results of already existing tool 
or already known process. 

1.3.3 Testing effort 

In business applications typical cost of quality (COQ) estimations and metrics used to estimate 
the effort put on testing usually only consider functional testing. However, precision is an NFR 
and should follow NFR-related testing strategies. Estimating the effort required to test NFR is 
as hard as estimating the effort to implement it. As many researches note (see e.g. [12] and 
its references related to test suite reduction) NFR testing is often neglected or delayed until 
late stages of the development process. Often identifying NFRs themselves is omitted or re-
duced to bare minimum in hope that development team will identify and implement the NFR 
that emerge naturally during the development process. The most common requirements re-
lated to performance or usability are usually dealt with by using an automated process while 
other requirements, unless client states them specifically, are neglected as they are often 
viewed as having low impact on the overall project in comparison to the functional require-
ments. This uncertain, unsystematic approach to NRF means that little effort is given into their 
testing. There is also another factor that reduces the resources spent on the testing phase 
overall, and that is the overall project cost reduction. 

Skimming on QA-related processes is not something that can be afforded in scientific project. 
Without proper validation, which proves the implementation is correct in as much details as 
possible, the implemented tool is worthless to scientific community. An analysis that uses such 
tool may very well be a waste of time. When a bug is found, if it is related to configuration 
options, API or other elements aside from implemented model, it can be fixed without much 
of an impact to the tool itself. However, if an error in implemented model is found, it may 
harm or completely destroy trustworthiness of the tool. Verifying the correctness of imple-
mented solution is of utmost importance. 

The same is true for many other industries. In a 2002 report on the economic impact of the 
inadequate infrastructure for software testing [13] highlights the amount of revenue lost due 
to software bugs and the liability they create. It is best expressed by a headline from Wash-
ington Technology, February 1998 quoted in this report: “If Microsoft made cars instead of 
computer programs, product-liability suits might now have driven them out of business.” The 
report also shows the continuous growth of the importance of testing and the overall shift 
from unit testing, prominent in 1960-1970s due to limited complexity of the systems at that 
time, towards integration testing and variety of system-level tests required nowadays. 

One thing remains apparent – the costs incurred due to inadequate testing are rising and will 
keep rising along with the complexity of the software products themselves. Regardless of ac-
tual COQ that has to be paid to deliver reliable software, any savings made in the QA depart-
ment may result in high losses as the product hits the market; a risk that is often unacceptable. 

As the aforementioned report highlights, there is a growing importance of reliability and rep-
utation that can be lost in case of failure. Exactly the same behavior can be observed in scien-
tific software development. 
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Due to the importance of the testing process, estimating the testing effort becomes as im-
portant as estimating the effort of developing the tool itself. While there are no silver-bullet 
solutions that allow to estimate the effort of a scientific project, the experience gathered in 
this thesis may be a valuable input for such estimation. 

1.4 Scope and objectives of the thesis 

The list of challenges and restrictions outlined in previous section create foundation for the 
design goals of scientific software. This list is very long and diverse. Estimating the effort 
needed to implement a solution under these conditions proves challenging at best, if not im-
possible. This creates an environment that is very hard to manage, unique for each project 
and for each set of collaborators that take part in the project. 

The following thesis is presented: 

Often scientific software development focuses on increasing the precision of the 
results. This process follows the cycle of improving the physics model, describing 
the model using mathematical formalism, implementing the model with numerical 
approximations, creating the software framework, documenting and validating re-
sults, testing and publishing results. Then, the effort put into testing and into build-
ing proper validation framework rises proportionally with the effort required to 
achieve results with increased precision. 

This thesis is an attempt to highlight the common factors of scientific projects. It aims to fulfil 
the following goals, which represent the main contribution of this thesis: 

1. Present the physics background required to understand the common concepts of 
software development for physics experiments 

This thesis aims to analyze the development process behind that scientific software 
developed in physics communities. This cannot be done without presenting the physics 
background needed to understand the subjects presented in this thesis (Chapter 2), 
which includes an analysis of different types of software developed for physics exper-
iments (Section 2.7). 

2. Analyze the scientific software development process 

The goal of this thesis is to describe the process the project follows in order to increase 
the precision of the results of an analysis or a tool designed to be used in an analysis 
chain. For this purpose we outline the scientific software development process 
(Chapter 3) which requires elaboration on challenges faced during this process (Section 
3.1) and a brief analysis of how existing software development methodologies relate 
to this process (Section 3.2). 

3. Describe the methodology that emerged during the development of several tools 

This thesis attempts to present an approach designed to prevent most common prob-
lems encountered during development process of a scientific tool based on the cycle 
of improving the physics model, describing the model using mathematical formalism, 
implementing the model with numerical approximations, creating the software frame-
work, documenting and validating results, testing and publishing results 
(Section 3.2.2). 
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4. Address scientific software testing process 

In this thesis we address in great detail the variety of different tests written for scien-
tific software (Chapter 5). This is achieved by presenting the taxonomy of testing tech-
niques (Section 5.1), as well as listing the different types of tests performed for scien-
tific projects and show how they fit into this taxonomy (Section 5.2). Lastly, we present 
several testing techniques useful for scientific software (Section 5.3). 

5. Present history and decisions made during development of several tools 

We present how the cycle described in this thesis relates to the development process 
of several High Energy Physics (HEP) projects, that I took part in, such as tools for anal-
ysis and production of heavy particles, tools for comparing different physics models 
and the Monte Carlo tools testing frameworks (Chapter 6)4. These projects represent 
valuable examples of different problems faced when developing scientific software. 

6. Summarize our experience related to scientific software development process 

Summary (Chapter 8) lists lessons learned from the analysis of the scientific software 
development process. We have also enclosed a short section in which we describe sim-
ilarities and differences between the approach described in this thesis and the ap-
proach used in business environments, based on my experience working in Research 
and Development sectors of few companies (Section 7). 

  

 

4 The history of the tools described in this Section served as a basis of the short description of these tools in 
Reference [14]. 
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Chapter 2. Physics background 

In this section we present the most basic concepts and terminology of physics analysis from 
the point of view of the analyzed physics processes and data structures. This description is 
necessary to understand the environment of code written for physics experiments. Descrip-
tion presented here has been eventually, in its shorter form, published in Reference [14]. As a 
lot of the terms mentioned here relate to physics some of the details will be moved to foot-
notes leaving only the most important information in this explanation. 

2.1 Simulations in High Energy Physics 

We focus on the most common type of a High Energy Physics (HEP) simulation, which is a 
Monte Carlo simulation of the effects of a collision of two particles. In HEP terminology, such 
collision is referred to as “an event” and its data is stored in an Event Record. 

An Event Record is essentially a data structure describing all details regarding the starting 
point of the collision and all of the products of this collision. While a variety of collision prod-
ucts may exist5 for simplicity, we will refer to all of them as “particles”. 

The most basic properties of a particle are its four-vector6, its mass (virtuality)7, its identifier8 
and its status9. The distributions of the four-momenta and mass of the particles are, in general, 
calculated using complex matrix elements10, while their identifiers are usually chosen to suit 
the needs of the analysis11. The choice of the status depends on the tool used to generate a 
given particle. 

Event Record contains a set of such particles and describes relations between them. Namely: 
a particle can decay into other particles. The products of such decay are called “daughters” of 
the decaying particles, which is then referred to as a “mother” of the decay products12. It is 
common to record initial collision as two particles which annihilate (merge) into an interme-
diate boson, which then decays into other particles. The analogy to family relations is used 
also when referring to siblings (particles that have the same mother) and grandmothers. A 

 

5 Quarks, jets, partons, particles, to name a few. 
6 Four-momentum in phase-space stored as a 3-dimensional momentum (px,py,pz) and energy (e). Phase-space 
can be considered as compact manifold of dimension 3𝑛 − 4 depending on the number 𝑛 of particles/objects of 
final products in the decay (or hard process) tree. Obviously, description which could provide all details of one 
or two-dimensional projections of such multidimensional distribution may not be realistic. 
7 For some particles “mass” is referred to as “virtuality” and then it is not of a fixed value. I won't go into details 
regarding this property. However, it is worth noting that this value may be ambiguous or negative (due to round-
ing errors). 
or even completely absent from an Event Record causing a lot of unique use cases that have to be considered. 
8 Denoted as PDGID (Particle Data Group Identifier). This is a standardized identifier that uniquely represents 
each known and theoretical particle used in a simulation. A tool uses this identifier to recognize particles of 
interest. 
9 A versatile and notably non-standardized property used to determine the state of the particle. In some cases it 
can indicate the origin of the particle, its purpose or a tool that generated it. 
10 Matrix element is a way how probability distributions over the final state phase-space are calculated from Field 
Theory. One can think of phase space as a manifold and of matrix elements as functions (functionals) on such 
space. Probability density distributions are then obtained from the squared modules of such functions. 
11 The list of decay products of a particle can also be chosen randomly based on the probability distribution of 
possible decay channels. 
12 Note that a particle or a set of particles can have more than one mother. 
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particle is considered stable (or “final”) when it has no decay products13. An example of a 
decay chain created from electron-positron collision is shown on Figure 3. 

 
Figure 3. An example of 𝑒+𝑒− → 𝑍 → 𝜏+𝜏−  decay chain. The grandmothers of τ (electron and positron) col-
lide forming the intermediate boson Z which decays into τ pair. In this example, the decay of 𝜏− has been 
omitted while 𝜏+ decays to 𝜏 neutrino and resonance 𝜌 which in turn decays to a pair of pions. This is a 
simplified example. To put it in a scale – more complex generation process may include 2-3 thousand particles, 
not taking into account detector response simulation. 

In an essence, an Event Record describes a “decay tree” - a cascade of particle decays from 
the initial collision up to the stable decay products14. It is worth noting that for the sake of 
describing some unique phenomena exceptions are introduced to this data structure that can 
break its usual formula15. Such exceptions have to be taken into account. 

A simulation can be thought of as a chain of tools that produce, modify or analyze content of 
an Event Record. This description immediately points out the three types of tools available for 
physicists: 

• Generators. Such tools are used to calculate products of initial collision or products 
of a decay of a particle within the decay tree. For example, a tool Tauola [5] is an 
example of a generator that produces decay products of 𝜏 leptons. 

• Post-processing tools (sometimes called also “an afterburner”). These tools are 
used to modify the decay tree with respect to its predefined role. For example, a 
tool Photos [4] is used to modify the decay tree by adding additional photons. 

• Analysis tools. These tools do not modify the Event Record but extract information 
encoded in it. For example, MC-TESTER [15] creates a set of histograms based on 
stable decay products of all particles with given ID found in an Event Record. Analysis 
tools present various projections fine-tuned to the specific purpose of the analysis, 
which usually requires extensive filtering of a dataset that contains huge amount of 
Event Records and traversing each Event Record in search for specific particles. 

 

13 Such particles have status 1. This is the only status code used uniformly by all tools. 
14 It can contain more information as well, see Section 3.1.7. 
15 They can, for example, introduce loops within the tree structure effectively transforming it into a graph. 
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An analysis chain can contain any number of tools of any of the above three types and in 
various orders16. Tools are usually designed to work independently. It is not uncommon for 
each tool in a chain to be provided by different authors. The most important factor of this 
cooperation is the fact that a tool has no way of knowing what other tools have been used in 
the preceding step. They have to carefully inspect the Event Record for information they re-
quire and do not expect this information to be always complete or valid. 

This is the most common source of problems that authors of such tools must face. The tool 
has also no way of knowing what other tools will be used after it. If the tool modifies Event 
Record it must strive to produce correct Event Record at any time and to minimize potential 
destructive modifications. Required input and possible results of its use should be well docu-
mented as one incorrectly used tool may damage whole analysis. 

Since we are talking about Monte Carlo simulation, an analysis must process a large set of 
events in order to obtain meaningful results. A simple example of such result is the distribution 
of the mass or the couplings of particles into which 𝜏 lepton decays17. The conclusions taken 
from such results must take into account statistical error of the data sample. 

So, to summarize, an analysis requires a chain of tools that produces Event Records and ana-
lyzes final versions of such Event Records modified by other tools used in the analysis chain. 
An analysis produces results (histograms with distributions or other values) based on a sample 
of events. The result of the analysis and its statistical error depends on the size of this sample. 

2.2 Scale of the physics simulation 

The aspect of scale is very important to understand the complexity of the tools used in the 
process. The sense of the scale can be shown by looking at the end-result of an analysis. A sin-
gle generated proton-proton collision can produce an Event Record that includes more than 
10 000 particles. 

Then, consider that to observe an NLO effect a data set containing hundreds of thousands of 
events is needed and few orders of magnitude more to validate that a tool correctly simulates 
this effect. For testing Tauola++ generation samples of 10 million events (MEvents) are the 
most common ones. Final state radiation process in Photos++ requires samples of 100 MEv-

ents and when validating NNLO effects in Photos++ we had to generate samples of 
10 000 MEvents. 

Note that such huge data samples are really not uncommon in HEP experiments, which is why 
the generation process is often parallelized. And yet, a single test can take hours of generation 
on a single 32-core machine. 

Next, let us look at the size of the output. A very small event, for example for Tauola++ tests, 
takes 2kb of disk space. A 10 MEvents validation sample takes 22 GB. On the other hand, a 
single event with 10 000 particles takes almost 3 MB. Storing a 10 000 MEvents of such sam-
ples would require roughly around 30 petabytes of storage space. The vast disk storage space 
required is the main reason why in tests these events are generated anew every time the test 

 

16 Usually the sequence starts from a generator, or two, followed by some post-processing tools and ends with 
an analysis tool. However, it is easy to imagine a chain in which this order is not upheld. 
17 For example, for a 𝜏− decaying into three particles: 𝜋−, 𝜋0, 𝜈𝜏 we analyze distributions of mass of pairs 𝜋−𝜋0, 
𝜋− 𝜈𝜏 and  𝜋0 𝜈𝜏. 
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is performed and the event is discarded after processing by the analysis tool18. This makes the 
whole process excruciatingly long but there is simply not enough storage space to store all 
these events. 

Next problem is how to analyze such data. Not knowing what to look at may require genera-
tion of hundreds of pages of one- or two-dimensional distributions in hope of finding an anom-
aly. Without proper projections or comparison tools this task is almost impossible. 

This is why this process is aided by analysis tools. Let’s say our analysis focuses only on tau 
lepton decays. Given an event with 10 000 particles we are bound to find several of them in 
each event. We can filter out most of the particles in the event19 leaving around 100 interest-
ing ones. Then, observing a single property of these decays, we can reduce the output data to 
as little as a single one-dimensional histogram. The result of the analysis of 30 petabytes of 
data can be stored in a picture that takes few kilobytes. 

While usually a larger set of histograms is needed, augmented by many statistics gathered 
from the data sample, this example shows the difference of scale between the results of the 
analysis output and amount of data processed by the analysis chain. It also highlights the im-
portance of the analysis tool used at the end of the chain as improper use of such tool can 
mean that hours of simulations have to be redone not because of the bug in one of the Monte 
Carlo generators or improper generator configuration but because the resulting projections 
do not show the desired effect or show it improperly. The analysis tool is as important element 
of the analysis chain as any other. 

The above example also highlights the fact that results of such analyses are tailored to the 
original purpose of the analysis. Usually, the results of such analysis cannot be used for any 
other purpose; a new filtering and projection needs to be performed and since generated data 
is not stored, generation has to be repeated. 

2.3 Program, its boundaries and interfaces 

As authors of Ref. [16] point out, software written by scientific community is in most cases 
targeted at end users who not only use software tools but expand them or build new tools on 
top of them. Therefore, it is important to define interfaces to the program, which means the 
code responsible for interacting with the program from other programs or for data exchange 
using common data formats. 

This term should not be confused with the term Application Programming Interface (API)20. 
An example interface can be used to communicate between a simulation program (such as 
Tauola) and other programs in the event generation toolchain. Such interface can include 

not only the data import and export procedures for specific Event Record format but also im-
portant algorithms for processing complex structures in the Event Record or computing the 
necessary input parameters required to run the tool. 

 

18 In some applications we may not care about the generation process. In these cases a fake initial event contain-
ing only few particles can be manually produced without the need of a generator. This is immensely helpful but 
only in a very narrow applications such as technical tests that do not focus on physical content of the output. 
19 All but mothers and grandmothers of tau leptons as well as stable decay products of these leptons. 
20 Scientific programs do have an API. However, it is usually as simple as possible and is often not paid much 
attention to. I will not discuss or refer to such API here. 
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Development of interfaces is thus an important and crucial work and requires often much 
effort in terms of lines of code and tests, as shown in [14]. The interface plays also an im-
portant role of documentation and specification of the code, which is needed for future ex-
tensions. As a consequence, the software tool contains not only knowledge related to the 
problem at hand, but a description of its potential extensions as well. 

The amount of work spent on the future interfaces is one of the aspects of the scientific code 
development missing from all related publications. It is common for scientists to document 
both existing analysis as well as its possible follow-ups. It is as natural as addition of a “future 
work” section to a paper describing the theory behind an analysis, and to add comments to 
the code with similar motivation in mind. 

Parts of the code and comments in code are created to aid in development of the next steps. 
Some of these comments may not be precise, but nonetheless of a great potential value. They 
document intellectual effort performed for the main purpose of the development, which in 
the end may not be useful for the fulfilment of the original purpose but provides hints for the 
future extensions of this work. 

The interface (or a prototype for the future interface) is thus the code written specifically for 
this purpose. Such an interface of a scientific application exposes its inner algorithms and 
structures describing how these algorithms can be used but also how to modify them. Such 
interfaces, in contrast to APIs, are not meant to be immutable. With each new development 
step, previously existing interfaces are refactored and refined as only when reaching the new 
step, the developer gains understanding of which parts of these interfaces are essential. They 
provide a starting point and part of the knowledge base which usually need to be investigated 
modified to be useful for the following steps. 

2.4 Evolution of algorithms driven by precision demands 

As mentioned in Section 1.3.1 physics precision can be thought of as comparison of different 
levels of approximation of a theoretical model. An increase in precision is like taking into ac-
count one more term in the Taylor expansion. 

Results of the measurements of high energy accelerator experiments are of stochastic nature. 
Increasing precision of these experiments is intimately mixed with increasing statistics of col-
lected data sample. Increasing statistics means not only decreasing corresponding errors but 
also leads to necessity to consider details of multi-dimensional phase-space. This brings into 
light details which at earlier steps were not significant thus also not available for the measure-
ments. The early steps of a project design could have avoided going into such details, which 
were beyond detector sensitivity anyway. This was often the reason for algorithmic simplifi-
cations. These solutions had to be revisited later once the demand for higher precision arose. 

It’s important to keep in mind that such future steps may be needed so as to avoid, or at least 
minimize, necessary later efforts. This affects not only the design of the analysis, or the design 
of the tool, but their test frameworks as well. 

Example: 

Impact of higher statistics samples can be seen in our work on RChL theoretical 
model (see [17; 18; 19]). At first, due to small statistics of the data and nature 
of the experimental analysis the available distributions were at most 1-dimen-
sional. The model was built based on these distributions. 



16 

 

However, when 2-dimensional data became available they showed obvious 
flaws of the model. Both the model and the framework were not properly pre-
pared for validation using 2-dimensional data which ultimately became one of 
the reasons why the work on the project has stalled. 

It’s worth noting that experimental validation of systematic errors was by far 
more demanding for multidimensional distributions than it was for one-dimen-
sional distributions. 

As stated by the thesis formulated in Section 1.4, the majority of the focus of scientific soft-
ware is stimulated by the constant need to increase the precision of the results. One of the 
many examples is the history of W boson mass measurement. The first discovery of this par-
ticle in 1983 resulted in a Nobel prize in Physics in 1984. At that time, the measurement 
showed the mass to be around 80 gigaelectronovolt (GeV). The most-recent study from 2018 
[20] determined the mass of the W boson to be 80.379 ± 19 GeV. The amount of work devoted 
to measurement of this property throughout the years shows its importance for all physics 
analyses but it also shows how great amount of effort is put into increasing the precision of 
the results. The fact that over 30 years of physics have improved this result roughly by two 
orders of magnitude also indicates how hard this process can be. 

2.5 Serializing measured data 

As described before, all of the event information is stored using an Event Record. An Event 
Record can contain more information than the most basic properties of the particles. For ex-
ample, an Event Record can (but does not have to) contain information about space and time 
position of each decay. Depending on the capabilities of an Event Record, it can also store 
other significant information about particles or initial collision. 

No Event Record can uniformly describe every phenomena that physics analysis tries to simu-
late or verify. This results in a number of unique solutions and workarounds introduced in an 
attempt to represent a relation that an Event Record cannot represent using its default struc-
tures. 

Example: 

Two most common Event Records, HEPEVT and HepMC, lack the support for 
handling quantum mechanics entanglement; a property that can introduce re-
lation between any two particles within the whole structure, making the data 
structure a directed graph instead of a tree. 

The solution to this issue is not trivial and many experiments introduce their 
own unique approaches that allow them to include such information within the 
limitations of the data structure. For example, one of the Monte Carlo genera-
tors introduced a mechanism called “self-decay” in which particle decayed to 
itself; a purely technical notation that had no basis in physics. This mechanism 
was applied to a group of particles which were not directly related to each 
other. Such relation could not have been described by a tree data structure. 

Our tools provided improper results when acting on such decays because they 
tried to treat it as a usual, physics-related decay. We had to implement several 
mechanisms to detect these scenarios. 
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Some of these solutions are easy to account for while others may completely break the algo-
rithm. Handling such cases correctly takes a lot of time, especially that in some cases the issue 
may be hard to notice. 

Example: 

Some tools use negative status codes to determine different generation steps 
of the particle. These status codes can be safely ignored by a tool that does not 
need this information. In fact, one of our tools only searched for specific status 
codes ignoring all others. 

That was fine until one of the experimental groups started using the specific 
status code -3 to encode historical entries. This caused errors that, due to the 
error-handling policy of this group, became unnoticed for some time. Only 
when invalid results became clearly visible the issue came to surface. We had 
to update our tool to handle this case. 

On the other hand, some changes break the algorithm almost instantly, rendering the tool 
unusable. 

Example: 

One of the Monte Carlo generators introduced a relation in which a daughter 
points to a mother as its decay product. This creates an infinite loop in an algo-
rithm that traverses Event Record expecting a tree data structure. For our tool 
to work on the events produced by this generator we would have to introduce 
a mechanism that detects loops which would slow down the processing signif-
icantly. 

Lastly, there are custom changes to the Event Record introduced by experiments to circum-
vent the existing mechanisms of this Event Record to include information specific only to these 
experiments. Since analysis within these experiments rely on this extra information, the tool 
must adapt to these changes as well. 

Example: 

One of the experiments used to encode generation-specific data in their event 
numbering scheme. Changing event number meant that this information has 
been discarded. 

Similarly, one experiment used to encode specific meaning in particle numbers 
within the event. Our tool used default policy to attribute particle numbers to 
newly generated particles which for this experiment meant the particles were 
attributed wrong numbers. 

There are many examples of both small and large-scale changes over the years of evolution of 
Event Records and their use by different experiments. Algorithms for traversing Event Records 
have to be frequently updated to handle the new use scenarios. Otherwise, there is a risk that 
the tool will break for a specific analysis performed by specific experiment. 

2.6 Parallel computations 
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It is worth noting that most physics analyses are embarrassingly parallel. The most common 
way to speed up calculations is to separate the job into few smaller jobs and run them simul-
taneously as separate instances of one application. In some cases, it is done on separate 
threads of one application. This approach requires only proper management of seeds for ran-
dom generators used by each job and a proper way of merging the results. As such, parallel 
computation is not challenging to achieve. Most of the effort here is put into designing and 
managing large computing clusters, such as LCG [21]. 

2.7 Working with old codebase 

As previously mentioned, scientific software deals with large amount of old codebase, written 
mostly in Fortran or C. Unfortunately, when working with codebase that uses very old stand-
ards at some point you are bound to deal with issues which are one of the common pitfalls of 
the language and coding standard in which the code was written. The information on them is 
scarce as these issues are native to very few environments. It’s hard to find any sources or 
methodological approach to finding them. 

2.7.1 Compiler issues 

Scientific software is very often a mixture of Fortran and C or C++ code. Usually both Fortran 
and C/C++ parts of such code are written using old standards and were compiled using old 
versions of the compiler. The note regarding the compiler is important because newer com-
pilers usually warn about the most common issues that can occur, not to mention they per-
form more rigorous checks of typical misuse of the language. However, when compiling large 
codebase with new compiler the mass of warnings that pop up may foster the idea that they 
are harmless and can be safely ignored. After all the code worked so far without any problems. 

There are many reasons that force us to push the supported compiler version higher and 
higher. One is the deprecation of old compilers and the lack of support of therein on new 
platforms and operating systems. At one point you may be forced to resign from f77 and 
gcc 3.4, or maybe you have already forgotten about them. 

The switch from f77 to gfortran and from gcc 3.4 to 4.1 was, for me, the first experience with 
the issues related to differences between compilers. However, the following changes to newer 
gcc versions were, at some points, even more dramatic. Anyone that tried to upgrade the 
toolchain at least once knows that new compilers can break old software in various ways. This 
was especially apparent in the gcc 4.X era as the newer compilers implemented more and 
more features of new C++ standard, back then known as c++0x. New standard was needed for 
a very long time so everyone was keen on adapting as many of its features as possible. This, 
unfortunately, only created issues for the older codebase. 

Often the failure is simply compile-time error that previously was not detected or was treated 
as warning. Such issues are simple to solve. The other ones are missing, unsupported or dep-
recated compiler flags. They are also easy to fix. The trickier issues are changes to the default 
settings of some underlying options. The most obvious one is the default C++ standard used 
by gcc. Since gcc 6.1 the default standard used for C++ code is no longer c++98 but c++14. 
Obviously old codebase does not use c++14 features so it does not benefit from this change 
and the new language standard is not fully compatible with the old one, especially as it rede-
fines some miniscule details that previously were treated as undefined behavior. 
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 1 
 2 
 3 
 4 
 5 
 6 
 7 

int i = 0; 
int j = 0; 
 
i = i++; 
j = ++j; 
 
std::cout << i << " " << j << std::endl; 

Listing 1. Example of undefined behavior which gcc handled in the same way for decades but stopped since 
gcc 4.8.1. 

Consider, for example the code as seen on Listing 1. Line 4 of this code creates an undefined 
behavior as it is invalid for the right-hand-side of the of the assignment operator to modify 
the variable that is on the left-hand-side of the same assignment operator. And yet, a line of 
code that relied on this undefined behavior remained in our codebase for years as gcc always 
compiled the code in the same way – the result of line 6 was “1 1”. However, in gcc 4.8.1 the 
approach changed and the result was no longer the same. It changed to “0 1”. 

Obviously, the core issue here was the mistake in code but the author of this line made a hasty 
mistake and, since the code worked in variety of tests and on variety of different platforms, 
never looked back. The mistake came up only when we compiled the code with new gcc. This 
is actually the most common reason why old code base works only with old compilers – the 
use of non-standard code that was not corrected due to the limited capabilities of static code 
analysis at that time, or a notation that has become non-standard over time. 

Note that gcc 4.8.2 with all warnings turned on warns about out-of-sequence operations that 
may cause undefined behavior21. There are many reasons why compiler warnings should 
never be ignored. However, when working with old codebase new compilers tend to report 
huge amount of warnings, especially when behavior that was previously permitted now be-
came deprecated or is considered invalid. The amount of warnings reported inclines develop-
ers to ignore them. After all, the code compiles and, at least at first glance, works correctly. 

This is especially true when compiling a tool authored by someone else. Updating the tool to 
new compilers is usually very far away on the priority list of the tool’s authors so if user has 
newer toolchain, there is a chance that the tool won’t work correctly for that user. This was 
exactly how we have discovered the issue described above – it was reported to us by someone 
who tried to compile our tool with new, at that moment, gcc 4.8.1 and found it not working 
correctly. 

 

21 As a side note, gcc 4.8.X series is infamous for other peculiarities as well. For example, gcc 4.8.2 caused infinite 
loops in SPEC CPU benchmark code. The reason was similar as example presented here – the benchmark code 
uses common patterns that coders use in their software. In this particular example it used undefined behavior in 
loop iteration. An interesting conversation came up from that issue: gcc team did not change the behavior of gcc 
in response to this issue by stating, rightfully, that since this behavior is undefined the compiler can do anything 
with such code. On the other hand, the benchmark authors state that since their code use commonly used pat-
terns, compilers should strive to deal with them properly even though the code does not adhere strictly to the 
standard. From their standpoint, to achieve benchmark neutrality they cannot modify the code of their bench-
marks. For more details regarding this issue see https://gcc.gnu.org/bugzilla/show_bug.cgi?id=53073. You can 
follow the responses of SPEC CPU team and gcc team from there. The dilemma of what to do with old code that 
not always complies to language standard is an interesting one and has been discussed in the context of many 
other issues, especially when dealing with C89 and C99 standards. 

https://gcc.gnu.org/bugzilla/show_bug.cgi?id=53073
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To summarize this section, we would like to note two most important points: 

• Be aware that compiler change can break your software. Test it against older compiler 
version. 

• Always keep all warnings turned on and never ignore a warning in your own code. 

• Consider if a warning reported by an external test platform or external generator can 
influence your code. 

• When possible, compare results with the environment compiled with older toolchain. 

2.7.2 Pitfalls of mixing Fortran and C 

Programs that breach the boundary between two languages have to deal with number of is-
sues unique to this predicament. In the case of Fortran and C, for example, the use of “extern” 
directive alleviates the compiler from performing the usual checks done when linking against 
non-extern symbols. For example, one of the common mistakes we have encountered, espe-
cially with the Fortran code built in the era when double precision floating point variables 
were used with caution, is declaring a parameter of an extern function with different precision 
then it actually is. Consider two examples presented on Listing 2 and Listing 3. 

test.f: 
1 
2 
3 

      SUBROUTINE FOO(X, Y, Z) 
      INTEGER X, Y 
      REAL Z,Z2 

 
test.cxx: 
1 extern "C" void foo_(int *X, int *Y, double *Z); 

 

Listing 2 Example of incorrect C++ and Fortran mixing. The content of function FOO defined in test.f has 

incorrect declaration in test.cxx 

test2.cxx: 
1 
2 
3 
4 

extern "C" complex<double> bar_() 
{ 
  ... 
} 

 
test2.f: 
1 
2 

      COMPLEX C, C2 
      C = BAR() 

Listing 3 Example of incorrect C++ and Fortran mixing. The function bar_ defined in test2.cxx has incor-

rect use in test2.f 

In both examples the files will compile and link correctly. However, both calls to FOO function 
and BAR function presented in these examples will produce undefined behavior. While the 
reason for that is obvious in the first example, the second is less self-explanatory but also very 
simple – the default complex variables in Fortran have single precision, not double precision. 

These types of mistakes seem easy to spot when writing an interface but consider large code-
base or a case in which someone has already created the C++ interface and the software seems 
to work correctly. In reality, the result is often a memory overwriting of another variable. 
Knowing that a Monte Carlo process has large complexity and many of its paths are frequently 
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unused during single generation of an event, this mistake may be hard to spot as it may occur 
only in very specific setups. The time from the moment the bug was introduced to the moment 
it has been detected can be very long which makes finding such mistakes really painful. 

Example: 

Consider that in test2.f from Listing 3 variables C and C2 belong to a common 
block and only C is used (and computed) within this function. When after long 
hours or days of debugging finally an invalid value C2 is found it will usually be 
found when used in completely different function, different stage of the gener-
ation and probably when processing different event than the one that set inva-
lid value of this variable in the first place. There will be no way to correlate 
invalid value of C2 with setting value of C. 

This is, in fact, a simplified variant of an error that we had when writing a C++ 
interface to one of our Fortran tools. The mistake remains unnoticed for many 
months. Only after new blocks of code has been added and memory alignment 
changed, we could notice the issue created by memory overwriting. Tracing it 
back to the precise line of code that caused this issue took days of careful anal-
ysis as this issue could not have been reproduced by generating a single event. 
It required a specific sequence of events to occur. 

But problems with floating point variables passed between Fortran and C can generate some-
thing even worse – a precision loss stemming mostly from the fact that Fortran implicit varia-
bles are single precision while in C and C++ they are of double precision. Debugging precision 
loss in a Monte Carlo generator may take weeks as such issue is very easily disregarded as 
statistical fluctuation. Numerical instabilities in floating point numbers are hard to pinpoint by 
themselves in pure Fortran22 not to mention when Fortran and C is combined. For such issue 
to be noticed an accumulation of errors must be found and depending on in which part of the 
generator the issue occurs, this may only happen in very narrow scenarios. Lastly, even when 
the issue is finally visible, and a predictable reproduction process is available it will still require 
days of breaking the generator apart piece by piece to find the source. 

The lesson that we have learned from numerous issues such as these is to never use implicit 
variables in Fortran and always double-check that the precision of function arguments and 
return variables is always consistent in both Fortran and C code. This is something that you 
cannot rely on compiler to verify as it would be the case in a code written in single language. 

2.8 Software in physics experiments 

The physics community offers a range of different tools aimed either to help others perform 
their own analyses or to reproduce the results of analysis presented by the authors of the tool. 
This means that software produced by this community varies greatly in terms of scope, size of 
the development team and amount of work put into the tool itself. Following Section lists 
most common types of software found in high energy physics divided into the categories 

 

22 For example, declaring a constant 1.0f-3 declares a single precision floating point number constant which, by 
the nature of floating point, is not stored precisely. Casting it to double precision causes the error of imprecise 
representation to accumulate. In one case in our analysis such value was then multiplied by 2000.0. This resulted 
in value 2.000000008446551902 – a value that is close enough to 2 to escape our 8-digit precision debug 
printouts and yet exceeding the maximum threshold of 2. 
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based on how much focus is shifted from software architecture and overall software complex-
ity of the tool towards the physics content of it. 

2.8.1 Software frameworks 

The largest software projects written for physics experiments are data analysis frameworks23 
designed as a starting point for more complex analyses. Their main purpose is to deal with the 
problems common to all physics analyses, such as those related to the data on which the anal-
ysis is performed. Physics analyses are embarrassingly parallel. They follow Single-Instruction-
Multiple-Data (SIMD) approach by running parallel instances of the same analysis on large 
computing clusters. Each instance processes different data set. Frameworks used to manage 
parallelization focus on storage access optimization, efficient filtering or management of da-
tasets for distributed computing and tasks related to persistency formats or gathering, merg-
ing and persisting the results of parallel computations. More advanced systems provide end-
to-end solutions which include library version management, package configuration, deploy-
ment on the computing cloud and monitoring the computation process. 

In order for such systems to work effectively, they can enforce code organization of the librar-
ies that are included in the framework and may require specific version management process 
or even unified test and build environments. Most of the experiments surrounding CERN (such 
as ATLAS [22], CMS [23], LHCb [24]) and many other experiments (such as BaBar [25] experi-
ment, Belle [26] experiment or CDF experiment [27]) use such framework to organize chains 
of user analyses and manage access to the data gathered from the detectors. These frame-
works, however, are mostly private to these experiments. 

The most prominent example of an open-access framework is ROOT Data Analysis Framework 

[28] (see also: [29]). Its history dates back to Physics Analysis Workstation (PAW) project 

started in 1986. ROOT suffered wide spectrum of problems in its development process due to 
its complexity and very long lifetime. Over the years, vast amount of legacy code had to be 
adapted to new coding standards and development strategies. ROOT has seen transition from 
Fortran to C++ with, now defunct, CINT C++ interpreter made specifically for ROOT, and very 
recently from C++ to C++11 (replacing CINT with Cling, which is a part of the LLVM pro-

ject [30]). Many of its radical changes often resulted in sub-optimal, in terms of software ar-
chitecture, solutions that had to be implemented to preserve the original context of the pro-
ject and tests. Some of the old and obsolete solutions had to slowly fade away from the project 
while others can no longer be removed for project to retain its support of its original user 
base. This is one of the most common problems to befall all projects with such long lifetime. 

Currently, ROOT is a foundation of a vast amount of analyses in particle physics experiments. 

It is focused on analysis, storage, representation and manipulation of huge amounts of data 
with multitude of algorithms for I/O access optimization and efficient data analysis. Over the 
years, it has been extended with new modules, such as PROOF [31] parallel computing frame-

work, RooFit [32] toolkit for data modeling or PyROOT [33] Python interface. New func-
tionality and new modules are still being developed and added over time. It is, by far, the most 
complex computing science project in particle physics. 

 

23 In broad terms, data analysis framework provides tools for data access, processing, analysis, filtering and visu-
alization using variety of methods suited for given type of data. Most of the data analysis frameworks are opti-
mized for parallel computation and designed to efficiently process high amount of data. 
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While ROOT serves as an all-purpose data analysis framework, most experiments require use 

of a specialized framework built for specific sub-process of the overall data analysis. An exam-
ple is GAUDI [34] framework for High Energy Physics data processing applications. GAUDI 
defines basic components of an analysis and creates interfaces that allows to easily create 
modules that can be connected to form an analysis chain. It enforces use of its structure to 
create new modules in return for data access, persistence and parallel computation manage-
ment. GAUDI is extensively used in LHCb experiment and, similarly to ROOT, serves as a basis 
for several more complex tools, such as Gauss [35] detector simulation tool. 

ROOT and GAUDI are accessible for everyone which is why they are good examples that give 
an indication on how other data analysis frameworks are built for private use of the experi-
ments. Such frameworks are the most complex, from Computer Science point of view, projects 
in particle physics. They do, however, contain the least amount of physics context in compar-
ison to other projects. For this reason, they belong to the smallest category of physics soft-
ware. 

2.8.2 Detector simulators 

Monte Carlo generators described in previous section base their computations on a physics 
theory. They aim to match the theoretical expectations as close as possible. However, a colli-
sion observed in a detector will never match these expectations as its observation is skewed 
by the architecture of the detector itself. The physical shape of its elements and the materials 
used to build them apply their physical limitations on the observed phenomena. They have to 
be taken into account when analyzing results of collisions registered by a detector. 

One other important factor related to detector data gathering is the frequency of event gen-
eration that takes place in the Large Hadron Collider (LHC). A detector is expected to measure 
multitude of events in a very short period of time. For example, ATLAS detector can register a 
million events per second24. At this rate the energy stored in calorimeters inside the detector 
has no time to fully dissipate between the events. This changes the way subsequent events 
are perceived. Lastly, the detector response strongly depends on the initial collision parame-
ters as well as the process that results from the collision. The detector will behave differently 
depending on the types of particles that collide within it as the resulting set of particles that 
hit the detector will change. 

Needless to say, a sophisticated tool is needed to reproduce what scientists can observe in 
the detector. The tools used for that purpose are called detector simulators. In short, these 
tools simulate passage of particles through matter. Combined with a detailed model of a de-
tector, such as the one used in Atlas or CMS experiments, these tools can modify the events 
produced by a chain of Monte Carlo generators by reenacting how this event would look like 
if the initial collision occurred inside the modeled detector25. The data processed this way 
closely resemble events that scientists can actually see in the data gathered by experiments 
around Large Hadron Collider. 

The most renown detector simulator is Geant4 [36]. It is used both by ATLAS and CMS ex-
periments at LHC as well as by many other experiments around the world. It handles detector 

 

24 Several layers of triggers is used to remove events that do not pass certain quality criteria. Only around 2000 
events per second pass these criteria. Out of them, around 10% is marked as “interesting” and stored. 
25 Note that detector simulators use Monte Carlo processes as well. 
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geometry, tracks the movement of the particles, simulates the detector response and provides 
an interface to visualize the results. 

Geant4 is built in a generic way allowing its use outside of high energy physics. The tool can 
be used in any experiment that uses simulation of particle interaction with matter, which in-
cludes simulation of radiation in medical equipment, ionizing effects of radiation in microelec-
tronics and nuclear physics. 

2.8.3 Monte Carlo generators 

Monte Carlo generators are the heart of the physics simulations. Each analysis uses a toolchain 
of such generators that produce a long series of events; a vast amount of data that has to be 
meticulously filtered to fit the analysis criteria and thoroughly analyzed using variety of differ-
ent projections focused on one or few specific details. The overall process is described in Chap-
ter 2 which focuses on the physics background needed to understand the development pro-
cess of these tools. In this section we would like to briefly present few of such tools as an 
example of the variety of the scope and functionality that a single Monte Carlo generator can 
provide. 

2.8.3.1 Large, general-purpose generators 

Pythia [37] is one of the oldest and most popular general-purpose hard-process Monte 
Carlo simulators26 able to simulate particle collisions. Its main objective is to generate the de-
cay tree based on the initial collision parameters provided by the user. The configuration op-
tions are overwhelmingly exhaustive allowing to tweak every single element of the generator. 
As of version 8.201 the tool lists 1274 options, excluding individual particle properties and 
decay options, which by themselves would easily triple this number. This impressive number 
shows how massively customizable this tool is, and yet despite that huge amount of options, 
basic event generation can be configured using just four lines of configuration script. 

Pythia is one of the best documented HEP Monte Carlo tools and its popularity is easy to 

understand. Apart from its configuration, it allows to turn on or off many of its sub-processes 
or use a hard process generated outside of Pythia and only apply specific sub-processes on 
top of it. This is a crucial aspect of the tool that allows combining Pythia with many other 
Monte Carlo generators by replacing part of the Pythia functionality with functionality pro-
vided by another tool. Pythia has been used as a basis of many analyses, including most of 
my work on testing the Monte Carlo generator tools. 

Playing very similar role, Herwig [38] tool offers an alternative to Pythia providing similar 

basic functionality, albeit with less configuration flexibility. The use of Pythia or Herwig in 

a simulation strongly depends on the environment. Since these tools use different models, 
they provide different results even if the modeled process is basically the same. That is why 
the LHC experiments tend to use one or the other tool almost exclusively when producing 
their benchmark Monte Carlo samples. 

Due to the scale of these projects and number of contributors, they are not a very good rep-
resentation of a typical Monte Carlo tool developed for scientific community. In fact, they are 

 

26 It is an SHG generator, which stands for “shower+hadronization generator” to emphasize that, contrary to 
Matrix Element (ME) generators, they use a factorized approximations called “parton showers”. SHG generators 
operate at Leading-Order precision (see Section 1.3). 
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rare examples of a large-scale projects with strong Computer Science aspects created by HEP 
community. Most of the commonly developed and used tools are much smaller. 

2.8.3.2 Small, single-purpose generators 

Most of the smaller Monte Carlo tools work on already generated event by analyzing and 
modifying its content. Such tools are often called post-processing tools or “afterburners”. This 
thesis focuses on this type of tools the most as they are the most prominent, yet least docu-
mented, in HEP community. They are often written by a small group of contributors. Their 
focus is not to provide the whole out-of-the-box solution but a small tool that focuses on one 
specific property under study. Often a custom tool or a modification to existing one is devel-
oped for the purpose of validating single physics theory. This can later become a basis for 
developing a more complex tool. 

Due to their narrow scope these tools either provide higher precision of the results than the 
general-purpose generators or generate a process that cannot be easily produced by such 
tool. This is the main reason why physics community uses a junction of several tools for spe-
cific analyses. Two examples of such tools are Tauola++ [5] and Photos++ [4]. 

Tauola++ is focused on a very narrow part of the large event generation process – tau lepton 

decays. This greatly narrows down the user base of the tool, but the scientific community is 
vast and it has experts and experiments around the world focused only on tau lepton decays. 
Each team that performs an analysis that requires accurate tau lepton decays, even if only for 
background calculation, at one point in time should consider augmenting their toolchain with 
Tauola++ as it provides more accurate decays than any general-purpose generator. It is 
widely used in many analyses that strongly rely on tau decays, including those related to Higgs 
boson. 

On the other hand, Photos++ is focused on final state radiation. This tool has much broader 
application as any realistic simulation requires this process. The algorithm of Photos++ in-

cludes many corrections related to specific generation processes that produce much better 
results than general-purpose generators. The comparisons of Photos++ with other tools 
have been well documented over the time and the tool is very popular in many HEP experi-
ments. 

The history of these tools is described in Sections 6.2 and 6.3 respectively. Here, we would 
only like to point out that both of these tools started off as one small Fortran file written by 
one author. The scope of their functionality is a fragment of the scope of a large-scale gener-
ator and yet they have become the basis of many analyses. This is not something unique in 
scientific community; a small tool, often not written for the purpose it is ultimately used for, 
can quickly gain popularity as long as it provides a better or more applicable solution to an 
ongoing or new problem. The impact of the small Monte Carlo tools written, sometimes spon-
taneously, by a single researcher cannot be stressed enough. Other similar examples will be 
presented in this thesis. 

2.8.4 Custom data analysis tools 

One last type of tool worth mentioning relates to data analysis. As mentioned in Section 2.8.1, 
large frameworks can help physicists to organize the whole process and analyze the results 
but when a detailed, custom analyzes are performed it is necessary to precisely manage the 
data analysis process or tweak the visualization in a form that may be hard to obtain when 
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using a generic framework. For this purpose, a number of tools has been developed over the 
years that automate the analysis process and help create custom projections. The most well-
known tools are Rivet [39] and CheckMATE [40]. They have been briefly described 
in Section 6.5 when describing the tool MC-TESTER [15]. All of these tools are designed to 
automate the analysis process and to create custom projections. 

2.9 State of the art 

When looking at the overall approach to scientific software development, it is known that 
most of scientists are not familiar with the software development methods [41]. However, the 
awareness of tools and good practices is growing as can be seen by publications like refer-
ence [16] which lists five software engineering techniques and approaches which are 
specifically useful for computational scientists. These are: code separation, organization, re-
view, testing, and simplification. In [42] the authors emphasize the need for testing not only 
for the correctness of software in terms of agreement with theory but also to test the imple-
mentation once the project gains a wider user base. These ideas have been further developed 
into more formal models of scientific software development [43]. 

The authors of reference [42] note an important factor that influences the software develop-
ment process in scientific communities, which is the fact that more than 25% of the code of 
the scientists is written only for themselves. In total, more than 50% of the code is aimed at a 
group of less than 10 people. This matches the descriptions I’ve presented in Section 2.7 
whereas I’ve stated that most of the software produced in scientific communities are small 
tools developed in small teams. This has great impact on the development process as it shows 
that the usual rules aimed at building a code that can be uniformly understood, modified and 
tested by large communities does not apply here. It is enough if a handful of experts will be 
able to efficiently work with the code. That is the main reason why scientific model and key 
elements of the numerical algorithms are commented in great details, some even worthy of 
their own publications, while the structure of the project is mostly presented "as is" in hope 
that its implementation is readable enough, at least in comparison to other complexities pre-
sent in the project. 

2.9.1 Precision of scientific software 

Since the majority of scientific work is focused on accuracy and precision of the result, this 
subject has been researched by software engineers and scientific programmers. One of the 
early studies of accuracy of scientific software was presented in [44]. The authors investigated 
several software packages used for seismic data analysis. They have discovered a disturbing 
non-random numerical disagreement between the results of different packages. The growth 
of this disagreement was estimated to be of around 1% per 4000 lines of Fortran code. It was 
shown that the results of this feedback can improve the quality of software, which is why the 
authors recommend using these results to provide feedback to software developers in order 
to correct the software errors. 

There are also examples of solutions to problems related to detection of software numerical 
instability. One of them, presented in [45], combines stochastic and infinite-precision testing. 
Similar techniques, or at least techniques that were feasible in the earlier years, were used in 
projects that gave foundation for the Monte Carlo tools described in Section 6.2. Here, analytic 
computations with twelve digits of precision were used to validate the results. Semi-analytic 
results were used as well. However, one should carefully use such results when comparing 
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them to results of a Monte Carlo generator as integration algorithm can introduce potential 
errors that are similar in nature to statistical fluctuations visible in Monte Carlo data samples. 
This may produce false-positive results. 

2.9.2 Scientific software testing 

Number of issues unique to scientific software has been listed in the literature overview on 
testing scientific software [46]. These descriptions are quite accurate when related to soft-
ware for physics communities. The authors of this overview state that none of the primary 
studies reported the complexity of the software in terms of measurable unit such as coupling, 
cohesion, or cyclomatic complexity. This is connected to the fact that the software engineering 
techniques are often not efficient in scientific environments. As mentioned before, code met-
rics have no meaning for scientific projects. They do not reliably show parts of the code that 
could be simplified or refactored. Such work would likely not have been done anyway. 

Although there are many approaches to testing of scientific software, see for example afore-
mentioned reference [46], there have been no studies on the relation between the effort put 
into tests or test frameworks and the precision of the results or studies related to the variety 
of tests performed in scientific software communities. 

2.9.3 Methodologies 

During research on software developed in particle physics communities we searched for pub-
lications related to software organization and methodologies used to develop such projects. 
However, while there are many publications describing the project’s architecture, information 
about methodology used to develop them is scarce or not publicly available. For example, 
ROOT framework documentation [29] provides a very descriptive short overview of the design 

of the tool. The GAUDI [34], the LHCb data processing application framework technical report 
as well as CMS computing platform technical report [47] also offer a very exhaustive descrip-
tion of the design of the framework. However, while some documents regarding the develop-
ment process are referenced in [47] they are published internally within CMS collaboration. 
This is not an uncommon approach and results in a lot of hidden knowledge, some of which is 
inevitably lost over the years. This knowledge is either overwritten by new one or slowly gath-
ered in a form of online documentation not always publicly available. 

Note that the documents mentioned in last paragraph relate to few of the largest software 
frameworks available in scientific communities. Such documentation is rarely available for 
smaller tools as the development process or the methodologies used during development 
aren’t usually documented. The key reason is that the software developed for physics com-
munities is rarely the focus of the scientific project. It is the physics content inside this project 
that is of major concern. Software becomes a necessity and is written mostly without much 
planning or methodological approach used in software industries for decades. That is partially 
because community of particle physics does not encourage mixing scientific research with so-
lutions developed in the business industry, even though these solutions are often inspired by 
scientific projects27. The lack of technical documentation of smaller Monte Carlo tools that 

 

27 Stephen Wolfram, for example, left particle physics to build his business career based on the experience he 
gathered from scientific communities. Similarly, Adam Kolawa used his experience from work on Lattice QCD to 
form his own company. There are many other examples, some more difficult to trace than the others, but they 
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focuses on the computing science aspects of the projects is the reason why the process of 
developing such tools is not solid nor easy to formulate. It is also one of the key motivations 
for writing this thesis. 

Since there is very limited knowledge of the methodologies used in scientific software, we will 
briefly present the most popular approaches used by software engineers. While for many soft-
ware engineers this may be considered a common knowledge, this short description is needed 
so that we can later, in Section 3.2, show how these approaches relate to the scientific soft-
ware development process. 

As a side note, in Section 7.1 we present how these methodologies relate to business environ-
ment. 

2.9.3.1 The waterfall approach 

The oldest and the most well-known methodology on the market is the Waterfall model. It is 
said that its first formal description dates back to year 1970 with Winston W. Royce’s seminar 
“Managing the Development of Large Software Systems” [48]. This, however, comes from mis-
interpretation of the Royce’s seminar in which he presented such approach as the one that is 
often used yet deeply flawed. In reality waterfall model, by itself, was never formalized. How-
ever, its concept is so recognizable that many other methodologies compare or contrast them-
selves against it which is why it is worth describing in short details. 

The development cycle of the waterfall model starts with definition of requirements, followed 
by creating the design, using this design to implement the desired functionality then testing 
the software. The last step is the maintenance of the final product (see Figure 4). 

 
Figure 4. Five steps of the waterfall model. In the original model there was no way to introduce feedback to 
the process or to correct errors of the previous steps. Several solutions to these issues have been introduced 
in future variations of the original model. 

The reasoning behind this methodology is that if enough time is spent on scoping the func-
tionality and highlighting the possible risks, the documentation created in the process should 
be sufficient to create a proper design. Then, if design is well thought-out mitigating the risk 
as much as possible and ironing out all of the issues raised during the previous step, the de-
velopment will be smoother and faster. While this reasoning has its good points, it hinges a 
lot on the proper project specification created up-front. If the specification is detailed enough, 
and assuming that the communication between the team and the client was as best as possi-
ble, then the finished product is expected to have full functionality declared by the customer, 
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should be made within the budget and delivered on time. This premise, however, is so opti-
mistic that it is hard to find a project that can fulfil it. 

When faced with the real-world projects the original waterfall model often fails short of ful-
filling its goal. Over the years many variations of this model have been created to address the 
most basic issues such as lack of feedback between the phases and no possible way to address 
risks and other issues that come up during the later phases. Even the final version of the model 
presented by Winston W. Royce has feedback loops that introduce modification to the re-
quirements and design (and thus also to the implementation) if an issue is found in testing. 

Contrary to the popular notion that early software was mostly developed using this approach, 
the so-called “pure” waterfall model without any feedback was rarely used as obvious flaws 
in the projects were quickly fixed and subsequent phases were iterated over. It was unfeasible 
to push the project onto the next phase if significant defects were found in previous ones. 
After all everyone wanted to produce a marketable product not to blindly follow directives 
that would lead to an end product with obvious defects. 

2.9.3.2 The agile methodologies 

The agile software development methodologies, greatly popularized by the publication of ag-
ile manifesto in 2001 [49], are known best for their focus on development through small, in-
cremental change. Each development cycle starts with the analysis of the requirements that 
the software is supposed to fulfil at the end of the cycle and ends with an increment that can 
be evaluated (see Figure 5). The cycles can be executed concurrently by several teams working 
on the same project. The development ends when there are no more requirements to fulfil. 

 
Figure 5. The agile software development cycle. 

While there are many other aspects to agile methodologies than just this cycle, this key ele-
ment is what they are most known for. They aim for the new versions of the software with 
new, complete functionality, to be released in matters of weeks. The team responsible for this 
functionality must be able to demonstrate it to the client so that the client is constantly aware 
of the progress being made and can easily influence the direction of the development team 
without much impact on the whole development process. 

There are many benefits to this approach. The most prominent one is the ability to adapt to 
the changes proposed by the client without significant impact to the overall project. The other 
is the flexibility towards the budget and time. In case either runs out, the client remains with 
a product that may not have its full functionality but still has a set of viable use cases that he 
can make use of. In most of the other approaches such client might have been left with noth-
ing as the development team has no obligation to plan its work in a way that allows for the 
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project to be cut short at any time. The opposite is also true; given a bit more resources the 
team may effectively implement few additional features that were originally not planned. 

While the benefits of all agile approaches are similar regardless of the actual methodology 
used, the drawbacks vary depending on the methodology the team strives to follow and how 
the team perceives it. In fact, this variety is the common drawback for all agile methodologies; 
there are so many of them and the agile approach itself is so imprecise that it is up to the 
interpretation of each team which practices to follow and how to make use of them. This re-
sults in the use of an unspecified mixture of independent practices as shown by the number 
of different agile methodologies on the market such as Scrum, Extreme Programming (XP), 
Kanban, Crystal, Feature-Driven Development (FDD) or Dynamic Systems Development 
Method (DSDM), just to name the most popular ones. 

This is most apparent with the Scrum methodology [50]. Described in all of its details in just 
below 20 pages, Scrum is the most frequently used agile methodology (see Fig. 1 from ref. 
[51]) and yet, very few teams that claim to follow Scrum practices follow all of them28. The 
most frequently used practices revolve around Sprints – a cycle that lasts from a week to a 
month and is the heart of the Scrum methodology. Sprint starts with planning and ends with 
review and retrospective. Each day of the sprint a team meets for a 15 minutes daily meeting 
during which each team member briefly presents what have they done the day before, what 
are their plans for today and what problems they face that need to be solved. Most often than 
not, just the fact that the team plans their work for two weeks ahead, and has the daily meet-
ings is enough for a team to claim that it follows Scrum methodology. 

Similarly, roles of Scrum Master and Product Owner, as defined by Scrum guideline, are often 
neglected. Especially the former. Most teams take from Scrum methodology only the ele-
ments that suit their needs. And for a good reason. Developers should be able to adapt their 
approach to the needs of each individual project. After all, methodology is there to aid the 
development process not to pose rigid structures which harm more than help. 

There are other popular agile methodologies, such as Extreme Programming (XP), Crystal or 
Feature-Driven Development (FDD) but this one example is enough to outline them. Agile 
methodologies are known to speed up the production of the software in around 30% of com-
pleted projects. However, they are also known from its lack of scalability; they are well fitted 
for small or medium projects, but they are hard to use for larger projects. They are also often 
blemished for the number of different meetings they introduce and are not always accepted 
by the client due to the amount of feedback and cooperation required on the client side. Some 
clients prefer not to spend their time guiding the development, even though it may be to their 
own benefit, and instead prefer involving them only to show the overall progress. 

2.9.3.3 Rational Unified Process (RUP) 

The Rational Unified Process [52], created by the division of IBM in 2003, is a framework for 
an iterative software development process. Similarly, to Waterfall approach, RUP presents a 
predefined, step-by-step project development outline with a firm line that divides every phase 
of project lifecycle. These are, however, the only similarities between these two methodolo-
gies. 

 

28 Note that the end note of the Scrum Guideline states explicitly that no methodology can be called “Scrum” 
unless all of its roles, events, artifacts and rules are taken into account. 
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The four phases defined by the RUP are: 

1. Inception – the phase in which the project is discussed, initial business plan is formed, 
and requirements are broken down into details to find potential risks and estimate the 
costs. This work allows stakeholders to decide the feasibility of the project and estab-
lishes the baseline to which the project progress will be compared. If initial analysis 
produces unacceptable results, the project is dropped at minimal cost or redesigned 
to minimize the risk and costs. 

2. Elaboration – the phase in which all major risks and concerns are addressed, all nec-
essary research done and missing details in project specification filled out. The archi-
tecture of the project takes shape and initial feasibility studies or proof-of-concept 
(POC) solutions are prepared. The end of this phase marks the moment where it is still 
acceptable to drop the project if it turns out unfeasible or way over the initial estima-
tions. Afterwards, any changes will have high impact on the project and its cost. 

3. Construction – the phase focused on development of the final product. This is the 
longest phase of the project resulting in a product that should fulfil all requirements 
defined in the initial phase of the project. 

4. Transition – the phase that transitions the project into final product that can be deliv-
ered to the client. In this phase the product is validated against the client’s expecta-
tions. 

RUP, being an iterative methodology, assumes that every phase of the project can be split into 
as many iterations as needed; each iteration providing a subset of the artifacts that a whole 
phase should produce. This is somewhat similar to a common modification of the Waterfall 
approach called iterative Waterfall model. Contrary to Waterfall, however, RUP focuses on 
the content that should be produced in each phase and the effort that should be put into 
providing such content (see Figure 6) which limits how feedback from one iteration can influ-
ence the project during given phase. 

 
Figure 6. The two-dimensional process structure presented on page 2 of ref. [52] showing how much effort 
should go into different content in different phases of the project lifecycle. 
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The RUP approach is well-suited for projects that requires initial research and feasibility stud-
ies. It tends to be well-balanced in terms of traceability and amount of paperwork required to 
manage the project. The clear division into phases helps to build milestones needed to keep 
the project on track while the iterative nature of each phase creates an adaptative, agile-like 
environment. This is why this methodology is very popular in large-scale projects developed 
by companies with well-established process. 

2.9.3.4 PRINCE2 

PRINCE2 is a popular structured project management approach that uses a clearly defined 
framework for the project development process. The name of this methodology is an acronym 
for “PRojects IN Controlled Environments”. The original methodology, called PROMPT2, dates 
back to 1989, while the PRINCE2 was originally published in 1996. Since then it has become 
very popular and has been made a standard for project management in many corporations, 
especially in UK. It has been updated twice, in 2009 and most recently in 2017. 

PRINCE2 focuses on six aspects of the project: scope, timescale, risk, quality, benefits and cost. 
These aspects are treated as performance goals of the project. They are also used to deter-
mine the project health at any point of the project development. The initial values established 
for the project can vary within certain ranges, which is why these aspects are also thought of 
as tolerances. If a project exceeds the range in one of these aspects, a correcting action should 
be performed to guide the project back on track. 

There are seven principles of PRINCE2 that should remain unchanged regardless of the prod-
uct for which the methodology is used. The authors of the methodology state that these prin-
ciples should be treated as mindset needed to achieve the complete, controllable develop-
ment and they state that project must adhere to all of them. Otherwise it cannot be said that 
the project is managed using PRINCE2 approach. These principles are: 

1. Maintain business justification – a principle that states, in short, that the business vi-
ability should be monitored all the time and once the project becomes unviable, it 
should be dropped. A special document called business case is provided that helps to 
enforce this rule. 

2. Learn from experience – a straightforward rule that aims to reduce the risk and the 
work log by re-using previous solutions and avoiding risky scenarios. Several docu-
ments are prepared to help aid in this process. 

3. Define roles and responsibilities – PRINCE2 structures roles into four layers: corporate 
management, project board, project management and team management. This prin-
ciple clearly defines the responsibilities of each role from each level. It also separates 
roles from people that perform these roles allowing many people to share one role or 
one person to take on several roles as long as the responsibilities are fulfilled. 

4. Manage by stages – this principle divides the project into stages, each of which ends 
with an update of the project documentation followed by the planning of the next 
stage based on the updated documents. 

5. Manage by exceptions – this point stipulates that as long as the project’s progress is 
within the previously mentioned tolerances no special action needs to be performed. 
However, if there is a risk that an action will exceed one of these tolerances, such risk 
should be escalated to the higher management for a decision on how to resolve this 
issue. 
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6. Focus on the product – the overall goal at all times should be to deliver a product that 
meets predefined quality requirements. 

7. Tailor to suit the project – the methodology should be tailored to suit each project by 
taking into account all six aspects of the project mentioned before. Tailoring should be 
the first activity that starts the project and its outcome should be reviewed at each 
stage. 

PRINCE2 also defines seven themes which are built on top of these principles and are used to 
look at them from a practical standpoint. These are: business case, organization, quality, plans, 
risk, change and progress. The methodology also describes in fine detail all stages of the pro-
ject, documents metrics and actions performed at each stage of the project. 

The amount of details provided by this methodology is one of the reasons for its popularity as 
it alleviates the team that develops the project from defining them by themselves. It is also 
the reason why the methodology is popular in large companies undergoing large projects but 
is not well suited for small companies and small-scale projects for which the amount of docu-
mentation and processes that need to be done is a disadvantage that outweighs benefits of a 
clear and controlled environment that the methodology gives. It is also distinctly not suited 
for constant change of requirements, which is why modified versions of the methodology ex-
ist. Most notably, PRINCE2 Agile treats agile methodology as project environment and uses 
special techniques to help with project management, risk management and risk response per-
formance estimation. On the other hand, XPrince [53] mixes Extreme Programming (XP), 
PRINCE and RUP to create a new, agile methodology that tries to balance between the rigid-
ness of PRINCE and flexibility of XP by fitting them into a framework outlined by RUP. 

2.9.3.5 The automotive Spice (ASPICE) model 

The automotive industry almost universally uses the automotive SPICE process (abbreviated 
as A-Spice or ASPICE) [54] which at the first glance looks like it is on the completely opposite 
side to the agile approach. It is for a good reason – the automotive industry, similarly to many 
hardware-related industries, work in long cycles dependent on the production cycle of the 
hardware unit. The ASPICE model greatly focuses on traceability and quality assurance. The 
importance of traceability in this industry is hard to understate and methods the industry uses 
are very effective. An anecdote says that Ford, if needed, can track a supplier of a screw in any 
given car manufactured up to twenty years back; a feat that, if true, would be immensely 
valuable when such screw causes a failure as it may help preventing similar failures in other 
cars with screws from the same supplier. 

ASPICE model enforces traceability through extensive documentation of each step and each 
part of the system that is being built. While it does not strictly force the waterfall top-down 
approach, it requires certain steps to be done in correct order, such as software requirements 
analysis, design and test planning to be done before implementation can begin (see Figure 7). 
The amount of work related to planning the test at this early stage of the development is quite 
unique to this methodology, to the point that each requirement has to have assigned ac-
ceptance criteria and testing method before it is implemented. 
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Figure 7. The ASPICE reference model, so-called V-model, presented on Figure 2 of ref. [54]. The right-hand 
side of the V-model (SWE.4, SWE.5, SWE.6, SYS.4, SYS.5) are processes designed to verify the left-hand side 
of the model. 

The benefits of this approach to the development process is twofold; developers know exactly 
how to implement that feature as they know what criteria such feature has to pass and testers 
can work independently from the developers creating the test alongside the development 
team without the need of these two teams to communicate. In fact, the separation is so great, 
that testers can even write the unit tests themselves, based on documentation and design 
diagrams alone. 

There are drawbacks as well, starting from the amount of paperwork that has to be done up-
front. Creating such detailed specification of the whole system so early means it is hard to 
ensure feasibility of the designed solution or to verify that specification is correct in all use 
cases. There can be number of errors in the specification and fixing each of them has to follow 
appropriate process, impacting both the development and the testing team. It also means that 
introducing a change is very hard; harder even than in modern-use waterfall approaches. That 
is why a lot of time is spent on the design and requirement specification and only the most 
qualified team members are designated to these tasks. Efficiency of the overall process 
strongly depends on these two steps. While the ASPICE model is perfectly fitted for automo-
tive industry it requires great amount of documentation which may be too excessive for many 
other projects. 
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Chapter 3. Managing scientific software development 

In order to attempt to describe how scientific software development can be managed, we 
need to first establish our goals and challenges that we will have to face. In this thesis we will 
focus on the smallest and most common type of tool listed in Section 2.8 – a small-scale Monte 
Carlo tool. Such tools are built for specific purpose driven by current and possible future anal-
ysis performed by physics communities. 

The complete product consists of: 

• A set of libraries – this is the main resource that can be included in other projects 

• Source code – used to extend or modify the product 

• Examples of the product usage – used for initial, technical tests and to present the 
product functionality 

• Validation framework – used to verify scientific basis of the product and technical cor-
rectness of applied solutions 

• Scientific paper – describes the implemented solution and validation procedure 

• Technical documentation – descries the intricate details of the implemented solution 
and serves as a reference manual on the tool usage 

The development team consists of: 

• Theoretical physicists 

• Experimental physicists 

• Computer scientists 

Additionally, the development process is aided by: 

• Potential users 

• Experts from different fields of physics 

The difference of experience between the team members is a source of many additional chal-
lenges related to work organization and communication not present in common projects. 
Finding a methodology that can take into account all challenges of such software development 
proves to be quite a challenge. 

3.1 Challenges 

In introduction, in Section 1.2, we have listed some of the main concerns that need to be 
addressed when developing scientific software. To reiterate summary of this sections, some 
of the challenges that a team working on scientific project must face are: 

• Taking into account inter-project dependencies 

• Creating extensive tests and validation frameworks 

• Dealing with large amount of legacy code 

• Providing software that can be easily modified by experts from fields other than com-
puting science 

• Dividing knowledge between team members 

• Accommodating for incomplete specification and possible future use cases 

• Encouraging modifications and documenting possible future extensions 
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Following sections address this list and expands upon it by going in more detail into the most 
important challenges found during development of a small-scale Monte Carlo tool. 

3.1.1 Multi-layered structure 

All projects described in this section are based on layers built from different fields of expertise. 
Each of these layers comes with its own set of problems and needs throughout validation be-
fore the next layer can be built on top of the previous one (see Figure 8). 

 
Figure 8. Example of layers from which the scientific software can be built. 

The core of the project is its scientific context, which needs to be identified and defined. To 
find the solution to the problem at hand it has to be described using mathematical formalism. 
This is needed so that software implementation can be made, which in turns requires numer-
ical approximation so that the formalism which operates on infinite precision can be com-
puted using finite-precision machines. In order to test, validate and use the algorithms built 
for the purpose of solving this problem, a software framework must be constructed which 
then enables building test framework. 

It is easy to imagine mathematical formalism built as closely to the physics context as possible. 
On the other hand, it is hard to create a well-organized structure that does not obscure this 
context. 

Example: 

Let’s say our core is a complex theory that describes existence of a reso-
nance “Y”. Let’s say that Leading-Order (LO) approximation of the probability 
density function (PDF) of this resonance is the gaussian distribution. In short, 
this means we can use gaussian distribution to estimate probability of generat-
ing the resonance of given energy. 

Our mathematical formalism will then be to describe these resonances using 
gaussian distributions. 

We can use one of the well-known algorithms, such as Box-Muller transform, 
to generate random numbers with gaussian distribution. This will be our nu-
merical approximation of the mathematical formalism. 
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Next, we will write an API that allows to initialize our generator and provide 
parameters for setting the width and mass of our resonance (they correspond 
to 𝜎 and 𝜇 of the gaussian distribution). Lastly, we create function for generat-
ing the resonance. This becomes our software framework. 

Now, we can write variety of test based on this framework and embed them 
into our testing framework29. 

Note that the final product that the user has access to completely hides the 
internal model and potentially obscures the core problem. Not to mention that 
this approach is closely tied to the original assumptions, therefore it is not ex-
tensible. 

Consider that NLO model requires a new set of parameters and the resulting 
PDF can no longer be approximated using gaussian distribution. This requires 
changes to be made to all of the layers of the project. 

An alternative approach would be to create a framework that allows to provide 
a custom PDF and custom parameterization of the PDF. In such case the soft-
ware framework, and thus the initial test framework, would not change. The 
tests would have to be eventually extended to include the more complex model 
but it would not lose the effort previously put into its creation. 

Lastly, if the authors of this tool were to come up with mathematical formalism 
as close to the core problem as possible, then potentially, its implementation 
would take into account any future extensions of this model. It’s implementa-
tion, however, will most likely be very complex, if not impossible. 

There are number of things that need to be considered when constructing each of these lay-
ers. The most important ones are relations between the layers, restrictions that they are able 
to fulfil and the quality they are able to provide as well as the flexibility to ever-changing re-
quirements that they are able to maintain. 

The relations between different layers within the project are the main source of challenges of 
the complex systems. Developers have to validate each layer separately in as much independ-
ent way as possible. Such testing procedure is mostly unique for each problem and requires 
the development team to spend a lot of time constructing specific test frameworks. 

3.1.2 Challenging human resources management 

While project management in scientific community differs from commercial applications, in 
terms of organization and financing, they are driven by similar goals. They represent similar 
level of complexity and, by extension, they are plagued by the same problems. It is a challenge 
for community of hundreds of people (or in case of the biggest experiments such as ATLAS 

or CMS, even thousands). The work on a single project takes years to complete, with new 
members introduced mid-work and current members leaving the project, taking their experi-
ence and acquired knowledge with them. This forces the development teams to divide their 

 

29 Note, that this test framework is used for end-to-end tests as it operates on a software framework. Such frame-
work is needed to present results that users can recreate themselves. Users are not required to know the details 
of implementation. However, during project development, each layer has to be validated and tested upon crea-
tion. Tests of each layer should be available to the developers in case additional tests are needed. 
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attention between work and training of the new team members. On the other hand, a smaller 
team of experts is much more prone to lose the accumulated knowledge when a team mem-
ber leaves the project. That is why they have to divide the knowledge between the team mem-
bers, which is especially hard to achieve considering their different fields of expertise. 

The rapidly changing environment creates a unique challenge from software engineering point 
of view. The project’s purpose expands over regular business applications as one of the goals 
is to create a knowledge base for both the current team members, the part-time collaborators, 
and all future members of the project. Different contributors have different goals within the 
project and different level of engagement in the project (see Table 3). 

Member 
Role in the 

project 
Cooperation level Contribution 

Expert Content 
provider 

Involved at all stages of the 
project. High engagement in 
the project 

Core content creator 

Gathers knowledge about 
the project content 

Teaches less experienced 
team members 

Computer 
Scientist 

Software 
development 

Involved at all stages of the 
project. 

High engagement in the pro-
ject 

Creates and organizes soft-
ware 

Gathers knowledge about 
the project content 

External 
collaborator 

Content 
provider 

Involved for short periods of 
time at different stages of 
project development. 

Focused on contributing to 
selected project functionality 

Supplementary content cre-
ator 

Provides analysis and test 
data 

External 
expert 

Content 
provider 

Involved for short periods of 
time at different stages of 
project development 

Core content creator 

Provides missing competen-
cies and expertise 

Initial user User Involved for a short time at 
last development stages 

Performs tests 

Provides usability feedback 

Reports issues 

Identifies potential new use 
cases 

Future user User Uses published software 

Can potentially become an 
external collaborator 

Provides usability feedback 

Sometimes reports issues 

Sometimes identifies poten-
tial new use cases 

Table 3 List of different types of project contributors, their role, engagement in the project and their contri-
bution to the project. 
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Managing the knowledge spread across the whole team becomes an important task of the 
project. Experts from other fields often join the project for a short period of time to help solve 
a particular problem. Such collaborators are based in different universities and are members 
of different communities creating problems in communication and organization of work. This 
is especially difficult when considering the information barrier that must be maintained be-
tween collaborators from different environments30. 

Such cooperation may require some steps of the projects to be performed by only those col-
laborators that have privileges to access the corresponding data. This in turn requires the pro-
ject to be used and modified, sometimes extensively, by such people. All keeping in mind that 
they do not know the full structure of the project and have no time nor should be forced to 
learn it. The collaboration with such experts is usually limited to one or two projects over 
relatively short amount of time, so the time spent on adapting to the infrastructure of the 
project would only introduce delays with little to no benefit in the long term. 

 
Figure 9. Relation between different projects, environments and collaborators of the projects mentioned in 
this thesis. This list is in no way exhaustive. The green background color represents low-energy experiments31, 
the blue one represents high-energy experiments32. 

Figure 9 presents some of the relations different projects of the scientific team have with their 
collaborators and their environments. As each of those collaborators are members of larger 
group or experiment, for which the software is intended, they represent the stakeholders of 
the project. Their collaboration is of utmost value; thus, the infrastructure of these projects 

 

30 For example, collaborators from different experiments are not allowed to share their data. Their collaboration 
is restricted to sharing only the results obtained from these data. Similarly, in business environments, experts 
hired to fill the gap in experience of the business team, have restricted access to the data and the knowledge 
base of the whole project. 
31 Low-energy experiments focus on microscopic phenomena regarding arrangement of electrons in the atom or 
relation of protons and neutrons within the atomic nucleus. These phenomena concern energies around several 
millions electronvolts. 
32 High-energy experiments are focused on understanding the properties and behavior of elementary particles, 
such as quarks, gluons and bosons. This is done mostly through studies of collisions of particles with energy of 
hundreds of megaelectronvolts. 
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must provide a way for them to work without the needless knowledge of the rest of the pro-
ject. 

Since the team responsible for the project may change completely throughout the develop-
ment process, this force changes of approach to the project itself. History of the project be-
comes the source of knowledge and every change must be well documented, including its 
reason and purpose. 

The lifetime of the projects written for physics experiments is even longer and can sometimes 
last decades33. In contrast, the lifetime of a software version use becomes inappropriately 
short with versions lasting weeks or months. This poses a significant problem from the per-
spective of the software development strategy. 

Lastly, it is important to note that while all modern agile methodologies [49] allow to adapt 
project to numerous changes through incremental updates introduced throughout the project 
development, they are not able to account for changes that will be introduced five or ten years 
from now as it is impossible to predict how the project will be used in future. This requires 
fundamental changes in the approach to the project design. Modularity and ability to change 
every aspect of the project, even the most fundamental one, becomes the crucial element. 
Use of the experience or intuition of experts in physics can be important. 

3.1.3 Non-uniform, non-standard software structure 

Leading edge scientific projects can be distinguished from many other applications by one key 
element: science requires novelty. Each project represents a new, unique solution. As stated 
before, the most significant content of the project is provided by specialists in different fields 
of science. When talking about the project software, the code produced during early stages of 
the development of the project can be effectively analyzed and debugged only by its original 
authors as such code may be developed prioritizing consistency and correctness of the results 
over code organization. In fact, it might be developed completely outside of the target frame-
work. With time code may be adapted to better suit software framework and allow other 
specialist to analyze its content more effectively. It is crucial that software organization do not 
impair these first steps of the development of the proper algorithms. 

Knowing that field of specialization of the author of such code follows different principles than 
code written by computer scientists, its organization may not adhere completely to the rules 
set by the rest of the project. This notion may be as simple as matching variable naming style 
to the equations taken from source publications, so as not to confuse the reader about the 
meaning of such equations, or it may relate to the style of the interface of the code written to 
match parts of already existing solutions34. Such code is far easier to understand by original 
authors and other specialists that have used it in the past. It is their input and their future use 
of this code that is the focus of such project. That is why, to some extent, such legacy solutions 
should be permitted inside the project, adapting to its format as much as possible without 
impairing the ability to analyze and modify it by its authors and initial users. 

 

33 The τ decay Monte Carlo generator TAUOLA, up to this day used by many experiments, was first introduced in 
1990. Many significant changes have been introduced over the years, including the C++ interface introduced in 
2005, but the core generator, written in Fortran, is still included with all distributions. 
34 A good example is RooFit package [32], where parts of the code evolving from FORTRAN was left with a C-

style API instead of moving to object-oriented approach of C++ framework to which the package was adapted. 
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Example: 

An expert was asked to provide the results of a set of algorithms. The output 
should account for future new algorithm and should be easy to serialize. The 
expert has prepared a generic data structure to provide the results of these 
algorithms as shown on Listing 4. 

The result of each algorithm is provided through a separate structure. A union 
of all result types is created and a list of such unions can then be serialized and 
sent between modules. The definition of different types of the results is stored 
in a header file. The receiving module has to properly cast this structure to re-
trieve the data as shown on Listing 5. 

Taking aside the obvious flaws of this approach, it does fulfil its purpose: the 
expert can relatively easily expand the structure with new types of results for 
new algorithms and can provide the rest of the team with appropriate header 
file describing data within these structures. He or she can also send any number 
of results in any order and, to some extent, provide backward compatibility35. 
The goals, that expert was asked to fulfil, are met. Needless to say, this solution 
would have been different if it were to be introduced by a computer scientist. 

 1 
 2 
 3 
 4 
 5 
 6 
 7 
 8 
 9 
10 
11 
12 
13 
14 
15 
16 

struct result1 { 
    int value1; 
} 
 
struct result2 { 
    double value1; 
} 
 
union single_result { 
    struct result1; 
    struct result2; 
} 
 
struct all_results { 
    union single_result[10]; 
} 

Listing 4. Example structure in C used to store the results of a set of abstract algorithms. 

  

 

35 Older receiving modules can parse the results of a new sender module provided that the size of the union has 
not changed. The switch statement from Listing 5 allows the older module to ignore unsupported (new) algo-
rithms. 
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 1 
 2 
 3 
 4 
 5 
 6 
 7 
 8 
 9 
10 
11 

for (int i = 0; i < 10; ++i) { 
  switch (get_result_type(i)) { 
  case 1: 
    use_result1((struct result1 *)all_results[i]); 
    break; 
  case 2: 
    use_result2((struct result2 *)all_results[i]); 
    break; 
    (...) 
  } 
} 

Listing 5. Example of use of the structure from Listing 4 which requires switch-case and type casting of the 
union to properly interpret the results. 

The reason why the problem has been solved this way is that the aforementioned specialist 
works almost exclusively in MatLab [55] and knows how to efficiently combine MatLab re-
sults with the framework that he has built for this purpose. Any complex structure introduced 
by a computer scientist might not have been well understood by the specialist and he or she 
might not know how to properly incorporate MatLab results into such framework. He or she 
might end up wasting a lot of time learning the pre-determined structure or adapting his or 
her own code, possibly creating a layer of similar code to the one above just to ensure that his 
or her work remains undisturbed. 

This issue must be carefully balanced. Such specialized code, if left with no supervision, can 
with time evolve into a project which may be hard or near impossible to apply into the frame-
work of the project. Not to mention that combining the results of the work of several special-
ists may, with time, become troublesome or near-impossible. In the extreme cases, develop-
ment of the core functionality must be halted in favor of code reorganization, which is both 
very problematic and damaging. Such situations should be avoided as much as possible. 
Proper communication between specialists and computer scientists must be maintained 
throughout the whole development process so that specialists can develop their parts of the 
software in a method as much suited to their own needs as possible while maintaining overall 
consistency and interoperability of the project submodules. 

This is actually a very important issue that is similarly addressed by scientists from different 
fields of expertise. If the majority of focus is given to something other than software, any ob-
stacle found when writing the code may be solved using fast, short-time solution that deals 
with the issue as quickly as possible without distracting the scientist from his original goal. 

Example: 

Recall examples of issues related to different use of the Event Record by differ-
ent experiments presented in Section 2.5. Last of these examples mentions how 
variables with different purpose (such as Event Record number or particle num-
ber) have been given more meaning than they were originally supposed to 
have. Particle number, which was supposed to only describe a relation between 
particles (e.g. particle 7 decays into particles 8 and 9) was used to encode addi-
tional information about the particle. 

This additional information was needed for the analysis purposes and the Event 
Record could not include it in any other way. The simplest approach was to 
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introduce a hack which repurposed unused bits of some variable to include 
missing information. 

Such customization must have been well documented within the collaboration 
that introduced it internally and was probably followed without any issues in 
all internal analyses. The problem occurred when external tools were used. 
These tools had no knowledge of such non-standard modifications. 

What is important to point out is how the behavior of the users affects the developers of the 
tools. Usually, when user raises similar issue, the developers of the tool can answer twofold: 

1. Incline that this is a non-standard modification which the tool does not support 
2. Modify the tool to allow for this non-standard behavior 

First approach would force the user to either introduce a workaround specifically for this tool 
or to switch to another tool which allowed for this non-standard behavior. 

Second approach would require developers to introduce a mechanism that may require 
lengthy implementation and hacks to the internal data structures of the tool in return for 
functionality that may be useful only to a single user. 

The second option may seem less reasonable from the point of view of the developers of the 
tool but is, in fact, most often the one that the developers will follow. 

This ties to the conclusion that comes from the previous example: if the solution is useful, it is 
worth compromising on its clean implementation, robustness of the structure of the tool or 
the use of best practices in software design. For this reason, the software structure of the tool 
isn’t always following the best practices and may contain solutions that may look like tempo-
rary workarounds. Such solutions may provide functionality which, to an outsider, may seem 
useless, but is in fact crucial to some narrow user base. 

3.1.4 Complicated testing process 

Typical project requires at least as much time to be spent on testing as on its development. 
Sometimes even drastically more time goes into the testing process. Unlike typical projects, 
software that consists mainly of physics content and data analysis, requires testing procedures 
that are almost always unique and have to be designed and written for each problem sepa-
rately. And when discussing scientific projects, they must pass complex validation procedure36 
driven by the scientific approach. This requires, among many other things, that the validation 
procedure needs to be defined and described in a way that allows it to be reproduced in dif-
ferent environments. In this context, an environment means not only the technical differences 
of different compilers or operating systems but mainly the differences between the different 
analysis frameworks in which the tool will be used. This is an important requirement as it 
drives the development process towards building a robust testing framework. 

The most standardized forms of testing, such as writing unit tests or behavioral tests, are the 
least useful as they only test the functionality of the technical aspects of the project. Majority 
of the tests concern the physics content and the algorithms themselves. In case of Monte Carlo 

 

36 One of the most problematic but also the most important steps is to confront the theoretical model with the 
experimental data. This process requires a lot of effort and fine-tuning of the parameters used in the model but 
allows to validate the theoretical assumptions used in this model. Also, fine-tuning even the trivial technical 
parameters, such as precision of numerical integration, may require a lot of attention. 
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tools this issue is even more tricky. One can easily write basic assertions and test the bounda-
ries of the most crucial parts of the algorithms but the overall validity of the algorithm can 
only be verified by producing a statistically significant data sample and testing it against ana-
lytical results or benchmark data. However, not often analytical formula can be derived or 
benchmark data are present. And if they are, it is also possible that these kinds of tests are 
still not enough. Figuring out the proper method of testing and validating the algorithms be-
comes a troublesome task. 

One of the side-effects of this process is that the test environment carries extensive 
knowledge of the tested subject. Capabilities of the testing framework of such projects grows 
along with the project itself. As such, it should be properly documented and maintained as it 
is invaluable when approaching similar problems in different environments or when moving 
to different architecture or programming language, as they hint to what may be the root cause 
of the problem. 

A large part of this thesis is devoted to the subject of testing scientific software. It has been 
addressed in detail in Chapter 5. 

3.1.5 Lack of beta-testers and scarce user feedback 

It is important to stress how dependencies between different projects influence the develop-
ment process. When chaining several tools in a single analysis, it is hard to fully control each 
of the tool’s setup. Most of the users spare no time to read the documentation of an external 
tool that they are using. Sometimes even reading a README file explaining short procedure 
becomes a hassle. User starts reading documentation only when the results seems not to cor-
respond to what they expect. That is a very precise statement – user can ignore warnings, 
non-critical errors and other information as long as the result seems correct. 

In case of physics experiments, when the setup is incorrect, the result may still be correct due 
to the number of overlapping coincidences or it may seem correct from the point of view of 
the analysis performed by the user. In both cases any type of message issued by the project 
may very well be ignored and underlying issue, if it exists, may lay undiscovered until much 
later. And of course, the later the problem is discovered, the harder and more expensive it is 
to fix. 

That is why it is very important to let the user know about every single issue or possibility of 
wrong configuration. One has to design the project in a way that will properly inform the user 
what is wrong with the configuration on which the project is running. This also poses its own 
set of problems. Throwing out too many warnings and errors proves to be counter-productive 
as users tend to ignore repetitive output that they think they know the source. There is also 
the issue of what kind of information should be provided to debug the problem, which often 
is not apparent. Between the information flooding and the lack of the information, proper 
design of the debugging interface and error messaging system is a very important issue. 

As mentioned also in Section 3.1.2, the social relations of the project cannot be disregarded. 
The goals of our users do not always coincide with the goals of the developers and they may 
not feel obliged to nor be willing to spend time, however short it may be, to help improve the 
tool. Having different goals and priorities, they can even willingly risk using the tool in an im-
proper way for a chance that it may actually work correctly. 
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Example: 

During installation of one of our tools we have been asked by one of the im-
portant users of the tool to turn off the critical stop procedure that was trig-
gered when the project was working using configuration it was not supposed 
to process. This request came despite the fact that this error was the only rea-
son we’ve received the feedback about the problem and was able to track its 
source in the first place. 

We have informed the user that introducing such option may cause improper 
behavior of the tool and this option will limit our ability to debug such issues in 
the future. 

The option has been introduced nonetheless. 

While such extreme cases are very rare, the less severe ones are much more common, creat-
ing an environment in which collaborators from different experiments can sometimes be the 
only beta-testers that provide feedback about the performance of the project in their envi-
ronment. This is far from exhaustive tests of possible use cases and yet, in some cases, this 
has to suffice. 

Since the future users of this tool must be able to understand and adjust the tool to their own 
needs, their feedback during the development process is a key to the proper design of the 
interface of the project. This is also a very important aspect of the project as more often than 
not such interface must be adapted to allow experts contributing to the project development 
to freely add their own input without the need to adjust their own tools and methodologies. 

3.1.6 High impact of the project dependencies 

Due to the lifetime of the projects mentioned in this thesis, their user base may change or 
expand drastically. A tool that cannot adapt to these changes and forces the user to adapt 
their own environment instead, can be easily pushed away in favor of a more flexible one. This 
problem may require constant adapting of the project to new standards but with proper ap-
proach can be easy to manage. The more complex problems arise when looking at the soft-
ware environment from a larger perspective.  

The tool should be applicable to as many use cases as possible. This is mostly limited to the 
quality and availability of the data on which the tool is used37. Figure 10 presents the relations 
between number of projects described in this thesis and few of the external projects used by 
the team to perform their analysis. This list, of course, is not comprehensive. It ignores the 
experimental physics side of the projects and takes into account only the most basic applica-
tions. When Monte Carlo generators such as Tauola++ [5] or Photos++ [4] are placed in 
context of the environment of different experiments (see Figure 9), they are subjects to new 
set of constraints and dependencies coming out of these experiments. This relation diagram 
could expand endlessly. 

 

37 For example, the data structure used to describe the event might not be sufficient to describe all of the effects 
needed to perform the complete analysis or the event description might not contain all of the required data. As 
will be shown later, the tool might be able to produce partial results, still useful in some use cases, based on such 
incomplete information. 
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Figure 10. Relations between different projects that the scientific team have taken part of or used in their 
analysis. Red segments symbolize interfaces used for the communication. The lines indicate the direction of 
the flow of information. The size of the elements indicates the significance of the element in the communica-
tion process. 

However, already at this level, some more complex problems can become apparent. For ex-
ample, most of the communication between different modules is done through the Event Rec-
ord. As described in Chapter 2, Event Record represents a single event simulated by the Monte 
Carlo tools or registered in the detector. Many experiments use their own Event Record within 
their projects. However, to communicate with other experiments or use external tools, they 
use one of the more standardized Event Records, such as Les Houches Event (LHE) 
[56] or HepMC [57]. A change of the standard in how the information is stored can force mod-

ification in number of different modules in different projects. It is crucial to protect key parts 
of the project from such changes38. 

This is not always trivial and sometimes even impossible to arrange. Let us consider another 
example of storing the mass of the particle in the Event Record. Not every Event Record stores 
such information as it can be derived from the particle’s four-momentum39. In earlier times, 
when disc space was far more precious than today and the data was compressed as much as 
possible, such information was not included in the Event Record and was instead calculated 
whenever needed. Unfortunately, some of the applications, such as final state radiation per-
formed by Photos++, requires information about the mass to be provided with high preci-
sion. Due to numerous manipulations of the kinematical configuration of the particles stored 

 

38 As described in Section s 6.2 and 6.3 in our projects it is done by separating event record implementations 
from the abstract interface containing minimal functionality needed to work with the data. 
39 Some of the Event Records store mass instead of energy. 
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in the Event Record, the information about four-momentum may lose its precision. It becomes 
crucial to know the original mass of some of the particles. 

This has been resolved in number of ways by different projects. For example, HepMC Event 
Record [57] introduces the concept of generated mass – mass provided by the generator 
that added the particle to the Event Record. This is, supposedly, the precise information about 
the mass of the particle, as opposed to the value calculated from its four-vector40. 

Considering the above example, the project must take into account all possible exceptions to 
how the mass information is stored – the Event Records that provide precise information 
about mass and those that don’t provide this information at all. While it is easy to make an 
abstract method for getting the information about the mass, it becomes harder if one consid-
ers the fact that the project must be able to treat such information differently depending on 
its source. And in the case of Photos++ this difference determines whether the algorithm 

will be able to process an event containing such information or not, influencing the overall 
usability of the project. 

Some of the projects, however, do not require such information and this, again, causes prob-
lems for Photos++. Since this information is not needed, an analysis performed by the user 
can completely omit this information from the Event Record. This is another example of how 
even the simplest dependencies between the projects can cause complex problems. 

3.1.7 I/O interface design issues 

Lastly, the most important challenge is to maintain proper communication between different 
modules of the same project. No project in physics community is intended to work as a 
standalone software. Be it the Monte Carlo generator used in the generation process or a tool 
for the analysis, every project has its own set of dependencies and will always be used in com-
bination with modules or results taken from other projects. Let us consider the event genera-
tion process. A simple Monte Carlo simulation can include all or some of the steps listed in 
Table 4. 

 Generation step Tool used for this step Output 

1 Hard process General-purpose MC Generator (GMC) 
or specific hard-process generator 

or input file 

5-10 particles describing 
the hard process 

2 Parton showers GMC Depending on the pro-
cess and settings, from 
few to 1000 particles 
added to the event 

3 Initial state 
radiation 

GMC 
or separate tool (afterburner) 

Photons and lepton pairs 
added to the event 

4 Heavy particles 
decay 

GMC with separate tools for specific 
processes 

From few to 10000 parti-
cles added to the event 

 

40 This is of course not always true, for example in case of broad resonance. 
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5 Final state 
radiation 

GMC 
or afterburner 

Photons and lepton pairs 
added to the event 

6 Calculating the 
influence of the 
interference in 

radiation 

Afterburner Modification of existing 
particles, additional pho-

ton emissions 

7 Applying electro-
weak corrections 

Afterburner Modification of existing 
particles in the event 

8 Saving the event Analysis software Event data saved to file 

Table 4 Steps performed in an example Monte Carlo simulation chain. 

At each step, the information from previous step is used as an input for the next. Considering 
the fact that each of those points can be performed by a separate tool (or several tools), each 
managed by different team and each developed using different design strategy, this intro-
duces a chain of dependencies in which changing one of these steps has influence on some or 
all of the next ones, at the same time imposing restrictions on some or all of the previous ones. 
For example, the information about particles generated in one step serve as an input for the 
other and can be modified as a result of its work. 

Let us consider that in step 4 we add 𝜏 lepton41 decay to the previously generated hard process 
by using Tauola++. The information used to decay 𝜏 is presented in Table 5. 

Information needed 
for single 𝝉 decay 

Mandatory or 
optional data 

Result 

Charge and four-momentum of the 
decaying 𝝉 

Mandatory Decay products 

Information about process that 
generated 𝝉 (or 𝝉 pair) 

Optional Corrections based on the initial 
process 

Information about 𝝉 neutrino 𝝂𝝉 
(or second 𝝉 In case of 𝝉 pair de-

cay) 

Optional Corrections due to correlation be-
tween 𝜏 and 𝜏 neutrino (𝜈𝜏) (or two 

𝜏’s in case of 𝜏 pair decay) 

Polarization vector of the interme-
diate boson 

Optional Longitudinal polarization 

Information about “grandmothers” 
(incoming beams, particles from 

which the simulation has started) 

Optional Electroweak corrections 

Table 5 Information used in single 𝜏 leption decay. 

The product of 𝜏 decay is a list of particles (“children”) of the decayed 𝜏. An example of adding 
𝜏 decay to the process is showed on Figure 3. As listed above, Tauola++ relies on the infor-
mation about the 𝜏 decay stored in the Event Record provided as an input. This setup implies 

 

41 𝜏 leptons have a long lifetime compared to other particles and thus they serve as a good example of well-
defined process that can be easily separated from the rest of the simulation. 
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that the validity of the output of the generator depends heavily on the input. The first problem 
that arises from this setup is that we cannot control the validity of the input. 

This is one of the most common problems in all complex systems – teams that develop parts 
of the project independently have to work out an efficient way of communication between 
each other to form a full product. The communication must be robust and subject to multitude 
of changes. What aggravates this issue in the case of physics experiments is that the develop-
ers of a particular project have no way of knowing the full user base. The project is designed 
with several target experiments in mind and if it is successful, more others can find their use 
with it as well. To allow that, a great deal of focus should go into flexibility. 

This means that the tool has to be able to understand wide variety of possible inputs; variety 
of standards in which different generators store the information. This is both technical prob-
lem (related to the Event Record structure) and physics problem (related to the standard of 
how the physics information is stored). The first and foremost dependency is to comply with 
these standards. 

Now, depending on the previous steps of the analysis, some information may be missing from 
the Event Record and the project must take this into account. Note that only the first infor-
mation listed in Table 5 is mandatory. In fact, in the most simplified example, to produce the 
decay it is enough to know the charge of the 𝜏 and its four-momentum. If some of the infor-
mation mentioned in the table is not present, the respective effects will not be included in 
generation. The design of the Monte Carlo generator must create a communication interface 
that will take this lack of information into account and provide a simplified solution in the case 
some of the information is missing42. 

This may not look like significant problem at first, but keep in mind that the above description 
is true for every tool in the analysis chain. While the tool has to adapt to the variety of inputs, 
the output will also vary. Therefore, the next tool in the chain has to take this variety into 
account. If the output of a tool is not compatible with another tool in the chain, one of those 
tools cannot be used in a chain. 

The goal of the team of developers is to comply with as many different standards as possible, 
as ability to adapt to variety of analysis chains is the basis for expanding user base. However, 
not knowing the exact user base means there is no way of knowing what tools (or analysis 
software) to adapt to; what standards the input and output has to comply with. Since multi-
tude of standards exist, an interface allowing to adapt to as many of them as possible must 
exist. 

3.1.8 Summary 

In this section we have presented the most common challenges faced by the team developing 
scientific software. We can summarize them as follows: 

• Project spans over several layers; one has to be aware of complex relations and re-
strictions imposed by these layers 

 

42 There are also number of reasons one needs to exclude additional effects from the generation. For example, 
if they are to be applied later by yet another tool in the generation chain. It is also crucial for testing and validation 
of the Monte Carlo generator (see Section 5.3.4). 
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• Project team consists of specialists from different fields of expertise. Project must al-
low efficient collaboration between them. 

• Experts provide the most valuable input. Project should allow their input to be added 
with minimal effort on their side. 

• Testing and benchmarking become a crucial necessity. Algorithms used in the project 
must be well-tested and constantly validated. 

• Project must be able to adapt to as many use cases as possible. This includes potential 
future use cases. 

• Unreliable input and lack of information in the input source should be analyzed. Impact 
of the varying output on other tools and equipment should be well described. 

• Lack of beta-testers and user feedback. Has to be compensated with rough testing pro-
cess covering as many fields of the expected use cases as possible. 

We can extend this list by common challenges faced in development of the software for phys-
ics experiments: 

• Extensive amount of legacy solutions used in the project. 

• Work is focused on the algorithms built outside of the project framework. Ability to 
modify and update these algorithms comes before optimization and efficient architec-
ture. 

• Numerical issues. Any of the algorithms present in the project can become unstable 
under some circumstances (non-standard input, untested use cases, edges of the al-
gorithm stability, etc.). 

• Problems defining proper tests. The default testing techniques (unit tests, integration 
tests, behavioral tests, etc.) are useful for validating that the project fulfils the de-
signed goals, however the vast majority of the tests regard the algorithms used in the 
project. These tests are in many cases hard to properly define and may produce differ-
ent results when tested outside of the target platform. 

• Long (sometimes very long) lifetime of a project. This challenge restricts available tools 
and environmental dependencies. Such dependencies may cause project to be unusa-
ble in the future, as tools may no longer be available (or usable in development/testing 
framework) years later. 

3.2 Methodology 

In last section the list of challenges faced by scientific software has been presented. In order 
to find the most suitable methodology to manage development process of such project one 
should first try to consider the well-established approaches to software development (see 
Section 2.9.3). 

In following sections, we will try to relate these approaches to the challenges listed before. 
We will also try to compare the scientific project to a similar process found in business envi-
ronment and present a short example of how scientific software development process can be 
partially managed. 

3.2.1 Common methodologies in relation to scientific software 

The similarity of scientific software development and R&D narrows down the choice of meth-
odology as some of the most commonly used ones are not applicable to this type of software. 
For example, let us consider the waterfall approach. 
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The waterfall approach 

The waterfall approach is ill-suited for scientific software due to amount of planning that has 
to be done up-front. If you recall description presented in Section 2.9.3.1, in waterfall ap-
proach work is planned based on initial requirements. In scientific projects it is near-impossi-
ble to know from the start what will be needed to achieve the goal nor is it possible to expect 
the result to go exactly in the direction assumed at the start. In fact, if the methodology used 
during development would try to steer the development process in just one direction, instead 
of exploring all possible options, the project could very well end up as a failure. In high energy 
physics it is impossible to plan full functionality of the finished project up-front as even the 
basics of the whole project can change overtime. Moreover, the project itself is not made for 
any specific client, organization or specific experiment. The stakeholders are not known at the 
start of the project. There are only speculations regarding the possible use cases. There is no 
way to tell what functionality end users might request. 

The agile methodology 

The agile methodology was created specifically to deal with the problems that regular meth-
odologies cannot solve. However, it has many requirements that high energy physics projects 
cannot comply with. For starters, it requires good management and well-coordinated team to 
be fully successful. Writing software for physics experiments requires cooperation with spe-
cialists around the world and implies that some of the team members can join in during project 
development while others may leave the project due to lack of time or other issues that re-
quire their attention. The other problem is that the agile methodologies rely on constant in-
teraction with the stakeholders, or their representatives, to provide the team with new func-
tionality that can be planned for future iterations. In the case of high energy physics projects 
such constant interaction is hard to establish. For starters, it is hard to tell which experiments 
might actually be interested in the software as well as what potential user might expect. The 
requirements for new iteration may appear unexpectedly as some of the users find function-
ality that they would like to be implemented, while for the most of the time user feedback 
may be scarce at best. 

Also, it’s worth noting that agile methodologies use incremental improvement of software 
through small cycles, usually between a week and a month. Scientific software can rarely be 
split into such short cycles and rarely can be divided into evenly-timed phases. These are the 
most important factors why agile approach is almost nonexistent in scientific communities. 
Even projects that focus heavily on software, such as those described in Section 2.8.1, focus 
on few well-validated releases rather than on small updates released on a bi-weekly or 
monthly schedule. 

Rational Unified Process (RUP) 

The Rational Unified Process shows some promise when it comes to its use in scientific soft-
ware. Considering only the basics of this process its first phase, inception, could be applied 
only to the physics part of the project without any attempt to plan or estimate the project’s 
effort other than in its rough outline. If the theory and the physics model shows promise and 
it looks like the project would be beneficial to the scientific community and could be feasibly 
implemented, the project could pass the life cycle objective milestone and go into elaboration 
phase, where actual feasibility studies are performed, risks are tackled and prototype solu-
tions prepared. This would be the phase in which necessary research is performed and validity 
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of the theoretical assumptions verified. This phase also allows the team to form development 
plan, which is then used in construction phase. The last phase of the RUP, the transition phase, 
would be the moment in which the software framework of the project is finalized and neces-
sary changes are made resulting in a tool or library that can be used by wider audience. 

Already at this point, when only the rough points of RUP are presented, the above description 
seems a bit stretched. RUP seems to be a good guideline but does not perfectly fit the scientific 
software development process. 

One point worth highlighting in this analysis is the narrowing down of the scope of the incep-
tion phase. It may seem illogical to strip RUP from its most important safeguard process that 
aims to reject unfeasible projects but contrary to business applications, scientific community 
can still benefit from projects that failed to meet their original goals. A result in which a model 
has been built that does not manage to fulfil its task is still a valuable result provided that the 
foundations of the model are well-based in theory, the model was correctly implemented and 
reasons for failure were well researched and understood. Such result may simply show that 
the theory is wrong and yet still be very valuable43. 

A process of proving the theory wrong never starts with an assumption that the theory is, in 
fact, wrong. Otherwise there would be no point in working with this theory in the first place. 
However, if the result of an analysis shows that the data do not back the theory (fully or in 
specific cases), such project can still be considered successful. The process of proving the fail-
ure may results in tools and methods that can still benefit the scientific community44. This 
greatly contradicts the typical business approach and goals of an R&D team where there is 
little benefit from a failed project other than experience and know-how that may or may not 
be applicable to other projects. 

PRINCE2 

When we think about the approach presented by PRINCE2 we immediately find a fundamental 
flaw of this approach when trying to apply it to the projects discussed in this section. The first 
principle of PRINEC2 is to always have one eye on business feasibility of the project. Both the 
R&D projects and scientific projects have no way of estimating the impact of the final product 
on the market. In fact, most R&D projects are unfeasible from the start and R&D branch of 
any company is bound to bring losses most of the time. It is near impossible to start an R&D 
project by accurately estimating the potential gains if the researched project hits the market 
as a final product because the assumptions that went into the project can change drastically 
based on the research itself. Similarly, the business viability of a scientific project cannot be 
determined as scientific community does not operate on a gain or loss basis. This means that 

 

43 See Section 6.4.2 where a large project aimed at comparing the theory to data ultimately has shown gross 
discrepancies ultimately proving that more work on the theory needs to be done before it can be used to model 
the data. Several tools were created in the process, including a tool that allows to universally compare different 
models using re-weighting algorithm that gets rid of the sample statistical bias. 
44 An example of such project is one of the applications of TauSpinner tool described in Ref. [92]. What origi-

nally conceptually was an analysis attempting to challenge the Higgs discovery by analyzing the spin of the boson 
observed in data has failed to show discrepancies between observation and the theory. However, the analysis 
resulted in an extension of TauSpinner tool that allows to universally ascertain the spin of new resonances, 

which ultimately became the end-result of the project. TauSpinner is an exemplary project showing how un-

predictable scientific analyses can be. I discuss this project in more details in Section 6.5. 
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the “cost” aspect of the project has very large margins and becomes unusable as a project 
performance metric. 

Even if we strip the PRINCE2 model of business-related aspects, or at least limit them to the 
feasible concepts used in these two types of projects, we are left with a very rigid, tightly 
controlled structure that may help manage the overall process but produces a lot of excessive 
work and documentation as a by-product. All of these rules are very restrictive to the more 
natural and unpredictable nature of R&D project or physics experiments. Most of them are 
not applicable in such environments. At some point the fifth principle of PRINCE2, “manage 
by exceptions” would become the default approach as frequent changes introduced to the 
project can impact all of the aspects of the project. 

The attempt at gaining full control of the project development may result in a large overhead 
of processes just to keep the project documentation on track. These costs can quickly out-
weigh the benefits of having well defined process for each step of the project development 
and knowing very well where the project stands at each point in time; values that seems un-
necessary for a scientific project. 

The automotive Spice (ASPICE) 

Lastly, let us consider the ASPICE model. However, knowing that the model is focused on en-
suring software quality and is far more based on initial requirement analysis and planning than 
any waterfall approach. It involves vast amount of planning and documentation that has to be 
done up-front before any implementation can even start, offering in result full traceability of 
each element of the project and high quality of the final product. However, even the quality 
control would be limited only to the technical aspects of the scientific project as the physics 
content cannot be validated using predefined metrics. 

It seems ASPICE has glaring disadvantages when applied to scientific projects and offers them 
no useful benefits, not to mention that its process would be hard to apply to any aspect of the 
scientific project other than its software. It is, by far, the least fitted method to manage such 
projects. 

3.2.2 Scientific software and R&D environment 

When compared to business applications, the nature of scientific software development is 
closest to the Research and Development (R&D) branch of a business company. The term “Re-
search and Development” is often used to reference a branch of company focused on re-
searching new technologies or new applications to the existing products that the company 
offers with a goal of jump-starting a new product. Most often such work builds on already 
existing experience and knowledge and does not aim for a breakthrough in any specific field 
of science but in finding new application for existing technology to form a new product. How-
ever, in some cases research of focused on a product that is not yet on the market is under-
taken which may result in emergence of a bleeding edge technology. Teams developing such 
projects have little to no initial knowledge and expertise directly related to the project. They 
base all of their approaches and estimations on their experience or extensive research. This 
often means that the development process itself does not exists and has to be established ad-
hoc. Such projects carry significant risks, including high chance that they may fail during feasi-
bility studies. 
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R&D teams are usually treated as the company’s expense or a long-term investment with high 
uncertainty [58]. The company invests in such teams for many reasons; be it an attempt to 
expand the market or simply for the potential profit of a successful, new product. The differ-
ence is that both the risk and the potential profit is greater in R&D projects than in regular 
ones. This observation matches my own experience. 

The R&D team may also be part of a company producing custom software or product for vari-
ety of clients. Such companies put great effort into management and estimation of each R&D 
project as R&D becomes one of the initial steps of each of their new product. These companies 
have a process and common outline of an R&D project that they use to estimate time and 
effort as well as to plan the work. 

For example, common approach in R&D projects for hardware manufacture is two-stage pro-
totyping similar to the one presented on Figure 11. Note that the R&D process in other fields 
may differ from the one for hardware manufacture. 

 
Figure 11. A rough outline of a typical R&D process of creating new hardware. Project is divided into three 
categories of components: hardware (HW), software (SW) and mechanics (MECH). 

Work on hardware R&D project is often split into three categories: hardware (HW), soft-
ware (SW) and mechanical components (MECH). Work on these categories often intertwines 
with each other but not always and certainly not during all stages of the development process. 
Moreover, company can be asked to produce only HW or HW and SW components with me-
chanical components being provided by the client. 

However, when a research into new technology is involved, this ramification often cannot be 
used as the prototyping phase and feasibility studies take far longer and require multiple con-
current trials and multiple iterations. 

Feasibility studies

•Deciding on HW components

•Testing MECH solutions 

•Finding solutions to other critical issues

Proof-of-concept

•Crore SW functionality running on evaluation boards

•Some HW components connected to evaluation boards

•MECH tested separately

Prototype A

•Detecting and fixing all HW and MECH issues

•Final decision on microcontroller used

•SW has most functionality implemented

Prototype B

•Verifying that all MECH and HW issues are fixed

•Running full SW stack

•Passing all test plans

Final product
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3.2.3 Managing scientific software 

While researching this subject we have found that there is no single software development 
methodology that can be used to effectively help managing a scientific project. It becomes 
obvious as soon as one realizes that all of these methodologies focus on tangible, measurable 
improvements of the software product. In most scientific projects software is one of the last 
elements that is being built and is just a small portion of the results of the project. 

However, while the whole project cannot be evenly managed using one methodology, parts 
of it can be divided into manageable steps. For example, if the development of a new tool 
requires several algorithms to be created, some of them may be researched and implemented 
separately and some concurrently with the others. Then, the work on these algorithms can at 
least be partially estimated, partially scheduled and a Gantt diagram can be constructed out-
lining the relations between algorithms and sub-modules that will eventually form the final 
tool. While even this outline may change very drastically it can help focus on what is important 
to achieve the final goal. 

Example: 

Software described later in Section 6.4 required several components to be de-
veloped. In very simplified terms, these components were: 

• Physics model (including all the research that goes into building it) 

• Validation framework (used to verify that model matches the theory) 

• Mechanism for comparing results with data 

• Interface to fitting framework 

• Parallel computation mechanism 

Fortunately, all of the above steps could have been developed simultaneously. 
In our case we did not formally created the Gantt diagram but we did estimate 
how long each step could take and what we need for each of them. The work 
on the model, the validation framework and the other three tasks were done 
simultaneously and were managed separately until we were ready to merge 
them. Afterwards each team member still continued on their own part of the 
project but at this point we had to cooperate more closely which meant the 
development process became less formal. 

While tasks related to scientific software usually cannot be well divided and planned into two-
weeks or even monthly sprints, they can be managed using Kanban board. A four-column 
board (To-do, Blocked, In Progress, Done) with cards (or sticky notes, if physical board is used) 
where the card color signifies different types of tasks is often the simplest and most useful 
technique to control what needs to be done in order to progress with the development. 

I have found the simplicity of Kanban board to be very useful in many R&D projects, including 
embedded software development. Most of the advanced issue trackers and project manage-
ment tools, such as the overwhelmingly common in the IT industry tool JIRA [59], have the 
support for managing a project using Kanban boards. But even the simplest freely available 
tools, such as Trello (see Figure 12), are often enough to create a high-level project status 

overview. 
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Figure 12. An excerpt of the board created in Trello tool (www.trello.com) of the research project “Inter-

ference dynamics” from November 27, 2016. Picture taken from Ref. [60]. 

3.2.4 Summary 

In this section we have presented how commonly known development methodologies fail 
short when it comes to managing development process of scientific software. Adding to that 
the lack of research done on the subject and it quickly becomes obvious that it’s hard to find 
a systematic approach to managing the scientific software development process. 

In next section we will present an approach that may guide the developers towards a success-
ful solution. 

  

http://www.trello.com/
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Chapter 4. Development cycle 

Section 3.1 listed the most important challenges scientific project has to face, summarized in 
Section 3.1.8. This Section will describe scientific software development process that emerged 
during the development of the tools described later in Chapter 6. As with any practices, the 
ones described here evolved over time and took many forms and iterations. Many times, over 
the years we have realized that our current approach is not good enough for our purposes and 
we had to adapt to the new approach and have found new ways in which we can improve the 
process. The result of this evolution can provide valuable starting point for any new and exist-
ing projects. 

When considering scientific software, majority of which is focused on solving a problem deeply 
rooted in different fields of science, one has to consider a project with a unique solution im-
plemented by specialists outside of field of Computer Science. The bulk of the work on the 
project is focused not on the software or software framework but on the science behind the 
problem, the mathematical model needed to represent the problem, numerical implementa-
tion of algorithms needed to solve the problem and the validation process of the implemented 
solution. In short, it is focused on the content provided by the specialists, not the software 
itself. The result is a library of custom-tailored, fine-tuned algorithms with an overbearingly 
large testing and validation framework. Such library is rarely the end of the project’s lifetime. 
Often, the constantly growing demand for higher precision results pushes scientists to im-
prove their tool further. 

Scientific teams often introduce new solutions or improvements on the basis of the results of 
their previous projects. This new, improved tool becomes a new starting point for future work. 
The cycle that describes this process has been presented on Figure 13. 

 

Figure 13. The cycle leading to the improved scientific model which ultimately results in higher precision of 
the results. The development of the first version of the tool can be described by the need to solve a problem 
instead of the precision demand. 
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The fundamental source of the content of the project comes from the field of physics; a theory 
behind the solution that project is designed to implement. However, in order to be able to 
represent this solution, a mathematical formalism must be introduced to describe the theory 
in a coherent way that can be transcribed as a step-by-step algorithm. Only then such algo-
rithm can be processed through numerical solutions, applying changes needed to adapt the 
formalism to limitations of a processor. Finally, the whole project is embedded in an architec-
tural framework managing its structure and a testing framework is built. 

What is important to note is that the same cycle is needed to improve precision of the results, 
in which case the first step is to improve the physics model used to describe the problem 
instead of designing it. 

Example: 

Recall the example provided in Section 3.1.1 in which we have presented a sim-
ple project that implemented a model describing a resonance that can be ap-
proximated using gaussian distribution. This project was built from layers: core 
issue, mathematical formalism, numerical approximations, software frame-
work and validation framework. Note how the cycle presented here is strongly 
connected to these layers. 

This example also indicated the possibility of increasing precision of the results 
generated by the project which required more sophisticated model than just a 
gaussian distribution. This implied changes to all of the layer of the project. 
Note how, again, the same issue is represented by this cycle. 

This cycle represents the process that I have outlined when presenting my thesis in Section 
1.4. Following sections will briefly describe each of the steps of this cycle. 

4.1 Creating (or improving) the physics model 

The first step in this cycle is creation or improvement of the physics model. In the case of a 
new project, the driving force for starting the cycle may be as simple as the need to find a 
model that will accurately describe given data. In the case of second and further loops, the 
driving force is the precision demand. 

Consider following examples of this process. 

Example: 

One of the examples, that I’ll present in more detail in Section 6.2, is the 
Tauola tool for simulating 𝜏 decays. The project started from the need of a 
model that would describe the 𝜏 decay process as part of other tools, KORALB 
and KORALZ. At that time (around year 2000 and earlier), technical model pre-

cision was at 1%. At best, 100k events could have been generated. The year 
2001 witnessed the introduction of technical precision of 3‰ which drove the 
authors of the tool to improve the precision of its model. This happened a few 
times already; each iteration adding more and more details to the model. 
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Example: 

The development of all of the modern extensions of the tool Photos described 
in Section 6.3. Photos started as a branch of Tauola and was considered just 
an addition to the Tauola Monte Carlo generator but once the demand for 

higher precision results raised, Photos become a widespread tool. Its develop-
ment has become more important than the development of Tauola and the 
tool has been separated from Tauola. Further updates incrementally intro-
duced electroweak corrections that increased precision in specific sub-pro-
cesses handled by the tool. 

 

Example: 

The iterative improvement of the model was key in fitting the Resonance Chiral 
Lagrangian (RChL) currents45 to the experimental data (see Section 6.4). The 
first model used to solve this problem offered results that weren’t really satis-
fying. Only after the model has been iterated over and significant improve-
ments introduced the results matched the available data much closer. 

The important aspect of scientific project development worth taking into account is the fact 
that usually the documentation of the modeled process and proposed solution is drafted very 
early in the development cycle. It is not uncommon to start the outline of the document once 
the problem is identified and possible solution recognized even before its implementation 
starts. That is because as mentioned several times in this thesis, the physics problem itself is 
the core element of the project. Even if the solution does not exist or the results of implemen-
tation are unsatisfactory the description of the physics problem and attempted solution is still 
valuable to the scientific community. Therefore, the solution is documented through the 
whole development cycle even if the technical details of its implementation are usually omit-
ted or restricted to the bare minimum. 

4.2 Describing the model using mathematical formalism 

Mathematical formalism allows construction of a numerical algorithms and the analysis of its 
stability. In some cases, such analysis can show that the algorithm based on this mathematical 
description will result in the accumulation of errors. 

Example: 

The first implementation of the model assumed in Photos tool for generating 
final state radiation assumed single photon emission. Equation for this model 
was quite simple and was easily translated into mathematical formalism. Later, 
when precision demand required the tool to take into account photons with 
increasingly smaller energies, an algorithm generating multiple photons had to 
be introduced. 

 

45 A “current” refers to leptonic or hadronic current. In simplified terms, it can be thought of as a part of the 
description of the underlying process used in simulation. Current should be backed up by theory. Changing the 
current changes the description of the process and impacts the results. Each current can have its own parame-
ters. Part of these parameters can be shared by other currents and part can be unique to this current. 
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This became a hard task as the mathematical description required increasingly 
higher precision of the computation. It was soon obvious that this approach 
could not have been used for more than several photons. Seeing as calculations 
with three or four photons introduced large errors, a new mathematical de-
scription was needed to solve this problem. This eventually resulted in a new 
algorithm used to these days. 

 

Example: 

An extensive analysis of the mathematical approach was needed when design-
ing the framework for fitting the multi-dimensional distributions used in re-
search regarding RChL currents. In this case the straightforward approach used 
during first iteration resulted in lengthy computation that took weeks to obtain 
a single result. During our work on this project we iterated several development 
cycles in hope to speed up computation. 

The analysis of the mathematical model helped us find the approximations that 
will not impact the fitting strategy while will allow us to produce preliminary 
results much faster (see ref. [61]). Without this effort a lot of time would have 
been wasted waiting on the results of the computations instead of improving 
the results. 

While these examples present widely different issues, they both show how additional effort 
put into mathematical model helped push the project forward. In some cases, it is the only 
way to progress with the project. 

4.3 Implementing the model with numerical approximations 

Next step in the development of the project is the actual implementation of the solution de-
signed in previous steps. This often requires solving the numerical restraints of the algorithms 
that have to be implemented. 

Example: 

Continuing on with the examples from previous sections, at each phase of Pho-
tos development the assumed model had to be implemented using numerical 
approximations. This was as important back, when single-precision floating-
point operations were used, as it is now, when required precision is so high that 
even double-precision arithmetic introduces significant errors. The original al-
gorithm worked for one or two photons but was unusable for more photons 
due to errors introduced to the four-momentum of modified particles. An algo-
rithm to correct these errors was needed. The implementation required error 
correction algorithm. 

Later, when the mathematical model changed, the iterative algorithm was introduced. Thanks 
to the error-correction algorithm it could have been used with any number of photons. The 
precision limitation of floating-point arithmetic still introduced some errors but with dimin-
ishing energies of each generated photon, the significance of these errors was smaller and 
smaller. Still, the approximations used in this algorithm cannot be ignored, especially when 
considering future extensions of the model. 
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Example: 

A great deal of attention had to be put into numerical approximations used in 
the fitting algorithm mentioned in previous section. There were several key 
points that had to be analyzed for the fits of our model of RChL currents to 
converge. One was the fact that the fitting algorithm internally calculates the 
derivatives of the distributions with respect to all model parameters. In our fit-
ting framework we used variable step size 16-point gaussian integration to in-
tegrate over these parameters. However, function that used variable step size 
could create artificial discontinuities in the fitting function at points where step 
size changes. Such artifacts were problematic for the fitting procedure when 
near the minimum. To obtain more accurate results in next cycle we had to 
change the integration function to one that used fixed step size at the cost of 
the precision of the integration. To offset this cost, and further improve con-
vergence, we smoothened the integrant by changing the integration function 
to a function commonly used to describe resonances in particle physics46. This 
is a very good example of how much consideration has to be put into numerical 
approximations when dealing with complex computations which are basis of 
most of the scientific projects. 

4.4 Creating the software framework 

When the first steps of the development of the project starts software is usually built ad-hoc 
without any planning or architectural consideration. No use cases are taken into account as 
authors of the project still don’t know if the project will even produce any meaningful results. 
Later, however, when the first phases of the project are completed and show promise, the 
documentation of the physics theory and implementation begins and the effort is put on build-
ing a software that can be used by others. This is the moment when software is refactored 
and put into some usable framework with more-or-less coherent division of the software into 
modules. 

Refactoring of the original code is always limited to as little as possible to avoid damaging the 
physics context of the project. After all, this content is the most important part of the project. 
Later, configuration options are added, which often origin from debug options used to validate 
the code. Lastly, tests and validation frameworks are made understandable by scientists other 
than the original authors. 

During subsequent iterations similar approach is used. While core functionality is already 
more-or-less organized, new software is usually not built into this existing framework but ra-
ther developed as a new analysis that uses the software from previous iteration as if it were 
an external project. Again, only when the results of this analysis show promise and the project 
begins to be formalized and documented, the process of moving the analysis as part of the 
internals of the project begins. 

Example: 

A good example of the iterative approach to building software framework is 
TauSpinner [6] project described in Section 6.5. It started off as a single file 

 

46 Details are presented in ref. [61]. 
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fully dependent on Tauola++ project, including its framework and event pro-

cessing algorithm. However, once the core algorithm began to take shape it was 
necessary to separate it from Tauola++ as much as possible. After all, the 
application of TauSpinner is completely different than that of Tauola++. 
Therefore, in next iterations a separate directory structure has been created to 
store TauSpinner source code, documentation, tests and examples. The in-

terface of TauSpinner has been also updated and the code that provides 
data to TauSpinner abstracted so that data can be provided from any 
source, including HepMC events and files. 

4.5 Documenting and validating higher precision results 

Once the outline of the algorithm is designed and software framework is prepared, the algo-
rithm is ready to be tested in terms of its correctness. This is the crucial step that determines 
the worth of the algorithm itself and it is a complicated process unique for each tool and each 
iteration. It cannot be automated and requires expert knowledge of the subject matter. 

Example: 

The process of validating Photos++ started by comparing the results of the 
tool to results of similar tools. Such comparison is often hard to perform as it is 
hard to match the exact condition the other tool was used in and create exactly 
the same projection as the authors of the other tool used to describe their re-
sults. The comparison was performed as close to the other tool’s environment 
as possible and the differences were carefully examined from the physics stand-
point. 

 

Example: 

On the other hand, when studying the applications of TauSpinner tool the 

algorithm was stripped apart and analyzed by switching off and on number of 
options available within the tool. The results were compared against theoreti-
cal predictions and with each other to observe if the effect with and without 
specific option matches the expectation. The tool was also compared against 
existing tools. Data with experimental cuts were used to present the results of 
the tool when describing the application of the tool for ascertaining the spin of 
new resonances. 

There is really no rule deciding what type of validation process the tool must pass. The im-
portant part is to gain confidence of the future users of the tool by showing how the tool was 
validated. That is why this step is heavily documented. 

At this point an outline of the documentation of the modeled process and implemented solu-
tion is mostly ready and is now updated and properly formed based on preliminary results and 
changes introduced during this step. 

4.6 Testing and publishing the results 

Lastly, once the algorithm has passed preliminary validation tests, the solution can be tested 
on as many use case scenarios as possible. Note that these technical tests are performed at 
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the very end as they are far less important than the validation process described in previous 
step. These tests are focused on the obvious errors and technical issues. At this point the typ-
ical use case scenarios are known and it is a good moment to spend some time building an 
automated framework to aid with the testing process. 

Example: 

In the case of the tools mentioned here we based our tests on the tool  
MC-TESTER described in Section 6.5 to automate the process. This, of course, 

required the work on MC-TESTER tool itself. While its basic functionality was 
ready, we had to expand it for the purpose of our tests. This is often inevitable 
as each tool requires different kind of tests. Finding a tool that allows to test 
every aspect of a Monte Carlo generator out of the box is near impossible. 

We have built a setup that generates test events used to check if the tool cor-
rectly handles various use cases. Number of variants of the test were created 
and the process of generation of large data samples for different sub-processes 
and comparing them against benchmark distributions was automated. How-
ever, in order to produce this setup, results of each test had to be carefully 
analyzed manually in order for the generated sample to be accepted as a bench-
mark result. 

Once this set of benchmarks was ready and framework for tests was prepared, 
we were able to use it with in each iteration to test for regression. In each iter-
ation it was subsequently expanded with new cases and variants of the existing 
cases to show the result of different options. 

A tool that passes the technical tests is ready to be published. Usually at this point the docu-
mentation of the physics content in this new (or first) version of the tool is ready and requires 
only minor improvements or details to be filled in. Final results are generated and added to 
the documentation. Then, the documentation and the tool are published finalizing this itera-
tion. 

4.7 Summary 

In this section we have presented the development cycle that the developers of the tool follow 
in order to create a first version of a tool or new version of the tool that increases the precision 
of its results. 

At a first glance Figure 13 of the cycle of improving precision of the results can be compared 
to the development cycle in agile methodologies. However, agile methodologies use incre-
mental improvement of software through small cycles, usually between a week and a month. 
The cycle shown here spans over months, up to years. This time barrier is hard to overcome; 
it is extremely hard to divide research tasks into incremental steps and to be able to release 
an incrementally better version of the software every few weeks. 

Knowing that the tool follows this cycle, it is possible to partially track its progress and esti-
mate what needs to be done and how much work is still needed to complete the cycle. 
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Chapter 5. Testing scientific software 

Testing is a crucial step of the project development. So much so that today industry standards 
estimate that 30% to 40% of the development time is spent on tests alone. The subject is so 
vast that the variety of different techniques, types of tests and approaches to software tests 
is hard to follow. Most developers, however, are familiar with some of the best and worst 
practices related to software testing. For example, the test pyramid is a well-known model of 
testing a software project (see Figure 14). 

 
Figure 14. The test pyramid – common pattern recognized as best testing strategy. Many variants of test 
pyramid exist, see e.g. Ref [62], which contains an overview of some of them. Version presented here is more 
suited to software without GUI or extensive UI. 

When analyzed from bottom to top, the diminishing size of the portion of the pyramid allo-
cated to a given test type represents how much effort should be spent on such tests. Many 
variants of this pyramid exists, but the overall concept remains the same for all and is repre-
sented by the arrows added on the right-hand-side of Figure 14. 

The base of the pyramid contains automated tests that can be written quickly, executed 
quickly and are able to prevent large number of common mistakes. Mistakes detected on this 
level are easiest to fix and have smallest impact on the overall project. The resources spent on 
these tests have the highest Return On Investment (ROI) as they prevent large costs from be-
ing incurred later. These tests are executed very often, usually with each commit to a reposi-
tory, which depending on the size of a team, can be from few up to a hundred executions per 
day. The feedback from these tests is instantaneous and often the development process pre-
vents putting into the code changes that cause even one of these tests to fail. 

Going up from there, the amount of automation decreases and the development effort, as 
well as execution time, increases. The tests are increasingly hard to execute, requiring more 
time to setup and gather results. Feedback from these tests is delayed. Integration tests can 
take several hours and are usually done overnight. In more complex systems they require 
more than a day, pushing feedback even further away in time and increasing the time needed 
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to pinpoint the sources of defects. Same goes for system tests which can take even a week. 
Manual tests are performed scarcely. Apart from regression testing, they can be executed as 
rarely as once per release. 

As we go up this pyramid not only does the execution time, the effort to develop the tests and 
the delay between the changes introduced and feedback from the tests increases but the ef-
fort, time and cost required to fix a defect found on these levels increases as well. A critical 
defect found in manual tests can stall the release by weeks, whereas if the same defect could 
have been found in automated tests, it could have been detected as soon as it was introduced 
and possibly it could have been fixed much faster. But, of course, we cannot remove the pos-
sibility that the reason the defect was detected so late may be because of the defect complex-
ity – no other test could have found it. 

As well-known as the test pyramid is, the common anti-pattern is less frequently talked of, 
which it shouldn’t, knowing that this pattern is more frequently seen in the industry than the 
pyramid. The test cone anti-pattern presented on Figure 15 presents result that is exactly op-
posite to the ideal scenario. 

 
Figure 15. The test ice cream cone – common anti-pattern that results in severe project maintenance prob-
lems. Many variants of test cone exist, see e.g. Ref. [63]. Version presented here is more suited to software 
without GUI or extensive UI. 

This setup is often a result of an eager development in which test strategy was not introduced 
early or not enough effort was put into the test process through the whole project develop-
ment. In some cases, the effort needed to create proper test structure seems too high, espe-
cially at the beginning of the cutting-edge or R&D project, where obtaining results is more 
important than quality assurance. This can result in a defective approach that is never fixed; 
tests are introduced only when defects appear and usually the easiest tests to introduce are 
the manual ones; the simplest tests require no framework and no effort from developer’s side. 
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They can be quickly organized by a newly formed QA team. Such tests will often be sloppy and 
won’t cover project requirements but can be effective as an ad-hoc solution to most imminent 
problems. Such approach can very easily lead to the test cone. 

In other cases, the project might have started from the pyramid-like test structure but without 
maintenance, the strategy turned into the cone or a hybrid of both.  

Lastly, there are cases where a lot of legacy code is incorporated into the project inhibiting 
effective unit testing or integration testing. Such projects may or may not have a large set of 
automated tests but only on system or end-to-end level, which do not require special tools 
other than, for example, Selenium [64] or similar test automation tool. Expanding second 
smallest block of the pyramid while neglecting the bottom-most layer will in time result in a 
cone-like structure. 

In scientific software tests are used not only to verify technical aspects of the code but mostly 
to verify the results of the computations and to validate the assumptions put into the code. 
Many of the tests performed for scientific software does not fit into common types of soft-
ware tests. To show how scientific software is tested in relation to these common practices 
we would like to first present how different types of tests are categorized. In the following 
subsection we summarize the already existing knowledge to present the taxonomy of soft-
ware tests. We then present where tests written for scientific software fit into this taxonomy. 

5.1 Taxonomy of software tests 

There exists number of software testing taxonomies, each focusing on different aspects or 
different approach to software testing. For example, reference [65], among other Software 
Engineering taxonomies, lists several references related to software testing taxonomies. Sim-
ilarly, the online sources such as Reference [66], attempts to classify and categorize available 
software tests in a meaningful way. The variety of approaches shows how much this subject 
is analyzed and researched. 

There are many common factors in these taxonomies and some types of tests have similar 
definition despite having different naming conventions. The taxonomy presented here lists 
the most common test types and categorizes them using generic quantities relevant both in 
scientific software as well as other software engineering applications. These quantities are: 
scope of the test, the level of automation that given test provides and weather given test is 
functional or non-functional. 

This section focuses solely on software testing, ignoring the evaluation and other aspects of 
QA process. It also narrows down the testing part of QA process to software testing, ignoring 
hardware tests, model validation and other types of tests. 

5.1.1 Scope of the tests 

Each type of test covers part of the scope of the final product. For the purpose of this taxon-
omy following scopes that can be covered by the tests are defined: 

Unit – smallest amount of code that can be thought of as a block of code that solves 
one specific task or fulfils one role. Depending on the programming paradigm 
used, this usually is a single function or a class. If a function or a class fulfils 
more than one role, they most likely should be separated into more than one 
unit. 
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Module –  a set of units that share similar roles, fulfil a set of similar functionalities or pro-
vide a set of coupled or closely related services. Usually this set of units is bun-
dled into a single library. An API of this library can be separated into another 
library. Units within a module do not have to interact with each other. There 
can also be a number of back-end components that do interact with each other 
while another set of front-end components provide services to other modules. 

Application –  a set of modules working together to fulfil large set of goals. It has well defined 
means of communication with other applications or with a user. An application 
can be a service that runs in the background, a plug-in for other application or 
an actual standalone application that has its own front-end. 

System –  a single application or a set of applications that interact with each other. While 
a system can interact with other systems, and these interactions should also be 
tested, for simplicity we assume that our requirements are fulfilled by a single 
system. 

5.1.2 Types of tests 

This section lists all types of tests that are commonly found in different references. Note that 
depending on the source, usually only some of these tests are mentioned; no single reference 
that we’ve found lists all of them. We have included some types of test inside others as they 
are conceptually identical. We have made a choice to group such tests or use one name rather 
than the other knowing, that this choice is subjective. However, without it the list would be 
longer and would contain test types that are very similar, if not redundant. The following list 
of types of tests is ordered by the increasing scope covered by the test. 

Smoke tests -  used to check the most trivial conditions required for a unit, a module 
or a system to work. Smoke tests performed on a higher level, such as 
during integration or system tests, are usually called sanity tests (or 
sanity checks). Their role is to verify that the environment is sane (i.e. 
the system under test works in expected environment). 

Unit tests – used to verify single unit within the complex architecture of a project. 
The interaction of this unit with others is not tested and if needed, a 
fake environment is created in order to test this specific unit in a con-
trollable and fully predictable manner. 

Functionality tests -  used to verify single functionality or requirement. As functionality may 
span over several units, this kind of test is often closer to integration 
tests than to unit tests. 

Integration tests -  used to validate if units or modules correctly interact with each other. 
Integration tests usually require a large set of units or modules to be 
set up before each test but does not necessarily require full system 
setup. For example, when testing middleware library, the database 
and the front-end can be stubbed. If integration tests are performed 
at the system level, nothing is being faked and full application is run-
ning. 

Regression tests -  performed after each addition of a module or modification of a mod-
ule to check if this change has not introduced any errors. Usually this 
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requires running unit and integration tests for all previously imple-
mented functionality in all modules that interact with this modified 
module. 

Interface tests -  verifies that communication between different modules works accord-
ingly to specification. This usually means that one side of the commu-
nication channel (the user of the interface) is mocked so that the other 
side (the interface) can be tested. It is worth noting that unlike in com-
patibility tests, where communication between different modules can 
be tested, in interface tests no interaction between modules is actually 
tested – just compliance to the interface documentation. 

Compatibility tests -  designed to verify that a module or a system can work with compatible 
modules or systems. These tests are usually based on documented in-
terfaces (and may be expanded version of Interface tests) but can also 
be part of integration or manual testing process. Backward-compati-
bility tests can be thought of as compatibility tests that verify the sys-
tem or a module can work with older systems or modules. 

Acceptance tests -  designed for a specific acceptance criteria posed in a requirement. 
Usually tests for these criteria can be covered or already are covered 
by other tests but the requirement states that some sort of compliance 
must be visibly tested47. A sub-group of acceptance tests are user ac-
ceptance tests which are designed to be performed by the user (client) 
so that he or she can manually verify that requested functionality is 
implemented. 

Compliance tests -  verify that the software complies to specific norms or directives. These 
types of tests are closely related to acceptance tests, however usually 
acceptance tests are created in response to specific needs of a single 
requirement while in order to fulfil one requirement (e.g. a require-
ment to comply with some norm) a large set of very detailed tests are 
needed. 

Localization tests -  performed for software that supports different locale or different lan-
guages. Each supported locale and language must be tested to verify 
that translation is present for each UI element and that the translation 
is correct. Units (currency, metrics, dates, etc.) used in different locale 
are also tested, especially if conversion mechanisms are in place. Glob-
alization (or: internationalization) tests are expanded version of this 
type of tests. They try to verify that the product supports every type 
of international input and every locale (but not every language). These 
types of tests are more focused on checking if the product breaks un-
der specific locale (or is partially non-functional) rather than if every 
locale is actually supported. 

 

47 For example, a requirement may state that four instances of the application may work simultaneously. Given 
as such feature may be tested as part of the performance or stress tests, there should be no need to do an 
additional test to verify that. However, the client may ask to present that this requirement is fulfiled, so a special 
test has to be created for this purpose. 
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Installation tests -  check the installation process of the software for each target platform. 
In case of smaller products these tests are performed scarcely and of-
ten manually by one of the developers. These tests are especially 
needed if the software has complex, multi-stage installation process. 

Configuration tests -  verify that the system works under different software and hardware 
configurations. These tests also verify that differences between 3rd 
party libraries or features native to some operating systems are cor-
rectly handled. 

Usability tests -  used to understand how user interacts with the application. These 
tests are performed on an application or system level and cover variety 
of topics related to application front-end, such as design, responsive-
ness, layout and availability of different options within a system. Feed-
back from these tests is used to improve user satisfaction. 

Performance tests -  used to verify requirements related to quality of service, such as the 
response time for different tasks or resources usage (memory, CPU, 
GPU, network load). These tests verify how software behaves under 
normal (anticipated) working conditions. 

System tests -  used to verify if an application fulfils system-level requirements. A 
large variety of tests is performed and no part of the system or its en-
vironment is faked. They are usually running on a number of target 
platforms, or in a set of simulated or emulated environments. These 
tests are usually scripted to follow use case scenarios, which means 
they will not be able to check for unusual or corner cases as well as 
lower-level tests. 

Security tests -  performed to validate if critical data on which the system operates are 
protected against malicious entities that try to obtain the data that 
they should not have access to. Nowadays this term usually is used in 
relation to a system connected to the Internet, but security tests cover 
any system which limits, in any way, what kind of data a user can ac-
cess. For example, in medical devices medical personnel that sets up 
the device may not have access to patient data, only to the device 
setup. If such requirement exists, it should be tested. Penetration tests 
are a type of security tests, usually made by external company to verify 
if it is possible to gain access to a system from the internet (by “pene-
trating” its defenses or by bypassing its access control system). Expe-
rienced penetration testing team will use the same tools and tech-
niques as a real hacker would use. 

Stress tests -  designed to see how the system will behave under heavy load. This is 
usually done as part of performance tests but contrary to regular per-
formance tests, these tests are designed to check how system behaves 
under peak conditions. This type encompasses flood tests, load tests 
and volume tests as all of them have common goal. Due to the time 
and effort needed to perform them, they are usually performed for the 
whole system only. 
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Reliability tests -  used to verify stability of the system, its availability and failure recov-
ery mechanisms. This type of tests can be called stability tests or avail-
ability tests. Regardless of the name, these tests are designed to run 
for a very long time by continuously running scripted scenarios of com-
mon tasks that system is designed to handle. They verify that there are 
no errors that accumulate over time causing the system to fail. They 
are also used to measure average Time To Failure (TTF). System recov-
ery tests are sometimes separated as in some scenarios an error is in-
troduced manually just to see if, and how fast, the system will recover. 

Scalability tests -  used to verify if the system scales (as in: increases or decreases its re-
sources usage in response to the load) according to assumptions. This 
type of tests is similar to stress tests, but during stress tests the system 
is not allowed to scale as this would defeat the purpose of testing the 
system under peak load. In these tests the system’s scaling policy is 
tested against varying loads in numerous scenarios, including the pol-
icy for scaling down. For example, the scenario may simulate the in-
creased load during rush hours and rapid load decrease afterwards. 
Another scenario may constantly increase load to see how the re-
sponse time changes or to find the limit after which the system stops 
scaling properly. 

Maintainability tests - designed to check if the software architecture aims for the ease of soft-
ware maintenance. We have placed these tests at the end of the list as 
this is the only type of tests that is focused on software architecture. 
As such, it should be thought of as covering every part of the final prod-
uct but are not in fact localized in any of previously mentioned scopes. 
Maintainability tests are usually divided between tests performed by 
automated tools and tests performed by developers. Tools can check, 
for example, code complexity, reporting modules that are overly com-
plex and should be split into several smaller modules; can report use 
of magic numbers or other hard-coded configuration options (e.g. da-
tabase connections or queries that can cause a problem if database 
layer changes) and can check if code is sufficiently covered by tests 
(showing that the code is testable, which easies its maintainability) or 
check for code duplication. Manual methods are mostly based on code 
review, during which developer checks if the code follows (when pos-
sible) design patterns rather than invents a hard to maintain unique 
solution; verifies that solution re-uses existing code when it is applica-
ble and check for proper use of language features or other places that 
could cause problems in the future. 

5.1.3 Testing techniques 

Lastly, it is worth mentioning the different testing techniques that can be used when choosing 
what kind of tests to implement and how to implement them. Some of these choices may 
significantly impact the architecture of the system and the design of the tests. 

Black box testing –  an approach in which tests do not take into account the internal imple-
mentation of a functionality, just the functionality itself. Black box tests 
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are sometimes called functionality tests as they focus on the function-
ality, not its implementation. This approach requires an architecture 
that allows to fully test functionality through black-box tests, which is 
often not present. This approach can be used when writing unit tests, 
integration tests or system tests. 

White box testing –  an approach in which internal implementation of a functionality is 
tested. White box tests are sometimes called glass box tests as the in-
ternal structures and classes are transparent to them. They can test and 
set any value and any state of any class. This approach allows for very 
detailed tests but strongly couples the tests with the implementation of 
the functionality. This approach can be used when writing unit tests, in-
tegration tests or system tests. 

Agile testing –  an approach in which tests are designed and implemented along with 
implementation to go along with the agile incremental delivery ap-
proach. This approach requires that some tests are planned and exe-
cuted ad-hoc and may not be repeated during every test session as test 
sessions are strongly limited in time. 

Exploratory testing – a manual testing technique in which a tester tries not to follow any spe-
cific scenario and tries to find out valid use cases which may potentially 
hide a defect. This often means that a tester will try to find a corner case 
that developers have not thought of or try options not designed to work 
together just to see the result. The tester may also try to run the soft-
ware in an environment in which it has not been tested before but is 
supposed to work (or can be inferred from documentation or other 
sources, that it should work). 

Negative testing – a manual testing technique in which a tester tries to break the system 
under test in any way possible. This includes following a scenario that is 
contrary to the documentation, purposefully providing wrong inputs or 
using the software in an environment it is not expected to work. The 
goal is not to verify if the system works correctly under these circum-
stances but if the software can correctly handle or report erroneous in-
puts or report a critical failure in a way that user can understand. It also 
verifies that error reporting process for developers or artifacts of such 
errors (such as core dumps) are generated correctly and can be used to 
correctly identify the problem. 

End-to-end testing – an approach in which the full flow of a use case scenario is reproduced. 
This can be done in an automatic way but most use cases are tested 
manually. This test covers both functional and non-functional require-
ments. 

Static testing –  a testing technique that utilizes only static methods; methods that do 
not require running any code. It narrows down testing to code reviews, 
walkthroughs and automated tools for semantic code analysis. Due to 
limited scope of defects this technique can detect it is used only under 
special circumstances. 
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5.1.4 Unit, module, application and system-level tests 

Since we have decided to order the list by the scope of the tests, the first distinction should 
regard this subject. While some of the tests can be performed on one level, others can spread 
across different levels. Usually this means the approach to these tests is different. Integration 
tests at module level can use fake components to isolate part of the whole system while inte-
gration tests performed at the system level cannot. These differences are not subtle, but they 
do not change the fact that the test type remains the same. Figure 16 presents the most com-
mon scopes in which given test type is used. 

 
Figure 16. Taxonomy of tests based on the scope they can cover. The scope of the test types shown in dark 
should not be changed. The scope of other test types may vary. 

Note that, to some extent, strict adherence to the test scope does not have to be followed. 
For types presented in light-blue the scope is an indication on which level given test type 
should usually be performed but exceptions can occur and should not be forcefully blocked. 
For example, time-critical algorithms can undergo performance tests on the level of a single 
module, if needed. Especially if we are considering database module or similar I/O or memory-
intensive module. Similarly, regression tests can be executed at application and system level 
(for example manual regressions tests) but they lose their efficiency outside of their original 
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scope. The types presented in dark should be performed only in the indicated scope as they 
have no purpose in other scopes. 

5.1.5 Functional and non-functional tests 

As I’ve pointed out several times through this thesis, most of the requirements of scientific 
software belongs to the non-functional category. As such, it is important to note what kind of 
tests or testing techniques can be used to validate them. Figure 17 presents the division of 
test types into those that are used to test functional requirements and those used to test non-
functional requirements. This division is unambiguous. The requirements of these two types 
are vastly different from each other, so are the tests that cover them. 

 
Figure 17. Taxonomy of tests based on the adherence to functional or non-functional tests category. 

5.1.6 Manual and automatic tests 

Tests can be split into those that can be executed automatically and those that have to be 
performed manually. However, this distinction is not very strict as some types of tests can be 
performed both in an automatic and in manual way. In some cases, they even have to be split 
into the automated and manual parts. There are enough of such test types to warrant a sep-
arate category – automated and manual. Figure 18 shows which tests are executed manually, 
which are executed automatically, and which require both manual and automatic approach. 
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Figure 18. Taxonomy of tests based on the level of automation used. The middle column contains tests that 
are usually in part implemented as automated tests in part performed as manual tests. 

The middle column contains tests that usually require both automated and manual solutions. 
For example, part of maintenance tests can be automated, while part cannot; automated tests 
are based on code metrics and manual on code review. Similarly, some regression tests may 
require manual tests of the final product. On the other hand, compliance tests are usually 
performed manually due to their nature, but the most technical aspects of followed proce-
dures can be automated, and report of such tests used to show conformity. 

There is also one other category of tests in relation to test automation, which is: semi-auto-
matic tests. These are automated tests that require some input from the tester; at least one 
of the steps in the test scenario is manual. For example, the test may require user to turn on 
a device or to click a button in the application or website at specific time, be it at the start, in 
the middle or at the end of the test procedure. Otherwise the test executes without human 
input. 

The reason why these kinds of tests are not always categorized as manual tests is that one 
tester can perform tests of multiple devices or execute multiple similar test plans of an appli-
cation without each of them needing his or her full attention. Tests that are executed auto-
matically, but the results have to be verified manually, also fall under this definition and are 
perceived as semi-automatic. The approach to such tests is different than to other manual 
tests. For example, a batch of tests can be executed overnight, and the results can be verified 
in the morning. This still means that the information about test results will not be available 
without tester’s input, but such tests require much less of the tester’s time than other manual 
tests. 

That being said, every automatic test can be treated as semi-automatic if, for example, the 
testing framework is not prepared to automatically parse the test results. The other relation 
is also true – parts of manual tests can often be automated but for variety of reasons they are 
not; the team may not be experienced enough to automate the process or the testing 
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procedure would be too complex or automation would not be worth investing time or effort 
for given project48. Keeping that in mind, we have omitted semi-automated test category as it 
could, technically, contain almost every type of test. 

5.2 Tests used in scientific software 

When talking about the testing procedure setting up the automated tests, such as unit tests, 
integration tests and deployment tests, is a crucial first steps of the project development. They 
are, however, the easiest to perform and least valuable from the point of view of the project 
itself. They verify the technical aspects of the project and are mostly used as tools that prevent 
regression. The semi-automated or behavioral tests are much more important as they validate 
that implemented functionality works as designed. Usually, when working on a product test 
specification, most of the time is spent building and documenting these tests, as the fully au-
tomated tests rarely need specification other than the description of procedures needed to 
run them. The most important are the tests that verify if in particular condition a program can 
be used. Such tests extend beyond computing aspects. The nature of the algorithm and the 
problem solved by the program become the dominant ones that guide the development of 
the testing framework. 

In all of our projects we strived to provide the user with a set of tests, either basic or complex, 
that can help validate potential problems that may occur when integrating the project into 
target environment. In this Section we describe the different types of tests that we have used 
in our projects during whole development process. 

5.2.1 Numerical technical tests 

The technical tests are by far the least important but also the easiest to write. They are also 
easiest to automate and update. While their usefulness is very limited, they played the most 
crucial role back when compilers could not have been trusted to always follow standards and 
produce correct output. A set of numerical technical tests could very well produce different 
output in different user environments. These differences were either negligible, related to 
compiler optimization, or catastrophic to the point, where the output showed only NaNs. 
These inconsistencies were one of the reasons why the LHC Computing Grid (LCG) project was 
used as a source of software distributions of a tool. It provided users with a compiled and 
validated set of libraries for each platform. The automatic validation process compared results 
of a sample program executed on each of these platforms. The difference of these results had 
to be within a predefined limit for the tool to be considered stable. This automatic process 
was used for each new version release of a tool.  

The need for such validation remains, if only to catch sudden changes in compiler behavior49. 
However, with constantly expanding list of supported platforms and compilers, this process 
became inefficient and ultimately the LCG project stopped the activity of releasing 

 

48 This is often true when considering embedded software. The manual tests that require pushing buttons and 
checking the status of the device under given circumstances can be automated if proper test tools are created 
but this may not be worth investing time and effort, especially at prototyping phase or small-scale production. 
49 For example, gcc v4.8.2 introduced a feature in which cpp preprocessor adds C++ comments with copyright 
information to every preprocessed file. This turned out to break compilation of projects in which cpp was used 
to preprocess Fortran code; the solution followed by many projects for 20 years. 
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distributions of physics software, leaving the responsibility of validating a tool in target envi-
ronment to the user and the responsibility of providing such tests to the tool's developer. 

Numerical technical tests fall into following categories: 

• Application level 

• Non-functional 

• Automatic 

Conceptually, they are closest to configuration tests, but their preparation requires much 
more finesse and requires complex verification process; some level of numerical fluctuations 
that depend on platform and compiler used are acceptable, but the acceptance threshold de-
pends on the tested subject50. 

5.2.2 Data flow tests 

Before Event Records became widely used, Monte Carlo tools were tested by preparing a sep-
arate program for each sub-case handled by the tool. There was no need to test variety of 
possible inputs. This, however, became a necessary step when input for the Monte Carlo gen-
erator started to be produced by different tools and in various formats. As a result, a loss of 
information or invalid data could have been easily provided to the tool. A tool had to be able 
to distinguish between invalid cases to avoid problems for users who use it in such way by 
mistake. After all it was not easy to set up whole generation chain correctly. 

Since the generation process varies greatly depending on its starting condition, separate tests 
had to be created, for example, for proton-proton collisions and electron-positron collisions. 
This mostly concerned algorithms used to traverse the Event Record. An interface to Event 
Records had to be able to handle all exceptional cases and divergence from the standards used 
by scientific community; if only to alert the user that the tool might be used incorrectly. 

Data flow tests fall into the following categories: 

• Module, application or system level 

• Non-functional 

• Automatic 

Tests of this type are very similar to integration tests or installation tests, with the latter fitting 
more to the overall purpose of these tests as developed tool is tested in an environment which 
uses a set of other tools. On system level these tests are performed by building a chain of 
external tools that provide input and analyze output of the tool under tests. The result of the 
whole chain is then analyzed. This is done in variety of different configurations. On application 
level, data flow within the tool is tested by using preset data input and by analyzing the final 
result of their processing, which validates internal communication between modules. 

On module level these tests are closer to compatibility tests as modules related to data flow 
are usually tested in conjunction with one other external tool to see if they are able to cor-
rectly communicate with each other both ways using given Event Record. 

 

50 For example, a number of generated particles is fixed and cannot ever change on any platform, but their four-
momentum can vary from expected values up to some ε related to algorithm’s numerical stability. 
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Taking into account the nature of the Monte Carlo processes, all of the above tests produce 
results that cannot be tested one-to-one against benchmark. To automate the process other 
techniques, have to be used (see Section 5.3). 

5.2.3 Output metadata tests 

A natural follow-up of the previous test category are tests of how metadata of the data output 
by the tool present themselves when used with different Event Records. These types of tests 
are distinct from the data flow tests as metadata will likely not be used by any test tools in any 
significant way. The types of metadata that can be produced vary depending on the Event 
Record. They can be, for example: 

• The generated decay vertex position (e.g. HepMC v2 [57], HepMC v3 [67], LHE [56]) 

• Backup of unmodified particles as historical entries (e.g. HepMC v2, HepMC v3) 

• The attribute describing the Monte Carlo generator used (HepMC v3 only) 

Usually an analysis does not need this information, especially that its presence is strictly re-
lated to Event Record used. However, some of the analyses rely on it. Their correctness has to 
be verified in every supported Event Record format. 

These kinds of tests are usually hard to automate as the standards regarding metadata are 
volatile. While the tool may pass automated tests, the tests may not verify the up-to-date 
standards. For example, as mentioned before, the status code of the particle can be used to 
determine more of its properties than just the fact that particle is stable or decaying and it has 
been, over the years, overused by many experiments to encode additional information about 
the generated particles. This, however, was not standardized by anyone, as it was considered 
to be a “hack” used to surpass the limitations of the Event Record. Nonetheless, the tools were 
expected to use these hacks when possible51. 

Output metadata tests fall into following categories: 

• Application or system level 

• Functional 

• Automatic or Manual 

Metadata tests are very similar to interface tests as they validate that the tool provides correct 
information according to the standard available in given Event Record. Given the narrow uses 
of metadata it is possible that issues related to them will be reported scarcely and very late 
into project development, sometimes even months after some update to the metadata stor-
age or an update introducing new Event Record support is published. 

5.2.4 Core algorithms validation 

This category contains most important and hardest to write tests. Results of the Monte Carlo 
tools are validated through comparison with other tools, comparison with other configuration 
options and through comparing the same tool with different level of physics assumptions or 
with different implementation, e.g. semi-analytical integration instead of Monte Carlo simu-
lation. This last technique is especially interesting. If we recall description of physics precision 
outlined in Section 2.4, by comparing results of the same tool produced using two different 

 

51 One of such usage was addition of the history entries in Photos++ (see Section 6.3). Not knowing how the 
standard will change in future we provided the user with ability to modify the status code of such particles. 



78 

 

levels of precision, validation of the higher precision computation can be performed regard-
less of initial conditions on which the tools is running. In fact, it helps validating that these 
calculations work correctly in all tested initial conditions. 

One of the significant problems encountered during core functionality tests is the choice of 
benchmark distributions to which the tool is compared. In some cases, this problem can be 
bypassed by comparing the tool to analytic or semi-analytic results. Such results, when pre-
sent, offer great advantage as they allow developers to control precision and numerical limits 
of the computation. 

Core functionality tests fall into following categories: 

• Module or application level 

• Non-functional 

• Manual, then semi-automatic 

We can think of the core algorithm tests as of compliance tests. They validate that the imple-
mented model matches the theory behind it and produces expected results. Both parts of this 
statements are equally important and need to be verified. It is not uncommon to see correct 
results driven by incorrect model; aggregation of errors can sometimes cancel each other out. 
In other cases, the assumed approximations introduce large enough error that the results 
seem correct. That is why verifying the result itself is not enough. 

This is also the reason why these tests are very hard to automate. Parts of the testing process 
can be automated, especially by using a test framework that can help produce necessary re-
sults (see Section 6.5), but the results almost always have to be verified manually. If any dis-
crepancies between the results and the benchmark occur, its source must be thoroughly ana-
lyzed as it may be the correct result of recently introduced change. 

The impact of a change is not always apparent in complex project. Differences in results may 
emerge without initial realization of the person implementing the change. Their nature can 
be, however, verified. If the difference is understood and origins from the model change, 
benchmarks are updated. 

5.2.5 Systematics studies 

A test, or rather a full study, that is often repeated for scientific software is the analysis of the 
systematic error. Often parts of the project use a well-known approach to some problem 
which, assuming the method used is numerically stable, has predefined, bounded systematic 
error. If custom approach is used, bounds on its systematic error should be established. 

For example, an 8-point Gaussian integration with variable step size has a bounded error as 
the step size is decreased when this difference between 8-point and 16-point integration sur-
passes desirable threshold. However, multi-dimensional gaussian integrations with prede-
fined step sizes do not have a bounded error. Their error can be estimated but it strongly 
depends on the integrated function. To correctly calculate the error of such integration when 
used on the particular function that we want to integrate, systematics studies should be per-
formed. 

Similarly, when taking into account approximations of the modeled process, the impact of 
these approximations can usually be calculated or otherwise estimated to a certain degree. If 
not, error introduced by the approximations should be analyzed. 
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Systematics studies fall into following categories: 

• Application or system level (rarely, Module level) 

• Non-Functional 

• Manual, then semi-automatic 

These tests can also be thought of as compliance tests as their goal is to show that the sys-
tematic errors of the methods used in the project are bounded and at acceptable level. While 
the methodology of systematics studies is well known, there is no automated process to per-
form such tests for each project. However, once the framework for systematics studies is built 
for a given project, it is usually relatively easy to update it for next iteration. 

Note that systematics studies are most often performed on the complete, near-final setup. It 
can be performed on a part of the overall algorithm but only if the correlation with the rest of 
the project is well defined. Otherwise the method of error propagation is unknown. 

5.2.6 Multi-dimensional comparisons 

In case of physics analyses the available data are often lower-dimension projections of actual 
data. There are number of reasons for that. The two most important is the low precision of 
the detector, which makes high-dimension data hard to use due to statistical fluctuations, and 
the ability of the scientists to visually observe the modeled process, which often requires 2D 
or 3D projections as higher dimensions are hard to perceive. 

For that reason, the analysis often uses a set of 2D projections and the model is compared 
against them. However, when new data is gathered and precision of the results increases, 
there might be a time when 3D projections become available. The analysis should take these 
data into account and the test framework should be adapted to perform comparison to these 
data. This often reveals many issues with the model or may require change of parameteriza-
tion. 

Given these changes often tests against 2D projections have to be repeated, which means that 
test framework should be able to easily switch between 2D and 3D data. 

Multi-dimensional comparisons fall into following categories: 

• Application level 

• Non-functional 

• Automatic 

Conceptually, they are closest to robustness tests as change from 2D to 3D data and vice versa 
shows that model is not dependent on the data. However, the impact of issues revealed 
through this test may be quite significant often causing significant changes to the project. 

5.2.7 Testing with experimental cuts 

Some of the phenomena described by the physics analysis is hard to see in data gathered by 
the experiments. This often calls for custom observables to be made so that the effect is ex-
posed in data as much as possible. 

However, it’s hard to see if the implementation is correct when viewing the result after exper-
imental cuts are applied, which is why almost all of the tests performed on Monte Carlo tools 
do not use experimental cuts but instead show the results comparable to the theory. None-
theless, to verify validity of chosen observables or to present to experimental community how 
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the observed effect can be seen in data, a test with experimental cuts have to be performed. 
This usually requires collaboration with data analytics of some experiment who can provide 
the data for comparison. 

Figure 19 shows an example of a presentation of the effect which uses detector-oriented cuts 
on the generated data. We will not go into the details of the physics content of this compari-
son. Note, however, that on the left-hand-side plot values below 15 on the X axis are omitted 
and there are visible empty spaces in the data on the right-hand side plot. These are signs that 
the data that normally cannot be observed by the detector has been cut out of these figures. 
While in these examples the effects of applying experimental cuts are obvious, usually there 
are other subtle differences which makes the analysis of the data observed in the detector 
much harder than the analysis of data predicted by the theory. 

 
Figure 19. Example comparison from Ref. [68] which shows show the impact of the correction weight intro-
duced to Photos++ using nearly-realistic observables with detector-oriented cuts. Physics details of this 

comparison omitted for clarity. 

Tests with applied experimental cuts fall into following categories: 

• Application or System level 

• Non-functional 

• Automatic 

Conceptually, they combine usability tests and compatibility tests, as they show weather the 
effect modeled by the tool is visible in the data gathered by the experiment or they present 
how selected observables express the modeled effect. Note that not all analyses require the 
effect to be visible in the data. In many cases this is not possible. 

5.2.8 Random scan of parameter space 

The random scan of parameter space is tantamount to manual exploratory tests. Their main 
application is to find outliers that can cause issues (e.g. a parameterization which causes divi-
sion by zero or other issue that causes NaNs to appear in the results) which at the same time 
verifies that the whole parameter space supported by the tool is correctly handled. They can 
also be used to identify potential interesting cases which may require further analysis. 

Random scan of parameter space falls into following categories: 

• Unit or Module level 

• Non-functional 

• Automatic 
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Conceptually, they are closest to sanity checks (smoke tests). Issues exposed by these tests 
are usually very fundamental. They are also used as the first step of more advanced tests such 
as systematics studies. 

5.2.9 Parameter impact tests 

In many cases it’s important to see if the parameter change is correctly propagated through 
the system. The impact of a parameter can be tested by comparing the differences between 
two data samples that have exactly the same setup with one parameter changed by a small 
value. If the impact of the parameter on the generation process is known, comparing the dif-
ference between these two samples can be very useful for determining if the parameter is 
working as expected. 

Unfortunately, not many parameters can be tested this way and when discussing Monte Carlo 
simulation each parameter change will, most likely, shift the set of random numbers used in 
the process. This means the difference between these samples will include strongly correlated 
statistical fluctuations which is why this method is best used with parameters that introduce 
significant changes and with large sample size. However, with large data sample this test is 
very useful. 

This test is especially crucial in case of models which have no known parameter impact. For 
example, when developing a new model and comparing it to data using known observables, 
there might be a case in which some of the parameters are either incorrectly used within the 
model, their use is not implemented (e.g. values were hard-coded in early stage of the model 
development) or, in worst-case scenario, the impact of these parameters is not seen in the 
projections used to validate the model. 

Parameter impact tests fall into following categories: 

• Unit or module level 

• Functional 

• Automatic 

Conceptually, they combine interface tests and functionality tests, as they test if the software 
is providing the interface to change parameters which have actual impact on the observables 
is and they verify the functionality (the model) is correctly implemented and takes into ac-
count all effects described by the parameters of this model. 

5.2.10 Taxonomy of scientific software tests 

This section presented variety of tests unique to scientific software that has been developed 
to ensure the correctness of the algorithms included in the software. As stated in the thesis, 
which I presented in Section 1.4, and demonstrated by examples shown in Chapter 6, imple-
mentation of tests and development of proper test frameworks requires a lot of effort and 
time. 

Following diagrams follow the same taxonomy used to present commonly used software tests 
to classify scientific software tests. Figure 20 classifies these tests based on their scope, Figure 
21 presents the division of test based on whether they test functional or non-functional re-
quirements and Figure 22 identifies which tests can be automated and which have to be man-
ual. 
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Figure 20. Taxonomy of scientific software tests based on the scope they can cover. The scope of these tests 
should not be changed. 

 

 
Figure 21. Taxonomy of scientific software tests based on whether the test is functional or non-functional. 
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Figure 22. Taxonomy of scientific software tests based on the level of automation used. The middle column 
contains tests that are usually in part implemented as automated tests in part performed as manual tests. 

Following are some conclusions and final notes that immediately come to mind when faced 
with this taxonomy: 

1. Figure 20 shows that most of the scientific software tests are done on application or 
system level. This backs up the approach presented in the cycle described in Chapter 
4 in which the most time invested in building the test framework is done after software 
framework is created. It simply makes more sense to create testing framework that 
helps automate the testing process based on the final results produced by the applica-
tion rather than build unit tests or module tests early when the final goals of the pro-
ject are not yet clarified. That being said, in some types of tests building intermediate 
test frameworks is often necessary, though such code is much harder to maintain and 
can often be neglected in future updates (see e.g. example mentioned in Section 5.3.2) 

2. Figure 21 shows that most of the scientific software tests are non-functional tests. This 
has been already stated few times before in this thesis – most of these tests validate 
the output or analyses the precision of the results which is a non-functional require-
ment. In fact, while non-functional requirements of Monte Carlo generators are often 
unique for each tool, their functional requirements are usually in part common for all 
the tools. These are, for example, the ability of the tool to work with other tools, the 
ability to configure parameters of the tool or to use different input and output data 
formats. 

3. Figure 22 shows that majority of scientific tests can be automated. This may be a sur-
prising conclusion but one has to keep in mind that once the specific testing process 
has been identified, the test is often easily repeatable. This is the reason why ready-
made frameworks for data analysis are often used in these tests and their generic ap-
proach is often enough to build proper projections or comparisons that can be used to 
validate the results of the tests. In other cases, smaller tools such as those mentioned 
in Section 2.8.4 can be developed and reused. However, it is worth mentioning that 
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while the testing process can be automated, the creation process of these tests is 
unique for most of the analyses. They require a lot of effort to prepare every time. 

5.3 Useful testing techniques 

One of the key problems in testing scientific code is the lack of an “oracle” that could reliably 
verify the results of a test. That is why a “fuzzy” measurement such as code's trustworthiness 
is used instead of the binary value determining if the code works correctly or not. However, 
to measure trustworthiness of the code, its results must still be compared against some relia-
ble benchmark; be it an output of another tool, results of a previously conducted experiment 
or something else entirely. There are two techniques that we have successfully used in our 
projects. They are similar to the techniques presented in related work [45] but they are spe-
cifically adjusted to the nature of the code for the physics experiments. Here we will briefly 
present these two techniques as well as several other techniques that help test and debug 
common issues found in scientific software. 

5.3.1 Probing results at different steps of the computations 

One of the very useful property of the Monte Carlo simulation is that the computation process 
can be tested at its different steps. Such partial computations still produce meaningful results 
and, in some cases, they can be compared to something meaningful as well. 

Example: 

First step of the multi-dimensional integration using Monte Carlo approach usu-
ally is the random scan of the integrated function. This step narrows down the 
range in which the integration function is non-zero in all of the dimensions. The 
error of such boundary estimation is strongly correlated to the number of sam-
ples used in random scan. 

When testing if such algorithm works correctly, knowing the exact details of the 
integrated functions, we can verify if the bounds fall within the errors before 
going to the next step. 

Such approach uses the knowledge of the algorithm to test the intermediate 
result of the algorithm. A similar approach is used in many Monte Carlo gener-
ators in which the first step is a phase space generation52. For this distribution 
a simple analytic formula exists. With high enough statistics, we can easily 
check if the Monte Carlo simulation can reproduce such a formula by turning 
off all computations that take place after phase space generation. 

The existence of such “benchmark-points” is what drives developers to construct configura-
tion options that allow to switch on and off various parts of the Monte Carlo generators. Turn-
ing enough options off may allow user to compare the results of the generator to a bare-bone 
model of their own or results of an older analysis that did not take into account such new 
options. 

There are also more benefits of introducing such options. Knowing well what kind of effect a 
particular option introduces, a physicist can validate if this option works correctly by 

 

52 Phase space is a subset of space in which all possible events are included. Generating this subset is analogous 
to finding a domain of a function. 
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comparing results with and without this option. This is as close as one can get to unit-testing 
a Monte Carlo generator53. 

5.3.2 Comparing results to semi-analytic calculations 

An extension to the method described above is a comparison of a model to semi-analytic cal-
culations. At higher levels of complexity of the model it is not viable, and at some point -- not 
possible, to produce analytic formula for comparison. However, other means may exist. 

One of the bases of our work on the RChL project mentioned before was a set of semi-analytic 
distributions to which we could compare our results. As described in [61] an effort spent on 
exploiting these semi-analytic distributions allowed to speed up the calculations by several 
orders and greatly simplified distributed computations. Sometimes it is possible to obtain re-
sults for the predictions in a form of fully analytic results without any numerical integration. 
Such results are of a particular value for benchmarking project as systematic error of numeri-
cal integration is very different from Monte Carlo simulation. Such formulae can provide re-
sults with many significant digits. Such tests must be repeated, whenever technical precision 
is supposed to be improved substantially. 

Example: 

Tauola source code, especially its extension called Tauola-bbb, lists a 
number of unused decay channels. These are exactly these benchmarks men-
tioned here. Some of them present the result of analytical function while others 
are simplified models used for test purposes. They not always provide physical 
results but are suited to test parts of the generator. 

The ability to cross-check parts of the project with results computed by different means, such 
as numerical integration of an analytic formula, greatly helps in building up the confidence in 
the code. 

5.3.3 Testing against fake data 

Often, the straight comparison to the data is not trivial. There can be several reasons for that: 

• The data is of too low quality 

• The exact interpretation of the data is not known 

• The data present observables that are hard to prepare at the earlier stages of project 
development 

• The data contain effects that are not yet modeled by the developed tool 

• The data contain experimental cuts that make the modeled effect hard to observe 

For these, or other reasons, the team may decide to compare the results of the tool to fake 
data to validate some steps of the development before the tool is ready for comparison with 
actual data. For this reason, a Monte Carlo sample generated using another tool, or the same 
tool but with different settings, can be used as fake data. Since the generation process is well-
know, this eliminates the issue of not knowing exactly how to interpret the data. This method 
also gives control over observables and contains one important factor that semi-analytical 

 

53 A good example of such tests are analytic tests of TAUOLA. Benchmarks used for these tests are of infinite 
precision. Semi-analytic distributions are produced to tests results with nearly complete implementation. Then 
precision of numerical integration routines needs to be considered too. 



86 

 

approach presented in previous section does not – it contains statistical fluctuations which 
simulates how the real data will look like. Comparing against such sample can help validating 
that the methodology works even if the sample has large statistical fluctuations. 

Example: 

When testing the stability of our fitting algorithm used for comparing RChL cur-
rents to the data (see Section 6.4.4) we generated MC samples from the pa-
rameterization that we have obtained after the fit. We then repeated the fits 
to this sample, instead of to the data, from different starting points to make 
sure the result will give us the same parameterization. 

Similarly, as a part of systematics studies, we have generated MC samples using 
different parameterization, then started the fits from a single starting point to 
these different MC samples to see if the fit will converge to the parameters for 
which the sample was generated. This verifies that the fitting algorithm is not 
biased towards a starting point and not biased towards the data. 

5.3.4 Function switches 

In the case of the tools used in physics there is one other type of tests that is far more im-
portant than all of the above test groups. That is, the tests of the algorithms which form the 
most crucial content of the project. 

When designing the simulation, one of the key problems, apart from how to describe the ef-
fect that the simulation is going to model, is how to observe the modeled effect and test that 
it is implemented correctly. A lot of the time of the development process is focused on this 
fundamental problem. The overall model is usually very complex and previously existing func-
tionality can shadow the new effects. Some of the effects introduce changes at a 0.1% level 
or lower. When implemented, such effects increase the precision of the results but in many 
cases their influence can be only seen when considering very large statistics or only the corner 
cases. And even then, they may be hard to observe, hard to consider being well modeled or 
invalid. 

Very often a project has to be able to reproduce older result that does not include the new 
effects. The ability to test these new effects and show that its core functionality remains cor-
rect is one of the reasons why most of the Monte Carlo generators used in physics are built in 
a way that allows switching off parts of its functionality. Comparing the samples with and 
without these effects gives clues to whether the generator works correctly and that physics 
assumptions are met. 

The ability to compare lower-order version of the Monte Carlo generator to the old and well 
validated benchmarks is even more important. Compliance to these benchmarks should be 
verified at every step of the evolution of the project especially when changes had been intro-
duced to the core of the project or to the legacy code as well as for new applications. There-
fore, while a lot of new effects cannot be fully separated from the whole generation process, 
these that can should always be added with a switch that allows turning them off. This allows 
for a multitude of different tests, applied with different sets of new effects, to be performed 
and redone whenever new functionality or new use case for the project application is added. 
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Building functionality switches is one of the older techniques that is still applicable today, es-
pecially in projects with continuous delivery approach54. Such switches serve two purposes. 
First of all, they allow to reproduce the results of the well-documented, described parts of the 
algorithms for which a number of tests and benchmarks are already present. This is especially 
important if the algorithms are used in more than one tool and only one of the tools is updated 
or the update of the other follows with a longer delay. And the second purpose is the back-
ward-compatibility that allows the algorithm to be used in an environment that does not use 
or benefit from the improvements. In fact, in many cases improvements to the algorithms 
pose an increased restrains on the algorithm input which in some case may be detrimental to 
the tool’s application. 

As usual in such cases, breaking crucial backward-compatibility may result in a client (or in this 
case: tool or algorithm user) not willing to update to the newer version of the software or 
switching to a more stable solution, decreasing the tool’s user base. 

5.3.5 Plain text output 

When combined with one of the key problems mentioned in this thesis, that most of the al-
gorithms are imported into the project as a legacy code that should not be modified unless 
absolutely necessary, the role of function switches becomes even more important. Legacy 
code of an algorithm usually comes with its own set of benchmark tests that, similarly to the 
legacy code of the algorithms, may or may not be easy to adapt to the new environment. 

Old tests are the fundamental aspect of any test environment designed for complex algo-
rithms. They contain both knowledge about how to test the project and the crucial bench-
marks that always need to be reproduced. That is why the test environment should not be 
extensively dependent on external tools used for testing/development as such dependencies 
can become troublesome in the future. Because of the long life of the projects, tools used to 
create the environment may no longer be available or be incompatible with the new technol-
ogies. 

This is a well-known problem in scientific environments, that is why a large set of tools for 
physics experiments were built with a test framework that included all of the libraries neces-
sary to reproduce the results of a paper describing the tool’s usage. The output of these tests 
was usually presented in text format that can be parsed by other tools or interpreted simply 
by reading the text file with the results. This in turn allowed to easily design new tools for 
handling these results. This approach, while very old and in many cases cumbersome to work 
with, played a very important role in the scientific environment and allowed more than twenty 
years old tools to be re-evaluated after adapting these tools to a modern environment and 
the most up-to-date compilers. 

There is a reason why every implementation of an Event Record used in physics produces a 
human-readable output. That is, with variety of target environments in which they are being 
used it is very hard to assert that the Event Record will be created or parsed correctly in every 
possible use case. The manual validation, at least the first time the tool is being used, is very 
important as it may reveal the most obvious errors or missing components in the data struc-
ture. Pythia [37] Monte Carlo generator always prints out the first event that it generates, 

starting by explicitly stating the hard process so that the user may validate that his or her 

 

54 An interesting note on using functionality switches can be found in Reference [101]. 
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settings are correct. This is doubly useful if one takes into account that the text output of the 
long run of the Monte Carlo simulation is usually kept alongside the generated events or re-
sults of the analysis. The information stored in these files is not enough to debug the tool in 
case of a problem but is enough to eliminate one possible cause: that that the setup of the 
tool was incorrect. 

I would like to emphasize on the most important point of this section: the console output, 
usually treated as a log of the program run, in the case of the Monte Carlo tools used in physics 
experiments has far greater meaning then a simple log. It always, with very few exceptions, 
contains crucial physics information that can be used to verify the result. As such, it should 
always be treated as a part of the output of the program run, not as a log that should be 
deleted after the program finishes its run without errors. 

A human-readable text output designed to be easy to parse has several benefits. One is that 
one can validate updated or new version of the test environment by manually verifying the 
results, which allows users to easily pinpoint any possible bugs in the test environment. Sec-
ond is that given proper documentation, that may already exist or can be created once and 
may never need to be updated, these results can be interpreted regardless of any test frame-
work overlaying the project. Nothing prevents more than one reporting tool to be used on the 
same project. In the case of Tauola++ project, the old results of the core Monte Carlo gen-
erator called Tauola Fortran have been presented using in the text format, that included 
histograms printed in text and in as ASCII graphics (see Listing 6 and corresponding graphical 
representation shown on Figure 23), but has been also adapted to use MC-TESTER [15], a 
tool that can be used for extensive tests and comparison with variety of benchmark data. 

At various stages of the work on the MC-TESTER tool we have used the text output to verify 

that MC-TESTER produces correct results. Moreover, in environments where MC-TESTER 
could not have been used due to its dependency on ROOT [28], we relied on the text output 
and produced parsers that allowed us to efficiently validate Tauola Fortran. 
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     50002          Ene total ALL 
           nent            sum           bmin           bmax 
          10000     .23197E+04     .36968E+01     .13203E+04 
           undf           ovef           avex 
     .00000E+00     .13917E+03     .23197E+00 
   .0000    .762588D+03 XXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXX                           I 
   .0200    .698660D+02 XXXX                                                              I 
   .0400    .404208D+02 XX                                                                I 
   .0600    .265671D+02 XX                                                                I 
   .0800    .150141D+02 X                                                                 I 
   .1000    .185329D+02 X                                                                 I 
   .1200    .184496D+02 X                                                                 I 
   .1400    .188818D+02 X                                                                 I 
   .1600    .923089D+01 X                                                                 I 
   .1800    .964242D+01 X                                                                 I 
   .2000    .789082D+01 X                                                                 I 
   .2200    .887629D+01 X                                                                 I 
   .2400    .157628D+02 X                                                                 I 
   .2600    .820623D+01 X                                                                 I 
   .2800    .136436D+02 X                                                                 I 
   .3000    .112596D+02 X                                                                 I 
   .3200    .903831D+01 X                                                                 I 
   .3400    .102579D+02 X                                                                 I 
   .3600    .799273D+01 X                                                                 I 
   .3800    .102686D+02 X                                                                 I 
   .4000    .802897D+01 X                                                                 I 
   .4200    .761555D+01 X                                                                 I 
   .4400    .111744D+02 X                                                                 I 
   .4600    .139865D+02 X                                                                 I 
   .4800    .699277D+01 X                                                                 I 
   .5000    .955897D+01 X                                                                 I 
   .5200    .369679D+01 X                                                                 I 
   .5400    .100589D+02 X                                                                 I 
   .5600    .538731D+01 X                                                                 I 
   .5800    .152659D+02 X                                                                 I 
   .6000    .167880D+02 X                                                                 I 
   .6200    .101528D+02 X                                                                 I 
   .6400    .111203D+02 X                                                                 I 
   .6600    .200503D+02 X                                                                 I 
   .6800    .195234D+02 X                                                                 I 
   .7000    .304833D+02 XX                                                                I 
   .7200    .291010D+02 XX                                                                I 
   .7400    .659979D+02 XXXX                                                              I 
   .7600    .179060D+03 XXXXXXXXX                                                         I 
   .7800    .132027D+04 XXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXXX 
   .8000    .394172D+03 XXXXXXXXXXXXXXXXXXXX                                              I 
   .8200    .125546D+03 XXXXXXX                                                           I 
   .8400    .816726D+02 XXXX                                                              I 
   .8600    .541034D+02 XXX                                                               I 
   .8800    .389092D+02 XX                                                                I 
   .9000    .361515D+02 XX                                                                I 
   .9200    .396443D+02 XX                                                                I 
   .9400    .295317D+02 XX                                                                I 
   .9600    .339152D+02 XX                                                                I 
   .9800    .421026D+02 XX                                                                I 

Listing 6. Example plot generated using glibka – an updated version of HBOOK [69] Fortran tool for statis-

tical analysis and histogramming. The histogram is scaled to min and max values printed at the beginning. 

 
Figure 23. Example histogram generated from the first two columns of text from Listing 6. 
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5.3.6 Using static analysis tools 

As mentioned before Section 2.7.1, old tools can break when compiled using newer versions 
of the compilers. The reasons for that are twofold. One is the fact that compilers are not al-
ways fully backward-compatible with old standards and can introduce bugs that can break the 
old code and the other is the fact that old code is not always standard compliant and thus can 
be handled differently when the new compiler is used. These reasons alone are enough to 
push back against the idea of compiling old codebase with new tools. Such decision should 
not be treated lightly. A proper set of technical tests needs to be prepared before such tran-
sition could take place and, in some cases, it may not be worth the effort, as long as the old 
Fortran or C compiler is still available on new platforms. 

However, the insight from the new tools and compilers can be used to find potential issues in 
the old code. The new compilers are known to report increasingly more warnings and errors, 
especially when all reporting flags are turned on. The LLVM project [30] introduces several 
static code analysis tools. Using properly configured clang-tidy tool on a codebase can reveal 
a lot of issues that should always be reviewed. This method can be used on a project built with 
a very old toolchains in which compilers will easily miss a lot of instances that cause undefined 
behavior and do not fully validate the code against the language standard. While this may 
produce huge amount of warnings and errors, they should be carefully examined at least once. 

The market of static analysis tools is vast, especially for such old and popular language as C++. 
There is number of commercial static analysis tools that do far greater work than any open-
source software but if nothing else, clang-tidy is a well-established tool that does a great job 
as a bare-minimum static code analysis tool. 

5.3.7 Saving random number generator state 

It is often tempting to ignore a one-time issue reported by user as most of the user issues are 
due to improper use of the tool or improper setup or generation process. Such issues are often 
near-impossible to reproduce and the information regarding the user environment or the gen-
eration process may be scarce or invalid. Only if we are lucky, the bug report will contain an 
event or few that caused the issue. All of this discourages developers from seeking the root 
cause of the issue. 

When developing Monte Carlo tools, we have to remember that we are dealing with stochas-
tic algorithms. In order to reproduce the issue, we have to maximize the chance of its occur-
rence. Running the most up-to-date version of the algorithms on such events may yield no 
results plainly due to the margin of error the tool includes or the fact that the reproduction 
requires exactly the same seed and order of random numbers generation as the user had. The 
lack of reproduction can be wrongly interpreted as “the bug has been fixed in new version.” 
The issue looks even more hopeless if the bug cannot be reproduced in development environ-
ment even on the older version of the tool. This is often the case in many products on market 
as user environment is always unique while the development environment offers a controlla-
ble and clean setup for each test. 

A setup that allows to constantly process similar types of events increases the odds of repro-
duction. As much information on the generation process should be used as is available. Espe-
cially the Monte Carlo generator that produced the events and the same production setup 
should be used. Lastly, the same types of events should be processed over and over in hope 
of hitting an event that will trigger the issue. If no generation information is given but a single 
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event that caused the issue is given, the same event may be used as source for the tool in 
hope that after it has been processed many times the issue is reproduced. 

In such case, a very useful tool is a random number generator that allows you to save and 
restore its state. If your random number generator does not have such option and you cannot 
easily add it, set the seed of the random number generator each time before processing the 
event. This way, after lengthy generation of the aforementioned two million events, you 
should be able to reproduce the issue by setting the number generator state to the state be-
fore the event was generated. 

Example: 

Most issues found in Photos++ require lengthy processing of the same events 
over and over. One of the issues we had with Photos++ tool caused numerical 

instability in a corner-case scenario. We were able to reproduce this issue only 
after processing the same event two million times in a row. 

Photos++ which uses a standard RANMAR [70] random number generator. 
This generator is easy to extend so that its state can be saved and loaded as 
needed. This way after reproduction occurs once, however long it takes, next 
reproduction is instantaneous. 

Thanks to this and other techniques described in this section we were able to find root causes 
of all of the user issues reported for Photos++ so far. That being said, not many actual issues 
ever get reported which is why each report should be carefully examined as some issues can 
only be found thanks to the unique environment of the users. 

Chapter 6. Designing tools for scientific experiments 

In this section we would like to outline the history of several Monte Carlo simulation tools 
developed for scientific experiments with the focus on software development aspects. In all 
of these cases the physics precision and applicability domain were essential driving force. For 
each project we try to find key decisions made during their development in an attempt to 
recognize which factors contributed to their success or failure. These descriptions show the 
practical application of the process described in Chapter 4 as well as the use of the testing 
techniques presented in Chapter 5. The content of this section has been compiled into much 
shorted description of these tools published in ref. [7]. 

Figure 24 outlines the history of the tools described in this section in terms of the growing 
technical precision of the experimental data. It also summarizes the amount of work needed 
to adapt the tool to higher technical precision. 
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a)

 

b) 

Figure 24. Relations between the projects as function of time (precision). Thin band represents preliminary 
step in project development, in particular its establishment. Broad band is for evolution of mature project 
where applicability region is defined and dominant activity is for precision improvement. Graph 19a shows 
map of relation of the project in relation to precision of the results, graph 19b shows project code-base size 
(in Kilo Lines Of Code, KLOC) overlaid on the map of relations between the projects. 
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6.1 Physics origins 

Physics experiments strongly rely on the knowledge build by the others. While the usual prin-
ciple of using already existing solutions instead of writing it from the beginning is already 
deeply rooted in the minds of computer scientists, in terms of physics it gains additional mean-
ing. Most of the problems solved by physicists are on a higher level of complexity than the 
algorithms used by computer scientists as the fundaments of their work. The ability to use 
solutions to such problems in more complex projects is the fundamental functionality of these 
projects. New projects can build upon the code that has been written twenty years ago and 
then, this code can be used again twenty years from now. Most of the authors of the code 
have already forgotten the principles on which the code has been build, not to mention the 
details on how the problems have been solved. The only way to get more details is to search 
through all available documentation, comments in the code and any notes left inside the pro-
ject. The original authors can help by reading the code and trying to remember its origin. That 
is, of course, if these authors are still present. 

There are many reasons why rewriting such code would be disadvantageous. Recall, for ex-
ample, the challenge described in Section 3.1.4. A tool that already has an established user-
base in the community most definitely has a large set of benchmarks and results that validates 
its use. By rewriting its code one risks to lose these very important benchmarks and will most 
likely be forced to validate the tool anew. This is a very time-consuming process that poses 
many problems. It also adds the risk of introducing problems or numerical instabilities in use 
cases not covered by current benchmarks. It is especially true if one considers that a lot of 
legacy code is not well-documented nor tested well enough to ensure safe refactoring55. 

This is one of the reasons why it is so important to keep the proper structure of the code 
leaving the older code intact. Code build from blocks written in different era create a new level 
of complexity forcing to mix old code with the new one and solve problems introduced by this 
process. While these problems are sometimes severe and take days to solve it is still more 
beneficial than rewriting the code or writing the solution anew. That is because rewriting the 
code would destroy all the knowledge gathered by the people who wrote it and, would intro-
ducing far greater number of bugs and issues. Rewriting such code takes huge amount of time 
wasted on something that in turn gives no benefit from physics point of view; it is merely 
solving the problem that has already been solved once. And to top it off, in some cases it might 
even be impossible due to the complexity of the project. Mixing the new and legacy code 
becomes a necessity and variety of problems arising from this process have to be addressed. 

All of this makes the task of rewriting or extensively modifying legacy code more disadvanta-
geous than beneficial. That is why, if possible, changes to legacy tools should be minimal. This 
is the approach we took when building all of our Monte Carlo tools. We decided to treat legacy 
code as a standalone module and write an interface through which new modules can com-
municate with the old ones. New functionality can then be added, depending on its purpose, 
either to the legacy module or to the new one. 

 

55 Reference [103] extensively describes the matter of dealing with legacy code and how to approach different 
problems within this task. The scope of this book is also a strong indicator that the need to work with legacy code 
is a source of a variety of problems. That is why in order to deal with the most common ones one should prepare 
the project framework and its testing environment accordingly. 
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6.2 Tauola and Tauola++ 

In my MSc thesis [71] I’ve focused on the design and implementation of C++ interface to 
Tauola Fortran, the Monte Carlo generator for τ lepton decay. I have detailed the goals 
and purpose of the architecture created for the interface as well as the problems that we 
faced during installation of the project in the environments of the experiments. That is why in 
this thesis I will only briefly introduce the history of this project, instead focusing a bit more 
on the next project that followed the same principles as Tauola++. 

6.2.1 Tauola 

The roots of Tauola go back to KORALB Monte Carlo tool first published in 1984 [72]. This 
program was used for simulating 𝑒+𝑒− collisions and for simulating production of lepton pairs. 
Center of mass energies of generated events was below 45GeV. For higher energies 
KORALZ [73] and later KKMC [74] was developed. A lot of prototypes for solution used later 
in other projects were present in this tool. Micro-algorithms for decays into leptonic and 
𝜋±𝜇𝜏, 𝜌±𝜇𝜏 channels were developed within this project. It also presented first distributions 
of benchmarks in tau decays. It is also worth noting that complete theoretical basis for algo-
rithm for calculating spin correlations, later used in Tauola and TauSpinner, was analyzed 
during work on this project. 

Tauola was an offspring of KORALB and KORALZ projects. It started as a small module for 
the KORALB Monte Carlo generator to produce τ decays. Unexpectedly, it has become a widely 
used tool. At that time (around year 2000 and earlier), technical model precision was at 1%. 
At best, 100k events could have been generated. HEPEVT was the most common Event Rec-

ord56 and Tauola was built to work on this Event Record. At the beginning, the only tests of 

the standalone generator which were performed were using small tools HBOOK57 and 
glibk58 to plot 1D distributions. Semi-analytic and analytic reference results were also ex-
ploited. The program was used by all LEP experiments and CLEO. 

The year 2001 witnessed the introduction of technical precision of 3 permilles. Tauola was 

used and modified by new experiments – BaBar, Belle. To handle building of different variants 
of Tauola suited for these experiments, a software solution imported from CLEO collabora-
tion was used. A new directory ’Tauola-F’ was added. It was a "factory" for generating the 
Tauola code from different parts of the code pre-processed using cpp59. At this point, the 

tests had to substitute single precision floating point arithmetic by double precision. Simply a 
big number of significant digits was lost in the big sums60. At this step Tauola Interface 
as independent project started to appear, first in Fortran [75; 76]. 

 

 

56 In fact it was the first event record format used widely in HEP community. Its introduction was result of broader 
evolution of High Energy Physics approaches. 
57 HBOOK [69] is a Fortran tool for statistical analysis and histogramming with a history dating back to year 1970. 

This tool is able to create ASCII output of 1D and 2D histograms with variety of options. 
58 glibk is a compact version of HBOOK for 1D histograms only but with double precision floating-point varia-

bles needed to handle 107 events. 
59 Note that Tauola is fully written in Fortran. Cpp was used only as a preprocessor. 
60 This may seem like a trivial observation but such mistakes are painful to find if attention is concentrated else-
where. 
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6.2.2 Tauola C++ interface 

More recently, when a C++ Event Record HepMC has gained larger user base, it quickly be-
came obvious that it would be beneficial if Tauola could use this Event Record. In 2010 the 

interface for C++ was written, introducing the Tauola++ project into the environment of 
Large Hadron Collider Computing Grid (LCG) [5]. This interface kept the legacy code as a 
standalone black-box module called Tauola Fortran. 

The legacy module had to be treated as a black-box for the C++ interface to allow low-energy 
physics communities (e.g. CLEO, BaBar) to work on it independently from this project and to 
benefit from their work. This allowed the original module to be extended and modified by a 
large community that was using it, while allowing access to the newer community that used 
C++ Event Records. Different Tauola Fortran variants could have been easily used without 
modifying C++ interface. This interface has created an abstract layer to any C++ Event Record. 

The evolution of HepMC created many new use cases and also new problems61. A lot of devel-
opment effort went into adapting the interface itself and a lot of technical tests had to be 
added. Complete separation of the interface and the main code made it easy to test new 
changes to the interface. New interface also allowed for easier addition of new modules, such 
as SANC electroweak corrections [77]. 

To this day, Tauola++ is being expanded with new modules, both in Fortran and C++. As a 

consequence, the code became a mix-up of different programing styles and different tech-
niques used to solve both old and modern problems. Currently, none of its authors knows the 
full content of Tauola++. Introducing new changes takes a lot of time and effort remember-
ing all of the details and even the slightest change can cause hard to find errors. 

When planning new extensions to the project one has to keep in mind that some of its parts 
are still used by the low-energy experiments and thus cannot be modified. This principle was 
true when designing the C++ interface and remains true now, when Tauola Fortran has 
been extended to use Resonance Chiral Lagrangian currents (see Section 6.4.2) and to allow 
user-defined currents to be easily used during generation (see Section 6.4.3). 

While the project is hard to modify due to its complexity and mixture of different approaches 
introduced over the ages, its design allows for a lot of flexibility in terms of adding new func-
tionality. Thought the years, Tauola++ has been updated with changes suggested by the 
pilot users. Several technical updates have been made and new configuration scripts have 
been introduced, taking into account the possible future updates considering the Resonance 
Chiral Lagrangian currents62. 

Each version of Tauola++ comes with an extensive testing and validation platform that can 
be used to verify proper installation of the library within user environment. Tauola++ v1.1.1 

has installed and validated by GENSER project [78]. Finally, the Tauola++ distribution has 
been extended by the TauSpinner tool for the analysis of different applications of spin ef-
fects in τ decays. 

 

61 See Section 2.5. 
62 See: Section 6.4. 
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It is worth noting that Tauola++ was the first of our projects that introduced the Fortran 

Monte Carlo generator to the LHC experiments through C++ interface and the first publication 
regarding the interface [5] has to this day over 100 citations. 

6.3 Photos and Photos++ 

Photos [79], a tool that started off as a part of Tauola but later evolved to much significant, 
standalone tool with many applications in scientific communities, followed similar path as 
Tauola in its adaptation to C++ environments. Its development benefited greatly from the 
experience gathered during Tauola++ development. As such, Photos++ shares a lot of its 

solutions with Tauola++, expanding upon them when needed. 

6.3.1 Photos 

Before Photos publication time (1990), precision of data was at a percent level. Precise the-
oretical simulations were not needed. In particular photon emission in decays of resonances 
was not needed, nor could have been included with an overall normalization correction. Na-
ture of dynamics for physics processes lead nonetheless to final states where additional pho-
tons (bremsstrahlung photons) are present. In approximation such additional photons are de-
scribed by simple and universal dynamics, so called eikonal factorized terms. In general, every 
event is accompanied by infinite number of small-energy photons. Those photons, up to cer-
tain precision level, can be ignored. Once precision improves more of those photons need to 
be taken into account. 

When precision required by experiments improved to 3 permilles, it drove the demand for 
higher precision solution. Photos [79] started off as a part of Tauola; a Fortran routine 

named RADCOR. Only single photon emission was available. RADCOR worked on internal var-
iables of Tauola. Later on, it was extended to work on HEPEVT Event Record used for inter-

faces. The motivation was first of all not to proliferate complexity of the data structure but 
also to save memory space and computer time. Tests were performed using only a tool for 
plotting histograms, glibk and a tautest program originally written for testing Tauola. 

An algorithm for 2-photon emission has been added soon after [80]. At this step yet another 
change of data structures on which Photos operates had to be performed. Photos had 
been updated so that it creates a copy of Event Record, extracts the particles that it needs, 
modifies them and copies them back to HEPEVT if needed. This was because of the need to 
manage flaws present in the event content. As it turns out, this became useful throughout the 
whole development of Photos, including its switch to HepMC. 

Resulting algorithm was quite successful and program became widely used despite severe 
problems due to rounding errors. Algorithm was iterative and its consecutive application lead 
to aggregation of rounding errors. At this time the first attempt to translate the algorithm to 
C++ was started. It was bound to have limited applicability because no C++ Event Record has 
yet been established in the community. Nonetheless, as a consequence formal analysis of the 
code was performed [81]. As it turns out, this attempt provided essential tests for future de-
velopment of the project. At that time development of Fortran compilers slowed down and 
the risk that they may disappear was considered. 

When precision improved to 1 permille, Photos become a widespread tool. Due to precision 

demands its development has become more important than the development of Tauola. It 
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has been extracted from Tauola extensions as a separate generator. Soon after an algorithm 

for 4-momentum rounding error corrections have been added. Only after these corrections 
were applied an algorithm could have been extended to produce more photons. Thanks to 
this algorithm error aggregation would no longer break the 4-momentum conservation. 

Later, when precision improved to less than 1 permille, the focus of Photos development 
shifted almost entirely on testing and validation of the generator. MC-TESTER, originating 
from tests of Tauola was used to automate tests at next-to-leading order (NLO) precision63. 

While Photos provided NLO precision, tests were performed with next-to-next-to-leading 
order (NNLO) reference distributions obtained from KKMC. 

6.3.2 Constantly expanding functionality 

Around year 2009 data structures of Photos have been modified to include information 

about particle’s grandmothers. This allowed to introduce Matrix Elements, which was not de-
veloped in Fortran because such precision was not required. Later, it was extended with an 
algorithm for pairs emission64. This algorithm itself has a long history as its code had existed 
long before it was integrated into Photos. It was not used without a reliable multi-photon 
algorithm as it then did not provide any gain in precision. Only after all other steps required 
to get to 0.1% precision this algorithm have was worth to be introduced. As such, it has been 
implemented 15 years after its original concept was first envisioned, coded and tested [82]. 

Thanks to the modifications of the data structures of Photos, necessary for the identification 
of particle’s grandmothers, a framework for prototyping new applications became available. 
At the time of writing this thesis another extension of Photos is being considered. It would 
expand the project’s functionality and its interface to allow introduction of user modification 
of QED matrix element. There are two classes of applications for this functionality; each may 
lead to the creation of new projects: 

• Implementation of genuine weak loop corrections into Photos Matrix Elements. 
• Implementation of anomalous couplings. 

Both use cases lay outside of the Photos application domain which is QED bremsstrahlung. 

In both cases new expertise can be brought in and results of rather large physics projects can 
be introduced into the code. Once applicability region is defined, this may lead to pressure on 
change of the Photos algorithm and data structure organization. If community of potential 
users will be established, then the beginning of the new project may start. Similar processes 
could have been identified at the earliest steps of evolution for nowadays mature projects 
such as Photos, MC-TESTER or TauSpinner. 

6.3.3 Photos C++ interface 

Following the successful design of the C++ interface for Tauola Fortran, a similar project 
has been developed for Photos, the Monte Carlo generator for final state radiation. In 2009, 

 

63 This nomenclature is used to describe level of approximation used in field theory calculations. Putting it simply, 
next-to-leading order (NLO) requires algorithms and data of higher precision that leading order (LO). This also 
infers that complication of theoretical calculations must be higher. We exclude this aspect, even though essen-
tial, from our consideration as it is out of scope of the present paper. 
64 Bremsstrahlung up to certain precision level concerns emission of photons only. However, at higher precision 
level emission of nearly-real photons needs to be taken into account. Such nearly-real photons manifest them-
selves as light lepton pairs, thus pair emission has to be taken into account. 



98 

 

parallel to the Tauola++ project, Photos++ project has started with the first stable version 

ready in 2010 [4]. During recent years a number of important tests have been performed val-
idating the physics content of Photos++ [83; 84]. These are important results validating 
proper installation of the tool within the environments of different experiments. They have 
also been published online (see Figure 25). 

4,6 

 
Figure 25. Example comparison of SANC to Photos. An exhaustive comparison has been published online. 
See Ref. [85]. 

With every new version of Photos++ came an extensive number of tests validating both 

physics and technical side of the project65. However, the most significant technical problems 
can only be found when Photos++ acts on events provided by users. 

Photos++ was designed to deal with such special cases with minimum technical difficulties. 

The hardest part is to determine the physical nature of such cases, how they should be pro-
cessed and what influence do they have on the rest of the Event Record, as specific problems 
introduce subsequent issue of how output of Photos++ should look like. 

Below are some of the problems we were able to find thanks to user feedback. They serve as 
an example of problems that appear when adapting software to different conventions and 
different usage by variety of users working in different environments. 

• numerical precision and mass of the electrons and muons – as Photos++ expects 
that particles have proper mass and four-momenta. In cases where the precision is 
lost, numerical instability occurs. An option compensating numerical instabilities or 
faulty information (such as mass presented in TeV instead of GeV) has been intro-
duced. 

• status codes and history entries – Event Records often contain particles that do not 
describe the actual event, such as history entries or particles before/after processing 
by external tool. Such particles are indicated by different status code, and different 
experiments use their own set of status codes for such purposes. The option of ignor-
ing specific status codes had to be introduced. 

An option to store particles before Photos++ processing has been introduced as well. 

 

65 This was also true for the Photos Frotran version, see e.g. [68] or [104]. 
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• non-canonical event structures - Fortran Photos was designed to work on tree struc-
ture. However, with time, Event Records allowed much wider flexibility and such struc-
ture was no longer sufficient. This poses a set of new problems; each of them must be 
carefully examined. 
In one of such cases, decay vertices with three mothers had been found, which cannot 
be correctly processed by Photos++. In other case events where, subsequent parti-
cles form a loop, were present. In the most basic example, two daughters of one par-
ticle are produced and subsequently annihilate, which in Event Record is marked as 
both particles having the same decay vertex. In some cases, this caused Photos++ to 

incorrectly boost particles inside such decay vertex twice, creating NaNs. 

• 𝒑𝒑 → 𝒕 �̅� and self-decay vertices – another problem was found when working with 
Pythia8. In the case of 𝑝𝑝 → 𝑡 𝑡̅ process, for each decay product of 𝑡 𝑡̅ decay Pythia8 
introduces a self-decay vertex boosted to different frame than the original particles. 
Photos++ had to deal with it by finding out the correct frame to which photons had 

to be boosted. To retain the same behavior as this of Pythia8, an additional self-decay 
vertex for photons added by Photos++ had to be introduced. 

• pomerons and their diffractive states – while this was not the problem in Fortran, as 
such events did not exist at that time (or Photos Fortran was not used on events 

containing such particle), it is physically incorrect for Photos++ to work on pomerons 
and they had to be added to the list of particles ignored by Photos++. 

All of the above problems had been analyzed and solutions have been introduced. It's im-
portant to stretch that these problems could not have been found and fixed if not for the user 
feedback. Most of the above problems come from the different conventions in use of the soft-
ware in analysis chain. As such analysis differ greatly from one environment to the other, it is 
impossible to take these issues into account when testing the project. 

Physical content of Photos++ remain stable since June 2011, when the last electroweak cor-

rections algorithm has been introduced. Since then, only technical changes were introduced. 
Photos++ v3.51 has been thoroughly tested and were installed and validated by GENSER 
project. Thanks to user feedback, new options have been added, installation scripts has been 
adjusted and Photos++ has been prepared to work with new types of Event Record struc-
tures as well as compensate for some of the inconsistencies within Event Record. Finally, all 
code of Photos was rewritten to C++ while retaining all of its naming conventions66. 

6.4 Building framework for comparing physics models 

An important problem in stochastic model comparison is the statistical error of the samples 
produced by these models. MC samples are generated using random numbers, so the accu-
racy of the predictions is limited by the statistical fluctuations. Two MC distributions gener-
ated with the same parameters will differ if different seed for pseudo-random number gener-
ators is used. They will also differ if one of the parameters of the generation process will differ 
slightly, though the difference may be subtle for small data sample. 

 

66 Fortran coding conventions remained intact. As such, most of the code is actually written in C and all necessary 
data is kept in static structures as if they were Fortran common blocks. The main goal of this step was to allow 
users to link both to old Photos Fortran and the new Photos++. If the need arises, the new versions of 

the project may use more of the C or C++ futures. 
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These differences are an obstacle for the fitting procedure, which is sensitive to small fluctu-
ations in the predictions. To overcome this issue an approach of applying weights to already 
generated events has been devised which enabled comparison of multiple models to each 
other eliminating the problem of statistical fluctuations of such comparison. 

6.4.1 Re-weighting algorithm 

First version of our re-weighting algorithm was created for the purpose of comparing multiple 
models to the data taken from Belle experiment (KEK, Nagoya, Japan, [86]) or BaBar (SLAC, 
Stanford, USA [87]) experiments. The algorithm works as follows: 

1. Events generated with model X are used as the input data 
2. The tool is set up to calculate weight for model X 
3. Algorithm calculates weight 
4. The tool is set up to calculate weight for model Y 
5. Algorithm calculates weight 
6. The ratio of weights for model Y and model X is the weight that represents the proba-

bility of this event in model Y with respect to model X 

An example of this algorithm, which computes ratio of weight of the RChL model to CLEO 
model, which is default for  Tauola, has been shown on Listing 7. 

 1 
 2 
 3 
 4 
 5 
 6 
 7 
 8 
 9 
10 
11 
12 
13 
14 
15 
16 
17 
18 
19 
20 
21 
22 
23 
24 
25 

int main() { 
    // Switch to  RChL currents and initialize Tauola 
    inipcht_(1); 
    Tauola::Initialize(); 
 
    (...) 
 
    readParticlesFromFile(&tau, &tau_daughters); 
    prepareKinematic(tau, tau_daughters); 
 
    inipcht_(0); // Switch to Tauola CLEO currents 
 
    // Determine decay channel and calculate weight 
    double WT1 = calculateWeight(tau_pdgid, tau_daughters); 
 
    inipcht_(1); // Switch to RChL currents 
 
    // Determine decay channel and calculate weight 
    double WT2 = calculateWeight(tau_pdgid, tau_daughters); 
 
    // Calculate weight RChL / CLEO 
    double WEIGHT = WT2/WT1; 
 
    (...) 
} 

Listing 7 An example of the reweighting algorithm used to reweight a sample generated with CLEO currents 
to RChL currents. In case of 𝜏 → 2𝜋 or 𝜏 → 3𝜋 events without detector effects simulation reweighting events 
generated with CLEO currents to RChL currents is 6 to 20 times faster than generating new data sample with 
RChL currents. 
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This approach has a number of benefits. First of all, it eliminates the long process of generating 
new Monte Carlo sample for each model used for comparison. This is especially useful when 
taking into account full detector simulation which often takes much longer than the genera-
tion of the τ decay itself. This algorithm can be applied after detector simulation eliminating 
the need of redoing this lengthy process. It can also be applied in cases where other ap-
proaches fail, e.g. when experimental cuts are taken into account. 

Moreover, since we are using only one data sample for comparison of different model, we 
have only the statistical error for the difference between the two assumptions used in com-
parison. Statistical error of the sample itself is eliminated. Finally, this algorithm can be used 
to compare any number of models simultaneously by using one input data sample and pro-
ducing several sets of weight. The only thing that remains is how to systematically perform 
such comparison on a multi-dimensional distributions. 

This algorithm has served as a basis for the tool TauSpinner (described in Section 6.5). It 

has been also used for fitting the Resonance Chiral Lagrangian currents to the data67. Figure 
26 shows conceptually how this algorithm has been implemented in variant of 
Tauola Fortran for BaBar collaboration. 

 
Figure 26. Implementation of re-weighting algorithm used in variant of Tauola Fortran for BaBar col-

laboration. Each event follows steps 1 to 6 shown on the figure. This results in a calculation of a weight for 
that event using different model. Note that Tauola will not calculate weight for an unsupported decay chan-

nel, as highlighted by the presence of the red exception path. 

 

67 Technical description of both of our approaches to fitting RChL parameters to the data can be found in [61]. 
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The algorithm was built without fully formalized frame for future applications. That is why we 
focused on flexibility when designing the algorithm allowing for input to be of any format and 
returning the weight that can be used for few different purposes. However, the tool proved 
to be useful in number of applications outside of its original goal. It is often the case that a 
simple idea can lead to construction of a very interesting tool that helps in number of different 
tasks. One of the most notable examples is the use of TauSpinner in the first measurement 
of the 𝜏 polarization in W boson decays in ATLAS detector [88]. 

The Appendix A2.3 includes excerpts from the publications describing some of the technical 
solutions used in our projects. They are concentrated on the Computer Science side of the 
project. Due to this, the understanding of the naming conventions or some other aspects men-
tioned in these excerpts may be crippled. If needed, these details can be found in the appro-
priate references. 

6.4.2 Resonance Chiral Lagrangian Currents 

The first of our projects that fully benefited from the re-weighting algorithm was related to 
the Resonance Chiral Lagrangian (RChL) theory. The goal of this project was to confront RChL 
currents with the data and to allow the experiments to use the new currents in their project. 
If the confrontation with data taken from low-energy experiments brings any significant re-
sults, the currents should be available to high-energy experiments as well. Thus, the project 
needs to accommodate for the restrictions given by both types of environments. This is im-
portant restriction as it implies the changes to the original Tauola Fortran must be min-

imal. Different experiments use their own version of the Tauola Fortran library which 
often differs significantly from the distribution from year 2005. Such users must be able to use 
their own version of the core library as well as be able to modify or expand it further. For that 
reason, rewriting or imposing heavy modifications upon this library would be detrimental to 
achieving the goals of the project. 

The project should take into account as many other options as possible. In the case the com-
parison with the data proves to be unsatisfactory, there must be an option of introducing ex-
ternal modification as well as replacing the RChL currents for specific decay channels with the 
new ones. Taking all of those restrictions into account, we have grouped the old currents, the 
new currents and tests into corresponding modules: 

• Tauola-Fortran – core of Tauola CLEO as of year 2005.  

• RChL-currents – separate files with currents for different modes 
o 2π 
o Kπ 
o KK0 
o 3π 
o KKπ0 
o KK0π 

• other-currents – placeholder for external currents other than RChL. These cur-
rents can be used in future to replace RChL currents for some or all of the decay chan-
nels. 

• value_parameter.f – separate file for fit parameters for easier modification 

• wid_a1_fit.f – linear interpolation of pretabulated function for a1 width. Used to 
speed up calculation of time-consuming integration 
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• tabler – program for automatic generation of routine wid_a1_fit.f 

• cross-check – a suite of several numerical and analytical tests 

• reweighting algorithm 

• fitting algorithm 

To allow new currents to be applied with as few modifications to the already existing 
Tauola Fortran distribution, the new currents were completely separated from the pre-

vious ones with only minimal changes introduced through patches that can either be applied 
automatically through patch tool or in the case of more complicated modifications made to 
the Tauola Fortran, they can be applied manually by following the detailed instruction 
and comparing the changes with the original files provided with the installation. 

As outlined on Figure 27, the patch introduces minimal changes to the Tauola Fortran 

distribution. This was done to accommodate for the fact that every low-energy experiments 
have their own version of Tauola Fortran library which often differs significantly from 

the distribution from year 2005. 

 
Figure 27. The RChL currents update for Tauola Fortran 

For technical tests, an option of switching between old and new currents has been introduced. 
By using the old currents after the patch is performed, the user can verify that the installation 
has not damaged anything in the original Tauola Fortran distribution which is an im-
portant technical test and the first one that should be performed after the patch. As shown 
on Figure 28, the installation procedure for high-energy experiments is even simpler. 

 
Figure 28. The RChL update for Tauola++ 
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Thanks to the design of Tauola++, where Tauola Fortran is completely separated from 

the rest of the project, it is enough to replace existing Tauola Fortran with the patched 
version. The automated build system introduced in Tauola++ version 1.0.7 takes into ac-
count the newly added extension and new currents is available in C++ projects. It is enough to 
add one line of initialization to turn the new currents on. Of course, after this procedure it is 
necessary to perform all technical tests to ensure that the installation has been completed 
without any errors. 

6.4.3 Changing existing hadronic currents and matrix elements 

Many times, throughout the years we were required to extend Tauola Fortran with new 
hadronic currents. In fact, this subject came up on many other occasions when working on 
different topics in the past. For that reason, a branch of Tauola Fortran called Tauola-

bbb has been created for BaBar collaboration [89]. This was an attempt to include a long list 

of placeholders intended to be replaced by user currents. However, this approach was still 
lacking in its functionality and flexibility. Addition of new currents required changes to the 
library itself, which in some cases becomes a large inconvenience, nonetheless it served well 
BaBar collaboration for years. 

For many experimental environments Tauola Fortran is just one of many libraries treated 
as a separate module imported to the user analysis through a software management tools, 
either as a set of precompiled libraries or source code intended to be compiled on target plat-
form. These tools rarely allow to modify such modules as modifications included by one user 
may disturb the work of the others. In that manner, new currents could not have been in-
cluded in Tauola Fortran without breaking this encapsulation, which meant that re-

searching and testing new currents by individual experts was much harder than it is supposed 
to be. 

There were other issues. For example, adding a current written in C or C++ required a worka-
round approach and a set of wrappers to be made. All in all, a new more user-friendly interface 
was needed. Basing off the Tauola-bbb approach we have started a project that would 
allow both Fortran and C/C++ currents to be included in Tauola with as little effort as possi-

ble. The new interface would have to allow users to write hadronic currents and matrix ele-
ments in an object-oriented environment and use own currents in Tauola Fortran with-
out the need to modify the original library. 

6.4.4 Fitting new currents to the data 

Once new version of Tauola Fortran that included the new hadronic current based on 

RChL theoretical model was ready, we attempted to compare the results produced by the 
model to experimental data. The model’s prediction is a system of complex functions of three 
variables and many parameters. One of our goals was to fit these parameters to experimental 
data. The technical details of the fitting strategies that we used in this project are described 
in [44]. 

The hadronic current was implemented in our Monte Carlo generator and distributions gen-
erated by this hadronic current were validated against analytic calculations with precision up 
to 1 permille for 1-dimensional distributions. This was the first step in model validation and it 
has shown excellent results, so we began fitting model parameters to the data. At this point 
we have not yet analyzed correlations between model parameters. 
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We prepared a fitting strategy based on linearization of the matrix element and event 
weighting technique and we published the results of these fits (see [26]). 

These results were far from successful. We experienced numerical instabilities and the mini-
mum found by our fitting framework was ill-defined. This has showed us that our approach is 
not good enough for our application and showed us that our model needs improvement. Fur-
thermore, our approach required significant CPU power and results of a single fit could take 
up to a week. We began validating the results and searching for the ways we can improve our 
methodology. This work consisted mostly of tests and validation on different levels: 

1. Cross-checks of results obtained from semi-analytic distributions against analytic 
computations (see Section 5.3.2). 

2. Tests of Monte Carlo fits to fake data (see Section 5.3.3). Used to verify conver-
gence of our initial method. 

3. Tests of the fits of semi-analytic distributions to data (variation of the test de-
scribed in Section 5.3.2). Used to verify that linearization does not introduce 
significant errors. 

4. Random-scan of parameter space (see Section 5.2.8). We used this method to 
search for a better starting point for the fits. 

5. Tests of stability of the fit results (see Section 5.2.9). These tests showed us that 
with slight variation of starting point we could have ended in different minima, 
showing that our fitting method produced unstable results. 

The results of these tests showed us the direction in which we should follow to improve our 
results. Based on them we decided to introduce some changes focused on: 

1. Finding new approach in physics of the model. This resulted in partial but still in-
sufficient improvements. 

2. Improving numeric stability so that integrals of our derivatives are stable. This in-
volved changing the integration method from a Gaussian integration with a varia-
ble step size to a constant step size. 

3. Use of approximation instead of the CPU-demanding computations. These approx-
imations introduced error to the computed functions. However, since we were us-
ing these approximations to fit the parameters to data, we only had to make sure 
that the errors of the derivatives of these functions in respect to the model param-
eters are acceptable. 

4. Change of fitting strategy from fitting Monte Carlo results to analytic approach. 
This greatly improved computation speed and overall stability of our fitting strat-
egy. 

After applying these changes, we started our fits anew, testing, validating and expanding the 
scope of the tests along the way. This also included creating a framework for systematic stud-
ies. To show the scale of testing involved, the fitting framework had less than 4 KLOC (thou-
sands (kilo) of lines of code) and the hadronic current that we fitted had around 6 KLOC. Com-
pared to that all of our test code had more than 11 KLOC while our current archive of raw 
results from different stages of the fits takes more than a gigabyte. 

The results of these fits were much more promising (see [45]). The model required more work 
but fits were finished, including statistic and systematic error computation. 
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6.4.5 Consequence of uneven development 

RChL project is an example of a project which after initial progress and interesting initial re-
sults slowed down to a halt. The reason for that was unequal development in different areas 
of the project. The code was maintained and reorganized but this process was not accompa-
nied by the work in other aspects of this project, in particular flexibility for fit arrangements 
software and parameter correlation. The work of the experts focused on phenomenology 
model building was not consolidated with the work of other team members and further steps 
became awkwardly difficult. 

At some point training of the younger members of the project has stalled and experts only 
partly associated with the project lost interest in its completion. This demonstrates im-
portance of interactions between all fundamental activities: physics, mathematics, algo-
rithms, program design and implementation. Lastly, it is worth noting that had we been using 
better model from the very start, we would have avoided strong correlations between model 
parameters. Also, if we had access to experimental multi-dimensional data the faults of the 
model would have been exposed earlier68. 

6.5 TauSpinner 

What started off as a simple algorithm for attributing weights to events calculated by using 
different models (see Section 6.4) has unexpectedly grew into a powerful tool for numerous 
spin-related analyses in τ decays. 

First possible application of the reweighting algorithm was brought to light when a tool was 
needed for validation of tau lepton polarization used in Tauola tool. We realized that for this 
comparison we could use samples without polarization and could apply polarization to them 
to compare results. 

For this purpose, a module called tau_reweight has been created. It allowed to apply 
weights to an event calculated as a ratio of matrix element of one model to the other. Such 
weight can be thought of as an element of Monte Carlo integration for one model with respect 
to event distribution generated for the other model. Weight is calculated for each event. Then 
Monte Carlo integral of weighted event represents the sample of the new model. Same inte-
gral of unweighted events represents the sample of the old model. 

This approach opens doors to many powerful techniques especially if weights are close to 1 
as such comparison reduced statistical error for the model difference only as both models 
used the same event sample. This also allowed to compare two different models without the 
need to generate new data sample. This algorithm was the basis of the TauSpinner algo-

rithm which uses weights to add or remove spin effects to tau decays [6]. 

6.5.1 Modular approach 

The modular approach to TauSpinner created a flexible tool. It used Tauola as a separate 
library. As such, it could have been used with any version of Tauola. It applied weights to an 
event taken from any Event Record. TauSpinner has been extended to allow generation of 
arbitrary weights, including those generated by models outside the Standard Model (non-SM). 

 

68 To this day multi-dimensional data are not publicly available due to discussions regarding their systematic 
errors. 
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Part of the TauSpinner‘s success was in its design. By using Tauola++ (and by extension, 

Tauola-Fortran) as its base libraries, it benefits from all the experience and technical work 
made to validate Tauola Fortran and Tauola++ ensuring that results produced using 
TauSpinner are the same as the results of the use of these base libraries. This is a very 
important point as it tackles the problem of complicated testing process described in Section 
3.1.4. By using well-validated libraries, instead of introducing new ones, the validation 
procedure for TauSpinner is largely simplified. The tool is only required to show that it can 
reproduce results of its base libraries. 

The other benefit of this approach is that TauSpinner benefits from many extensions that 
Tauola++ provides. This includes ability to change the model or modify currents (see Section 
s 0 and 6.4.3) as well as other modules, such as SANC module for applying electroweak 

corrections (mentioned in Section 6.2). 

Thanks to the variety of possible applications and the design that allows TauSpinner to be 
easily incorporated into analysis, the tool quickly gained popularity and users have shown in-
terest in expanding its functionality. 

6.5.2 Rapidly expanding applications 

Unexpectedly, TauSpinner became very popular (see Figure 29). It allowed to apply spin 

effect on already generated samples, saving the time needed to generate new ones. It also 
allowed to quickly test results for different variants of particular model or different models 
and compare them against each other. Due to this, wide range of use cases have been pre-
pared and several papers [90; 91; 92; 93] that present new functionality of the tool with ex-
ample of its application, as well as introduced variety of tests and benchmarks providing a 
starting point for new analyses. 

 

 
Figure 29. The expression of the TauSpinner tool popularity through the increase of the number of cita-

tions of our publications related to the tool in time. 

TauSpinner has become our fastest-growing tool in terms of possible application. Consid-
ered that it started off as a simple re-weighting algorithm for Tauola this outcome was hard 
to anticipate. 

6.6 MC-TETSTER - tool for comparison of Monte Carlo generators 
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The origins of MC-TESTER can be traced back to the beginnings of the Tauola tool, where 

a small program tautest was written to perform the most basic technical tests of the tool. 
As mentioned in Section 6.2, this function used a glibk tool for plotting histograms. On the 
advent of C++ Event Record era tautest, working only on Fortran HEPEVT Event Record, was 
quickly becoming obsolete. To aid this problem, tautest was rewritten to make use of ROOT 

histograms and became starting point for MC-TESTER. This effort started as a satellite pro-
ject of an attempt of translation of Photos to C++. MC-TESTER was written using C++ only, 
which at that time was a paradigm shift in HEP environments. It was built to handle any type 
of Event Record and used an abstract layer of its own classes to represent event structure. 
Originally it handled only HEPEVT event but was quickly extended to work on HepMC as well. 

This project survived for quite long time because it was able to perform some crucial analyses 
despite inability of both HEPEVT and HepMC Event Records to handle quantum mechanics 

entanglement69. 

First version of MC-TESTER was using ROOT as its basis for creating histograms and storing 
data. This approach had its risk, as it was too early to tell if ROOT would remain to be used in 
HEP. At this stage ROOT was changing rapidly, including its most basic API, which meant that 

MC-TESTER had to be updated to take these changes into account. Furthermore, external 
dependency on ROOT caused many problems as one could not use MC-TESTER in an envi-
ronment that had different ROOT version than the one with which MC-TESTER was com-
piled. This severely limited use of MC-TESTER as a set of precompiled libraries, which was 

the default approach of distributing software for LHC. To deal with this dependency 
MC-TESTER has been updated so that it can be built without ROOT. However, the usability 
of this option was very weak. With time, it has not been supported at all. Too much of its 
functionality depended on ROOT. After some more time one could not even compile 
MC-TESTER without ROOT. This is a good example of an idea that should have been pursued, 
but was handled incorrectly, predominantly because of manpower limitations. 

MC-TESTER produces easy to navigate booklet with comparison of two generators or two 
versions of the same generator. It gathers information about the invariant masses of each of 
the combinations of the decay products for each of the decay channels of the analyzed parti-
cle. This automates the most basic technical tests of Monte Carlo generators and some physics 
tests as well. Figure 30 presents the second page of the generated pdf. First page contains 
basic analysis information, including sample generation dates, their sizes and information pro-
vided by the user for both generators. 

 

69 MC-TESTER was analyzing all of a branch starting from a given point, thus its data structures could take into 

account all correlations between elements of the branch, including those that cannot be expressed by a tree 
structure. 
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Figure 30. The top of the summary from the booklet generated by MC-TESTER. The decay channels of τ+ 

are ordered by the probability. The new sample (green) of 10M events was generated using new version of 
Tauola++ and compared against the benchmark distributions (red). The comparison shows agreement on 

the level of the statistical error. 

Thanks to the flexibility of designing new comparisons and new analysis MC-TESTER can be 

used to validate the modifications introduced by new versions and to observe new effects 
introduced by these changes. Using ROOT scripts compiled on-the-flight user can easily add 
new plots that will be stored in the booklet along with the rest of the results. Figure 31 pre-
sents example plots generated using MC-TESTER. 

 
Figure 31. The longitudinal correlation tests. Example for Z and H bosons. Histograms present the mass dis-
tribution 𝜋+ 𝜋− pair. Red line shows the distribution with longitudinal correlation on, green with off. Black 
line is the ratio of the two distributions. 

One of my first tasks when I was being introduced to the Monte Carlo simulation software was 
to expand functionality of MC-TESTER and adapt its build process to match the LHC Compu-
ting Grid requirements70 in order for the software to be easily available to other users. 

Expanding functionality of MC-TESTER was limited due to the use of ROOT C++ interpreter, 

CINT and its limited capabilities at that time. CINT was introducing random errors in scripts71 
and made it near-impossible to debug such scripts. We had to wait for CINT to become stable. 
It is important to note that CINT failures were one of the easiest to spot. Technical and pre-
cision tests were unaffected. Program was running correctly or was giving faulty results in a 

 

70 At this time, the now defunct LCG project was a standard for distributing libraries for analyses that were run-
ning on the computing cluster and was used as a source of well validated, stable releases of libraries for local 
analyses as well. 
71 To the point when comments influenced code execution. 
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very obvious manner. That was a very lucky situation as more often incorrect behavior of the 
algorithm looks more like a statistical fluctuation than an actual error in the code. 

Later, when ROOT and CINT became more stable, MC-TESTER could be extended with new 
functionality. A module for writing user histograms had been added. User could add them in 
a form of C++ scripts and operated on the abstract layer of MC-TESTER to prepare data for 
the histogram. When running multiple jobs became more widespread a module for merging 
MC-TESTER output files was added. There was no need to focus extensively on multi-
threaded analysis as it was not used by HEP community. The common approach was to gen-
erate samples on multiple devices (or separate processes within one device) then merge the 
results so a script that automatically merges results was useful and good enough for this pur-
pose. 

6.6.1 Missed opportunity 

MC-TESTER is an example of the project that sprouted in answer to the need of a validation 
tool for Monte Carlo generators and despite its potential never really outgrew its initial goals. 
Over the years its functionality has greatly expanded and its interface has been enhanced to 
allow more versatile use. While the aim was to provide the tool to the larger audience, this 
goal was never reached. 

The reason is that MC-TESTER was always treated as a side project; a tool used to validate 

the core development projects. Once its development reached the state that satisfied all re-
quirements of its use in Photos, Tauola and TauSpinner projects, its development was 
pushed to maintenance stage. No active work on promoting MC-TESTER or adapting it to 
user needs was performed. This made the tool less widely used when compared to other test-
ing environments used within different physics experiments, such as Rivet [39] or Check-

MATE [40]. MC-TESTER was built upon similar concepts as Rivet, aiming to provide an anal-
ysis tool that requires minimal effort to use from the user’s perspective. It required only three 
to four lines of code to be added to the user’s program in order to gather event data. It was 
also easier to install and set up, as the MC-TESTER’s only dependency was ROOT, widely 
used in LHC experiments, while Rivet had to be distributed with a bootstrap script that in-
stalled and compiled several packages before finally building Rivet libraries. Rivet was also tied 
to HepMC Event Record, while MC-TESTER could be used with any. These design decisions 

limited the environments in which Rivet could operate. 

However, the most notable difference was that while MC-TESTER was only dependent on 
ROOT, it required the analysis to be recompiled with MC-TESTER and ROOT libraries present. 

Rivet excelled by being a completely external tool that did not require any modification to user 
code. It operated solely on the result files produced by these analyses. Similar solutions were 
envisioned for MC-TESTER as well72 but they were never pursued because of manpower is-

sues. In a very complex environment prepared for distributed computing on the LHC Compu-
ting Grid adding a single dependency to an analysis may very well disqualify the tool from 
being used at all. That is because the whole chain of the analysis and all architectures of PCs 
on which the analysis will be running must be taken into account. Using an external tool, such 

 

72 At one point a solution based on fifo pipes was prepared for Belle experiment. It was needed exactly for these 
purposes: no user code were to be modified and no linking dependencies were to be introduced into the analysis 
chain. However, it was a special setup that was far from easy to adapt for broader use. 
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as Rivet, allowed to process data after an analysis has ran or to add Rivet as the last step of 
the analysis chain limited to machines on which Rivet could operate. Rivet did not require 
modifications to the user code and did not impact any other steps of the analysis, therefore 
was far easier to include in the analysis chain than MC-TESTER. 

The CheckMATE, on the other hand, offers similar approach to Rivet but fulfills a com-
pletely different role. It is aimed at automating comparison of a new models with previously 
published results of many analyses. It includes detector simulation and data processing 
needed to perform comparison with benchmark results. Its main goal is to relieve the user 
from checking the setup and the comparison method itself, allowing him or her to focus on 
providing proper model and properly generated data. While this tool requires quite an effort 
to install and set up, it offers and extensive documentation and tutorials that can help with 
these steps. Something that MC-TESTER, admittedly, lacks. MC-TESTER’s universal way of 

creating comparisons requires both analysis and benchmark data to have a preset format 
which often cannot be used to directly compare such results with results of already published 
analyses. If users want to add their own MC-TESTER analyses and plots, this often tends to 
be more cumbersome than simply adding a plot to the analysis code. The predefined set of 
histograms provided by MC-TESTER are simply unfit for such comparisons, diminishing any 
benefits the tool can provide. 

Modern analysis frameworks, such as these, are focused on distributed computing, versatility 
of configuration and ease of use. They define a new standard which MC-TESTER cannot com-
pete with73. This situation is similar to the one which project reached during the transition 
from Fortran to C++ appeared. The solution would be to adapt the project, once more, to the 
new requirements of the scientific community. On the other hand, the advantage of MC-

TESTER lies in its ability to work both with Fortran and C++ Event Records. This is of lesser 
importance for CERN experiments but may be again of use for other communities. 

6.6.2 Common experience of Rivet and MC-TESTER 

It is worth noting that the developers of Rivet considered ROOT for histogram creation as well. 
Section 4.1 of Rivet user manual [39] mentions the reason why ROOT was rejected. The 

main reasons were not to introduce the dependency on such monolithic system and the fact 
that ROOT has well known problems with memory management and object ownership. The 

team behind Rivet agonized over the decision whether to use ROOT or not, especially when 
the tool that Rivet used so far, AIDA, stopped being useful and became awkward to use. 
Eventually they decided to write a separate tool, YODA, that handled all functionality related 
to histograms that Rivet needed. 

Despite the fact that the development of YODA took several years (mostly due to very limited 

manpower) this proved to be an excellent decision and one of the reasons why Rivet suc-
ceeded. The problems related to the fact that MC-TESTER relies on ROOT is especially 

 

73 We tried to adapt to new build systems, expanded plotting and comparison options as well as added scripts 
for merging results from distributed analyses. These changes, however, were scarce and unfocused because of 
manpower issues. 
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prominent now when the old version of ROOT has been superseded by ROOT6 and MC-

TESTER has, to this day, not have been adapted to the new version74. 

6.7 Quantitative evaluation of software complexity and precision 

As presented in Section 1.4, one of the key objectives of this thesis is to present how the rela-
tion between the effort required to produce new version of the project and the precision of 
the results. Such relation can give insight into future evolution of the project. Having access 
to the code repository of these projects we are able to present the history of changes intro-
duced over time and calculate metrics related to the project complexity at key moments of 
these projects’ development. Tables 3-6 present these metrics for the key projects described 
in this section. Depending on the project, following estimates of complexity are used: 

• code size – number of lines of the project’s source code excluding source code listed 
in other columns of the Tables 3-6. 

• Event Record interface size – number of lines of the project’s interface to Event Rec-
ords and algorithms used to traverse Event Record structure 

• test code size – number of lines of the executable programs used to test the project 
and validate the project’s results 

• results files size – total file size of the test results stored in form of histograms, plots, 
websites or papers. Due to lack of systematic approach to quantifying the amount of 
effort put into testing scientific software, we present this metric as an indicative meas-
urement of this effort 

Following tables present project evolution as function of the precision tag. Precision tag 
should be considered as an approximate technical precision of the computations. All estimates 
provided in these tables are indicative. For details regarding software versions see Ref. [7]. 

 

Software 
name 

Precision 
tag 

Code 
size 

Event record 
interface size 

Test 
code size 

Results file size Typical experi-
mental sample 

RADCOR 1-2% 200 2 - 100kb 10k events 

v1.0 1-2% 1162 ≤  100 ≤  100 550kb 30k events 

v2.0 0.5-1% 1600 800 ≤  100 2.5MB 100k events 

v2.15 0.2% 1800 800 127175 2.5MB 300k events 

v2.15 (new) 0.1-0.2% 3315 1390 1271 19.5MB 1M events 

v3.00 0.1% 4747 3623 157376 20MB 5M events 

v3.60 0.05% 4747 3623 1573 21MB 5M events 

Table 6 Evolution of Photos Monte Carlo as function of precision tag. A typical experimental sample size 

has been provided to help visualize the amount of data on which the software was operating. 

 

74 The reason is mostly the fact that these two versions are highly incompatible and the decision weather MC-
TESTER should be backward-compatible or not is hard to make, especially that both choices have severe impact 
on the tool itself. 
75 This code size corresponds to MC-TESTER version v1.0 
76 This code size corresponds to MC-TESTER version v1.23 
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Software name Precision tag Code size Test code size Results file size 

(unnamed) 1-2% 200 50 ≤  0.5MB 

v1.5 1-2% 1193 2215 ≤  1MB 

v2.4 0.5-1% 4016 838377 ≤  1MB 

Tauola-Photos-F 0.5% 19695 8383 25.2MB 

Tauola RChL 2012 0.05% 28084 8383 35.6MB 

Tauola RChL 0.05% 20194 9135 43.5MB 

Table 7 Evolution of Tauola Monte Carlo as function of precision tag. 

 
 

Software name Code size Test code size Results file size 

v1.0.0 1010 147 840kb 

v1.2.0 1181 214 1.3MB 

v1.4.0 1694 2944 1.6MB 

v2.0.0 2836 9661 8.0MB 

v2.0.3 3064 10188 8.4MB 

Table 8 Evolution of TauSpinner tool. In contrast to other projects evolution of TauSpinner was driven 

by the need to expand its functionality instead of the need for higher precision. 

 

Software name Precision tag Code size Event record 
interface size 

Tests of Tauola 1-2% 200 50 

Further tests of Tauola 0.5-1% 4000 100 

Tests of Photos v2 0.5-1% 100 100 

Photos+ tests 0.5-1% 526 4370 

MC-TESTER v1.0 0.2-0.5% 1271 4336 

MC-TESTER v1.23 0.05% 1573 5541 

MC-TESTER v1.25 0.05% 1963 5337 

Table 9 Evolution of MC-TESTER as function of precision tag. Program was an offspring of tests for 

Tauola and Photos. 

  

 

77 Includes glibk an new variant of HBOOK mentioned in Section 6.2 
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Lastly, Figure 32 presents the summary of the Tables 3-6 by showing the relation of code base 
size and test framework size to the precision of the results of some of the key projects de-
scribed in this Section . 

 

a)                                                                                b) 

Figure 32. Code-base size (in lines of code) of the key projects described in Chapter 6 in relation to the pre-
cision of the results. Graph 26a displays the size of the code and interfaces to Event Records. Graph 26b dis-
plays the size of the tests and test frameworks. 

The results gathered in this section back up the key statement presented in this thesis as they 
indicate that increasing the precision of the results requires increased effort put both into 
development of new algorithm as well as into development of new tests, which often comes 
with the need to expand functionality of existing test frameworks. This relation, while not easy 
to present, can be indirectly observed through increase of the lines of code and increase in 
the amount of code of test frameworks as well as the size of the results produced to validate 
the new algorithms. 
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Chapter 7. Common factors related to business environments 

The scientific software development process is quite unique in its nature and the experience 
gathered in this thesis is worth learning by anyone entering this environment if only to avoid 
the common pitfalls and mistakes that we have described here. This experience, however, is 
not fully unique to scientific community. In this section I would like to compare scientific soft-
ware development with my own experience working for business industry. 

When it comes to business applications one can hardly find an environment closer to the sci-
entific one then a research and development department of a hardware company. In fact, 
during two years of work for R&D team developing medical equipment I have found that a 
characteristic of such team is quite close to the one of a high energy physics experiment; the 
experience gained while working for the latter could be used to benefit the former and vice 
versa. Both environments require an efficient collaboration of people from different fields of 
expertise and a proper set of tools, including an effective methodology, that drives the devel-
opment of the product. The development process becomes a problem of managing inter-re-
lations of different aspects of the product. Due to their varying understanding of the product 
specification, team members are focused on different, quite often contradictory, goals. Vali-
dation of the product specification must be performed on each step of the development pro-
cess. To obtain high quality product an effective communication strategy must be established, 
bypassing the knowledge barriers between team members from different fields of expertise. 

I have worked for several R&D teams manufacturing different type of hardware, from auto-
motive industry through simple router devices and lightning equipment up to medical analytic 
devices and other medical equipment such as Holter devices78. During that time, I have no-
ticed many differences but also many similarities between the scientific software develop-
ment and development of the embedded devices. 

Development process in the business environment is far more strictly controlled than the sci-
entific one. Companies introduce a number of procedures that aim to create an environment 
in which each step of the process is predictable and measurable which lies ground to future 
optimizations. The level on which the company achieves the control over the process is a mark 
of the maturity of the process within the company and, by extension, the company itself. 

An easy to understand and versatile metric called Capability Maturity Model (CMM) [94] is 
often used to asses if given company can provide sufficient quality of the products. It deter-
mines if the process within the company is predictable, manageable or chaotic. An automotive 
company can ask its potential subsidiaries to provide proof (via audit) that they have incorpo-
rated Automotive SPICE (ASPICE) methodology into their development process at CMM level 
3 or higher. This implies that the use of ASPICE methodology in the development process 
within the company is well defined and has been used, or has been shown that it can be used, 
to develop at least a single product. 

Creating a predictable and controllable development process is one of the key goals of all of 
the IT industries. This, however, conflicts with the unpredictable nature of the creative process 
of the R&D teams which is why, to some extent, it is not being applied to such teams. R&D 
projects are planned with larger margins of errors and are allowed not to be fully constrained 
by the procedures. This is why the development process in such team is distinct from other 

 

78 Device designed for long-time monitoring (typically for at least 24 hours) of the heart activity. 
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business environments; much closer to the one of the scientific communities. The nature of 
the work of such team is also why it shares most of the challenges described in this thesis. 
Here I would like to briefly present these similarities by comparing challenges faced in business 
environment to the ones described in Section 3.1. 

7.1 Comparing R&D medical hardware manufacture with scien-
tific projects 

The goal of an R&D team is to introduce a new product fitted to the business opportunity 
found by the team responsible for the market research. This is in stark contrast to the ap-
proach described in this thesis, as the initial product requirements are to a large extent known 
before the project development starts. The details, however, need to be refined through the 
whole development process and in many cases, they can drastically alter the original require-
ments. 

The product of the hardware R&D project consists of: 

• A piece of equipment – used to assert a specific aspect of patient’s health 

• User manual – describing all details related to the product use 

• Certificates – describing how product conforms to the abiding norms 

The development team consists of: 

• Electronic engineers 

• Electronic designers 

• Embedded software developers 

• Quality Assurance team79 

The development process is aided by: 

• Doctors 

• Experts in acquisition and processing of medical data 

The majority of input comes from the doctors and experts that describe what tools need to be 
used to properly gather the required data. This input is then transcribed by the designers into 
the electronic circuit and mechanical assembly of the prototype of the product. The design 
can be augmented with components related to other business application the tool can fulfil. 
The overall requirements are driven by business opportunities and limitations of the electronic 
design80. 

The electronic circuit will always contain at least one microcontroller for which the software 
has to be written. This is performed throughout the whole design, prototyping and validation 

 

79 We will use the term “Quality Assurance team” or “QA team” to describe people responsible for: managing 
product documentation, managing and presenting requirements for product certification, performing risk anal-
ysis and controlling the procedures used during development process, testing and validating the product’s func-
tionality based on the product specification. 
80 For example, when developing the hand-held device one needs to consider the weight of the product, which 
limits the battery capacity, which limits the battery usage limiting the overall functionality of the product. The 
other example would be the addition of wireless communication which can cause interferences in the data gath-
ered through the analogue circuit. 
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procedure81. Similarly, a long process of assembling the documentation and performing vali-
dations necessary to certify and sell the final product can be conducted throughout the whole 
development process. These different fields of expertise form interconnected layers that im-
pose constraints on one another in a same manner as the multi-layered structure of scientific 
software described in Section 3.1.1. 

The development of the device is conducted by a number of different teams, including third-
party institutions performing the validations or overseeing the certification process. This also 
includes potential future clients or other institutions interested in the final product as they 
represent the stakeholders of the product. Their input greatly influences the product’s func-
tionality and its design. Relations such as these form a web of interconnections not dissimilar 
to the one described in Section 3.1.2 where the example of dependencies between different 
teams in scientific software has been presented. 

As mentioned before, the goal of an R&D team is to introduce a new product on the market. 
While some of the R&D work goes into building the new versions of existing products or find-
ing new applications for such products, it is always related to introducing something new to 
the market. As such, new solutions have to be applied which quite often relate to a very nar-
row field of expertise. These solutions can be provided by experts with limited knowledge of 
the IT industry. From my experience, such experts often work with tools that do not produce 
code or produce code generated by an automated tool. Such code cannot be easily incorpo-
rated into a device and requires a framework that allows the device to interface with a code 
provided by the experts. This situation is very similar to the one presented in Section 3.1.3, 
where we stipulate that scientific software requires custom, non-uniform and non-standard 
solutions. 

The validation procedures leading to the product certification cannot be performed until the 
product’s development is close to completion and its core functionality, as well as its elec-
tronic circuit and mechanical design, are nearly finished. If such validation procedure uncovers 
a major defect in the prototype it can sometimes greatly impact the development process. A 
new prototype has to be created and validated anew, which introduces both unplanned ex-
penses and a delay to the product’s release date. This is why a great deal of effort is being put 
into the testing procedure and methodologies that ensure such defects are fixed before the 
prototype is scheduled for validation. 

The validation procedure varies significantly based on whether the device is supposed to per-
form real-time analysis and to alarm the medical personnel in case of an emergency, or if this 
is a Holter device that does not have to emit alarms in real time. Both the testing procedure 
and test framework changes dramatically between just these two use cases, not counting the 
variety of others. Moreover, large amount of the tests has to be focused on the algorithms 
and data gathering and processing. The business environment shares a problem of compli-
cated testing process in scientific software described in Section 3.1.4. In both cases a robust 
testing environment carried over from the previous projects and expanded to fit the new one 
is the most valuable assets in this aspect as they provide a large amount of information on 
how such tests should be performed. 

 

81 Before the first prototype is available, the software is developed and tested on a prototyping board that con-
tains all or most of the elements that will be available in the final product. Note that, when possible, the core 
functionality should be prepared and tested before the end of the design procedure for the first prototype. 
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It is worth noting that the tests performed by QA team are based on the documentation and 
information provided by the product developers. As such, the QA team is focused on assuring 
the device works as designed and their feedback rarely results in new functionality being in-
troduced or old one being improved. This situation is also similar to the one described in Sec-
tion 3.1.5 in which the lack of beta testers and scares user feedback poses a problem of limited 
capabilities to direct the product development or expand its functionality before the product 
is used by the wider audience. 

The fact that the devices that beta-testers use are prototypes created on a small scale means 
they use the device that is usually produced using different techniques than the mass-pro-
duced units82 and can be significantly faultier than the final products. Many errors reported in 
the testing period can be related to the hardware failures of single units, not the product de-
sign83. This significantly impairs or prolongs the beta-testing phase due to limited number of 
prototype devices available for testing. Faulty devices must be returned to be serviced and 
given back to the beta-tester to continue the testing phase. 

In terms of high impact of scientific software dependencies discussed in Section 3.1.6 I have 
noted that while there exists a dependency in a form of the communication protocols used 
between several libraries within a single device, between two devices, between a device and 
a PC or a device and a server, these protocols usually do not pose a challenge to maintain. It 
is because they are not shared outside of the company and, as such, their change is easy to 
control. If there are protocols of communications with external tools or servers, they are usu-
ally handled by a high-level API and are not restraining the project development. Note also 
that the many different types of communication that device can have is mostly standardized 
and a widely-used protocol for communication can be used. 

Lastly, the communication issues present in scientific software described in Section 3.1.7 are 
also shared by both environments. A typical data gathering, analysis and alarming system can 
include the following steps: 

1. Gather data from the patient 
2. Pass the data through the analogue circuit 
3. Apply filters and digitize analogue data 
4. Send data to the unit containing the algorithms 
5. Interpret the result and generate appropriate alarms 
6. Send alarms and/or data to the user interface 
7. Display the data in a form that medical personnel can easily interpret 

The next steps heavily depend on the previous one and each step can be performed by a sep-
arate tool. For example, the fact that a patient is connected to the device through wet elec-
trodes, dry electrodes or through screened cables or unscreened cables impacts the set of 
filters used in the analogue circuit. The circuit, on the other hand, influences the filtering and 
digitalization process, which is performed by the software on one of the microcontrollers on 
the device and the alarms generated by the algorithms can be displayed either on the screen 
of the device or parsed by the remote server, which requires a completely different team of 

 

82 For example, parts of the device that should be assembled on the production line can be assembled or even 
soldered manually, introducing many potential errors or weak spots prone to mechanical failure of the device. 
83 Such errors should be analyzed in terms of whether they have a chance to occur in the future production 
process or are limited to the procedure used on a small scale. 
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experts to create and manage. Miscommunication at each step can result lack of proper data, 
or worse, misleading the medical personnel and putting the patient’s life at risk. 

Based on this outline one can see how the experience gathered by designing software for the 
scientific community can be used to aid the development process of the R&D team. There is a 
strong correlation between the problems faced by the former and the problems faced by the 
latter. The experience gained in both environments is, to some extent, compatible and the 
skills gained are of common value. I hope that through reading this thesis one can gain better 
understanding of the nature of these problems, how to face them and which solutions can 
help to overcome them. 

7.2 Methodologies used in business environments 

In this Section I will briefly present how methodologies described in Section 2.9.3 are used in 
business environments based on my own experience. This short comparison may be useful 
when considering how the use of different methodologies is reflected in real-world projects. 

7.2.1 The waterfall approach 

I have not seen the use of this approach in practice. In fact, I have not saw it being even men-
tioned during any discussion related to the methodology for new projects or any discussions 
related to the changes that are being, or are planned to be, introduced within a team or a 
company. In my opinion, due to the variety of other practices, better suited to current gener-
ation of software projects, the waterfall model slowly fades away from software engineering 
even as a reference material. 

7.2.2 The agile methodologies 

Agile methodologies are undeniably the most popular ones used by software companies. 
Among the agile methodologies Scrum is the most wildly declared as being used. However, 
companies usually tend to reinterpret parts of the Scrum guideline or the role of Scrum Master 
and Product Owner differently. 

For example, the responsibilities of Scrum Master are often divided between team leader and 
project manager. I have also worked for a team that had a habit of picking one of the team 
members as Scrum Master. Each sprint had different Scrum Master. However, the role of such 
person was mostly limited to keeping the schedule and leading the meetings. 

Similarly, from my experience the role of a Product Owner is most frequently played by a team 
leader with far less importance than Scrum declares it should have. In one company the role 
of a Product Owner was equivalent with the role of a Project Manager. 

7.2.3 Rational Unified Process (RUP) 

The RUP approach is very common in hardware-related R&D projects as it fits perfectly into 
the projects that require extensive initial research and feasibility studies. It also provides nec-
essary documentation without the feeling of significant waste of effort in case of projects that 
are cut off at the feasibility studies. It also accommodates the hard-lined iterative nature of 
the hardware prototype production. 

I have seen RUP in use in two companies that I have worked for. In one of them the R&D team 
followed an adapted RUP approach which divided the project into following phases: 
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1. Quotation – a substitute for the RUP Inception phase in which possible risks are ana-
lyzed, effort is estimated and requirements are formalized. If needed, some prelimi-
nary feasibility studies are performed. 

2. Feasibility Studies – the phase which role is very close to the Elaboration phase as it 
lights up a green or red light for the whole project. This phase may require one or more 
Proof-of-Concept (POC) projects done iteratively or in parallel to each other and is the 
major part in which research regarding the technologies used in the project is per-
formed. Depending on the nature of the project and previous experience of the com-
pany, this phase can be skipped. For example, lengthy feasibility studies are not 
needed for a cost-down project84 or a rework project85, which are the two most com-
mon types of mass-produced hardware R&D projects. Usually, such projects do not 
require lengthy feasibility studies as the quality of the final result can be graded and 
does not have to be precisely defined at the beginning of the project. 

3. Run A – first iteration of the Construction phase in which the first prototype is built 
ironing-out all missing details and rough edges. The resulting prototype should be fully 
functional but is allowed not to pass all quality standards of the final product. Manual 
rework may be needed in case of some defects done to the hardware design. The end 
of Run A signifies that all initial problems are solved and all functional requirements 
are covered. 

4. Run B – second iteration of the Construction phase that ends with a prototype passing 
all quality standards. These prototypes fulfil all requirements and are ready for any 
certification that is needed to push the finalized product into market. 

5. Productization – a Transition phase in which project documentation is finalized and 
projects becomes a product that can be mass-produced. Usually a series of prototypes 
is already produced before this phase or during this phase to flush out any issues on 
the production line or post-production test environment. 

7.2.4 PRINCE2 

While I have not seen this methodology being used to develop a single project, I have seen 
the approach being used by a company to manage the operation of the whole branch, includ-
ing the long-lasting relations with each of its clients and subsidiaries. The business justification 
became the justification of cooperation with given client or subsidiary and the product, that 
was being developed, was the profitable relation by itself represented by the number of pro-
jects offered to given client and accepted by him or number of projects delivered and billed. 
This of course included maintenance contracts and other long-lasting profits for the company. 
Management by exception was reflected in the way company handled client or subsidiary 

 

84 A cost-down project aims at lowering the production costs of already existing product. A common saying goes: 
“one dollar off the production costs is one Porsche for the CEO”. This is quite a descriptive saying, on more than 
one level, but one that clearly expresses how small savings on production costs of mass-produced electronics 
quickly amasses to millions in revenue. The most basic cost-down project may require that Bill-Of-Materials 
(BOM) of the produced device is reduced by at least 10%. This threshold is usually the bottom-line for the project 
to be profitable, given the R&D costs, but the overall goal is not to meet this threshold but to surpass it as much 
as possible. 
85 A rework project introduces a change to already existing product that fixes or mitigates some issues or opti-
mizes some value (such as power consumption). In some cases, e.g. when producing LED drivers or power tools, 
a rework’s aim can be to create a new line of products that offer more or less power than already existing one. 
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escalations86 and amount of such escalations was one of the metrics of the quality of the re-
lationship with the client or subsidiary. 

From my point of view, this was a very good example of how this methodology can be applied 
in practice but it only reflected how this methodology can be used for top-level management. 
I could not verify how it applies in smaller scale projects. 

7.2.5 The automotive Spice (ASPICE) model 

During my time working for automotive industry I was able to learn and use ASPICE model in 
practice. Its impact on the development process is immense; our team spent around 20-30% 
of the time given for implementing this functionality on quality-related tasks and around 50% 
on documentation. This may seem like exaggeration, after all only around quarter of the time 
was spent on design and development, but it is worth noting that the functionality delivered 
at the end of this process was, by my estimation, around a tenth of what I was used to deliv-
ering in the same amount of time in other commercial projects. There was also a significant 
amount of downtime when waiting for review or test results. 

It is worth noting that the amount of people involved in the project, including software archi-
tects and function owners that guided the process, highlights that this approach is not well 
suited for small companies or small projects. In return for these drawbacks I could explicitly 
state who, when and why implemented each part of the delivered functionality, what kinds of 
tests covered this functionality. I could review the results of the execution of each test plan 
and see exactly what kinds of requirements they fulfilled together with the list of changes 
introduced along the way. It is worth noting that this documentation was readily available to 
me up front, meaning that when I have entered the project, I could examine every aspect of 
it without the need to ask anyone about it; a feat that I have not seen in any other project. 

To me, the most important aspect of this model was the confidence one feels in the final 
product. Every step of the project was reviewed and well documented which provided full 
traceability of changes and made us feel that we are constantly on track. I have worked with 
this methodology too short to judge if the time and effort investment in the process was worth 
the end result but the fact that it has become an automotive industry standard required by 
many automotive-related companies throughout the world indicates that the benefits of this 
approach outweigh its flaws. 

7.2.6 Methodologies used in embedded R&D development 

My research in practices and methodologies used in development of embedded systems have 
found only references to the few well-known existing development models related mostly to 
the certification process that given industry has to follow. As such, the development process 
is driven by common ISO directives, SPICE (ISO 15504) or Automotive SPICE [54] model with 
some refinements (such as addition of MISRA software development standard [95] in case of 
software written in C). Not much thought is given on how well these practices fit the develop-
ment process for given product. 

 

86 This is a short-hand term for an action in which client contacts the company requesting an additional measures, 
apart from those already presented by the company, to be taken in relation to some issue with the project. For 
example, if project delivery is delayed or budget has increased due to some issues found during development 
the client may escalate such issue requesting a compensation or pressuring the company into fulfiling the original 
arrangement. These discussions can often be very heated and sometimes result in legal actions. 
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My experience confirms this state of the art. Usually, the developers or project leaders of em-
bedded R&D teams have little or no knowledge of the benefits or alternatives of the process 
they follow. As software development is not the key focus of these companies, the subject of 
incorporating or refining the development methodology is often neglected. This leads to long-
term problems as the demand for high quality software grows. This may lead to company 
struggling or failing to develop a new, cutting-edge product that puts more emphasis on soft-
ware than hardware, effectively stunning the company growth. 

It’s worth noting that MISRA has published a C++ guideline in 2008 [96], which was then 
adapted by other entities (such as AUTOSAR partnership) to take into account modern C++ 
standards (C++11 and C++14) but they are not as widespread and mostly regarded with cau-
tion, as is the overall use of C++ and modern C++ in embedded environments. 

7.3 Learning best practices from both environments 

The most valuable lesson that business environment could learn from the scientific commu-
nity is to not use the methodology for software development as a set of rules that one should 
oblige to without consideration but as a tool that it is supposed to be. The methodology should 
be modified to the needs of the project, not the other way around. If the process is too rigid 
it can fail to properly grasp all of the aspects of the project. A forced methodology can harm 
the project by wasting team effort and, in consequence, reducing the motivation that the 
team has to fulfil its goals. After all there is nothing as demoralizing for a researcher eager to 
search for a solution to a new, unique problem than the thought of how much bureaucratic 
work is needed throughout this process. 

The other key aspect of the scientific approach is often neglected by the business environ-
ments. It is the amount of effort put into validation of the results. While the code-related 
metrics, maintainability and unit test coverage are useful for managing the easiest types of 
issues, they cannot be used to validate project functionality. Validation process often requires 
that a custom test has to be performed and documented, which requires additional resources 
which, for the testing phase, are often cut short. Especially when it comes to non-functional 
requirements. These types of requirements are often the source of issues that show up very 
late into the project development. They should be addressed as early as possible in order to 
properly manage the risk of the project. 

On the other side, when looking at what scientists could benefit from business environment 
the first that comes to mind is the tools and methodologies. Large part of the software devel-
opment process can be easily managed and automated by the use of few simple tools (see 
Appendix A1) which could help decrease the number of technical errors. A systematic ap-
proach to building project architecture and technical tests can help guide the development of 
the software framework. 

Similarly, proper definition of tasks needed to complete each step can help define project 
milestones and focus the team effort. Even if all of the work needed to complete a project is 
not possible to determine the overall process consists of a number of predefined steps that 
can be used as project outline. Out of it the first few smaller tasks can be defined and maybe 
other key elements that should be checked later can be drafted as well. All of this can be used 
to track the progress of the project and work left to be done at its current stage. This, along 
with reporting of every defect found along the way can help when reviewing the work already 
done and when searching for possibly missed steps. Detailed history of the tasks performed 
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within the project also helps track the tests performed for particular part of the project and 
document intermediate test results. Such information can be very useful for future new pro-
jects or as an archive to which one can return to even years after the project has finished. 

As usual, the mixture that takes the best elements of both environments, can result in an 
approach that helps overcome the issues faced by each of them separately. I hope that, if 
nothing else, this thesis can provide a starting point to identifying these elements and provide 
guideline which practices have a chance of succeeding in addressing these issues. 

Chapter 8. Summary 

In this thesis we have described the methodology used in scientific community to develop 
Monte Carlo tools for High Energy Physics. In Section 1.4, which describes the scope and goals 
of the thesis, we have listed six goals that this thesis aims to fulfil. 

The first goal was to present the physics background of software for High Energy Physics 
needed to understand the context of these projects. We have presented several different 
types of software developed by scientific community, which range from the large-scale data 
analysis framework through multi-purpose generic Monte Carlo generators to single-purpose 
small Monte Carlo tools. We have highlighted the common factors of scientific projects and 
how their development is driven by constant demand for higher precision. 

To fulfil the second goal, which was to analyses the scientific software development process, 
we have presented the common challenges faced by scientific software and how they influ-
ence the decisions made during software development. We focused on the most common 
type of software written by physics communities, which are small Monte Carlo tools and anal-
yses. We have outlined issues in managing the scientific software and showed how common 
software development methodologies relate to such projects. 

Next, we described the methodology that emerged during the development of several Monte 
Carlo tools aimed at preventing the most common problems encountered during the devel-
opment process of these tools. This methodology is aimed at projects focused on improving 
the precision of the results. We have attempted to define the key elements of the develop-
ment processes of these projects that focus on obtaining higher quality design and model of 
the given process and, in turn, higher precision results. These elements form a cycle that con-
sists of six steps: 

1. Improving (or creating) the physics model 
2. Describing the model using mathematical formalism 
3. Implementing the model with numerical approximations 
4. Creating the software framework 
5. Documenting and validating result 
6. Testing and publishing results 

We have presented how these steps relate to development of several projects, such as tools 
for analysis and production of heavy particles, tools for comparing different physics models 
and the Monte Carlo tools testing framework. We have exemplified some quantitative meas-
urements of effort needed to improve precision of the results of some of these tools. 
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We have also presented the taxonomy of tests and testing techniques which we then extend 
by the list of unique tests performed for scientific software. We have shown the purpose of 
these tests and how these tests fit into the taxonomy. With higher precision demand more 
effort is put into writing and maintaining the testing and validation environment than into 
development of the project itself. That is why we have also presented several testing tech-
niques that had proven useful during development of scientific software and several im-
portant factors worth considering when working with old codebase in hope that my experi-
ence will be useful when building test frameworks for other scientific projects. 

Following that, we have presented the history of several Monte Carlo tools with various scopes 
and purposes. Several of these projects, as well as other projects mentioned in this thesis, are 
in use by scientific community. For some of them we have published one or more papers de-
scribing their applications and use cases. We have also presented a quantitative relation of 
the complexity of these projects and the precision of their results, which was one of the goals 
of this thesis. 

Projects mentioned in this thesis are (or were, for some time) developed with: 

• A. Arbuzov 

• M. Backman 

• D. Bardini 

• V. Cherepanov 

• Z. Czyczuła 

• N. Davidson 

• R. Józefowicz 

• J. Kalinowski 

• W. Kotlarski 

• G. Nanava 

• E. Richter-Wąs 

• P. Roig 

• R. Sadykov 

• O. Shekhovtsova 

• S. Tsuno 

• Z. Wąs 

• Q. Xu 

• J. Zaremba 

They were also performed in cooperation with experiments: 

• Atlas [22] 

• BaBar [25] 

• Belle [26] 

• CMS [23] 

• CDF [27] 

We have also shown few examples of our projects that did not perform as expected as a con-
sequence of our decisions or improper approach. They serve as valuable lessons which helped 
us to avoid similar results in other projects. 
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As a final outtake on the subjects presented in this thesis, we have shown some similarities 
between scientific software development process and business process of hardware manu-
facture R&D branches of few companies based on my own experience. 

In this thesis we have focused on the Computer Science and Software Engineering side of all 
of the described projects while keeping in mind that it is not the only aspect of these projects 
nor is it their main focus. We have not referred to progress in physics, which was the central 
point of these projects, beyond essential minimum. These projects, despite large program-
ming effort, are mostly focused on the domain in which the research is performed. For this 
reason, the development strategies and evolution of the software of these projects is often 
marginalized. Our goal was to address Computer Science community, in particular people who 
can be involved in similar projects from different domains. 

8.1 Lessons learned 

In this section we would like to highlight the most important lessons one can learn when it 
comes to the development of the tools for scientific community. These aspects should be con-
sidered when planning new scientific project or when facing similar challenges. 

8.1.1 Openness to change 

If a project goes over decades, it should not block potential for changes to be introduced in 
the future. In fact, its developers should take into account that any part of the project may 
require modification. This is one of the reasons why most of scientific code does not introduce 
any complex structure or abstract internal layers. Modification of such layers would trigger a 
cascade of changes. The best structure is the simplest one. 

Development of such software requires compromising between attaining clear software de-
sign and allowing the scientist to develop algorithms in as much flexible way as they need. The 
initial design of the project may need to be redrawn and some modules may not survive the 
changes introduced with time. The goal of the scientists is to try and anticipate such changes 
ahead of time. Sometimes, as the example of TauSpinner project shows, such changes can 
also lead to the development of new projects. 

This is not a trivial task as it is not always obvious what kind of components will be left or 
removed. Even well-established components may need to be revised when working on future 
extensions of the project. A good example of that is the integration algorithm that had to be 
changed during work on RChL project. This is something that normally we would not expect 
will change during project development, yet this change proved crucial to the stability of the 
fitting framework. One should be prepared to face such changes when needed. 

8.1.2 Robustness to external changes 

In this thesis we have noted on several occasions how changes introduced to Event Record 
severely impacted development of our projects. The non-tree-like decay structures caused by 
duplicated entries where second entry was treated as a “history” entry could break an algo-
rithm that “did not know” that these entries should not be processed. These algorithms were 
entering loops as they were expecting a tree-like structure. This was trivial to fix. Other, such 
as introduction of multiple mothers (more than two) were not as easy. With time our project 
became more and more robust to such external factors. This required constant monitoring of 
the quality and variation of the input data. 
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The other prominent example is the MC-TESTER and its dependency on ROOT which in the 

early days of the project led to significant problems in its development. The unstable interface 
of ROOT blocked us from extending functionality of MC-TESTER. 

It is important to consider the restraints that other tools impose over the developed project 
and how external dependencies can impact the project in the future. And if such dependencies 
are necessary, proper interfaces should be built to allow switching out the dependent library 
if needed. 

8.1.3 Modular development process 

While code of the scientific project cannot always be divided into well-established modules, 
the development process can. The team can often approach to mathematics, physics and 
Computer Science aspects of the project separately. However, while doing so, the team has 
to always maintain the flow of information between these domains. Otherwise the work pro-
duced by some team members may be unusable by others. The work of the team may become 
ineffective. 

A good example of such outcome is the RChL project. At one point the effort put into fitting 
has greatly surpassed the effort put into building the model itself which consequently stalled 
the whole project. 

8.1.4 Constant evolution of tests 

I have stressed many times in this thesis how much effort of the team developing scientific 
software puts into building and maintaining the testing environment. The development of 
tests and testing environment is one of the elements of the development cycle. This naturally 
shows that the testing environment evolves and expands over time. In some cases, the tests 
for one project evolve as by-products of previous ones. 

It is important to focus on the approach to the project validation from the very beginning. 
Testability is always an issue in any major project. Even more so in the case of scientific soft-
ware. It is important to automate the technical parts of this process so as to leave as much 
time and effort into building the custom tests required to validate the project. The framework 
used, or built, for this purpose should allow both. 

8.1.5 Focus on the project domain 

Lastly, it is crucial to remember that scientific projects are usually focused on the domain dif-
ferent than Computer Science. This means that the code written for the purpose of fulfilling 
different goals within the project must be adapted to the task at hand and to the focus of the 
project, not the other way around. This is a very important element that computer scientists 
should remember. 

In the case of physics domain in common projects theory behind the implemented model 
binds every aspect of the domain with each other through variety of interactions. This means 
it is hard to separate elements from each other and divide into smaller, more controllable 
modules. What’s more, a model that includes all of those interactions would be impossibly 
complex to implement, which is why appropriate decisions have to be made to ignore some 
of these interactions in order to simplify the model. These decisions directly impact the preci-
sion of the results. The higher the precision demand, the more complex interactions have to 
be included. 
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Finding proper mathematical formalism, proper constructs and possible approach of decou-
pling part of the theory from the rest so that it can be implemented as a simplified model or 
the approach of including additional, more complex interactions to this model, is one of the 
crucial aspects of the project. These tasks befall physics experts that take part in the project. 
The role of computer scientists is to aid them in the process and provide feedback on what 
can be feasibly implemented and what can pose more problems. They also aid in building test 
framework for the model prototypes. 

Here, again, the testing and validation process is the most important one as the model itself 
is often subject to change based on the results of the tests performed on its previous iteration. 
During project evolution all of the aspects of the model, its algorithms, its data structures and 
test frameworks, can be partially rebuilt or completely rewritten. However, as with other dis-
posable proof-of-concept prototypes, this is to be expected. While the code may not survive 
this process, the knowledge about the modeled process and the domain of the project grows 
with each iteration, ultimately leading to the final product. 

8.2 Future work 

The proportional relation between the effort put into testing and effort put into achieving 
results with increased precision is the natural element of perturbative calculations. Because 
of that, tools based on these calculation are a good example of this relation. However, we 
could pose a hypothesis that other types of software also demonstrate this relation. 

The next step could be to perform study of the variety of software from different fields of 
science. Such study could encompass complex analyses related to climate modeling, weather 
forecasting or hydrocarbon exploration. Seeing how this kind of software is also focused on 
increasing precision of the results or reducing the errors of the approach, it is possible that 
the development process of the software from these fields of science follow similar cycle as 
the one described in this thesis. 

These are just examples of the fields of sciences that could be covered by further research. 
By analyzing the development history of variety of tools with cooperation of specialists from 
different fields of science a thesis encompassing wider type of software could be posed. The 
analysis of the history of such projects could help predict the effort required for further de-
velopment of these tools. 

Furthermore, it would be valuable to analyze the development history of larger projects, such 
as software frameworks described in Section 2.8.1 or detector simulators described in Sec-
tion 2.8.2. Such analysis could reveal the development patterns of large scientific projects and 
would allow to compare and contrast these patterns with the development cycle presented 
in this thesis. 

One of the necessary step of further research of the scientific software development process 
would be formalization of a systematic approach to such analysis. This could help other re-
searches in their own analysis of different types of software. 

Lastly, it is worth mentioning that any study of the scientific software development process 
could help fill-in the gap in this subject and could encourage scientists to document the devel-
opment process of their tools. This, in turn, could lead to new research opportunities and, in 
future, could reveal new topics related to the analysis of the scientific software development 
process.  
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8.3 Author’s contribution to scientific community 

During my work for scientific community I contributed to number of publications. My contri-
bution to these publication regards the Computer Science aspects of these projects. I took 
part in development of the appropriate software as well as contributed to the decision-making 
process regarding the software architecture, building the testing framework, software organ-
ization and development of automated testing processes and support tools. 

Following list contains all of the publications co-authored by me ordered from the most recent 
to the oldest ones. The key aspects of some of these publications, that are representative to 
my contribution to them, are presented in Appendix A.2. 
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8) Application of TauSpinner for Studies on tau - Lepton Polarization and Spin Correlations 
in $Z$, $W$ and $H$ Decays at the LHC.  
By A. Kaczmarska, J. Piatlicki, T. Przedzinski, E. Richter-Was, Z. Was. 
10.5506/APhysPolB.45.1921. 
Acta Phys.Polon. B45 (2014) no.10, 1921-1946. 

9) Resonance chiral Lagrangian currents and experimental data for tau- to pi-pi-pi+ nu_tau. 
By I.M. Nugent, T. Przedzinski, P. Roig, O. Shekhovtsova, Z. Was. 
10.1103/PhysRevD.88.093012. 
Phys.Rev. D88 (2013) 093012. 

10) Constraining the Hadronic Contributions to the Muon Anomalous Magnetic Moment.  
By P. Masjuan et al.. 
[arXiv:1306.2045 [hep-ph]]. 

11) RChL currents in Tauola: implementation and fit parameters.  
By O. Shekhovtsova, I.M. Nugent, T. Przedzinski, P. Roig, Z. Was. 
10.1016/j.nuclphysbps.2014.09.018. 
Nucl.Phys.Proc.Suppl. 253-255 (2014) 73-76. 

12) Ascertaining the spin for new resonances decaying into tau+ tau- at Hadron Colliders.  
By S. Banerjee, J. Kalinowski, W. Kotlarski, T. Przedzinski, Z. Was. 
10.1140/epjc/s10052-013-2313-1. 
Eur.Phys.J. C73 (2013) no.2, 2313. 

13) MC generator Tauola: implementation of Resonance Chiral Theory for two and three 
meson modes. Comparison with experiment.  
By O. Shekhovtsova, I.M. Nugent, T. Przedzinski, P. Roig, Z. Was. 
10.1063/1.4763493. 
AIP Conf.Proc. 1492 (2012) no.1, 62-66. 

14) Theoretical inputs and errors in the new hadronic currents in Tauola.  
By P. Roig, I.M. Nugent, T. Przedzinski, O. Shekhovtsova, Z. Was. 
10.1063/1.4763492. 
AIP Conf.Proc. 1492 (2012) no.1, 57-61. 

15) Resonance chiral Lagrangian currents and $\tau$ decay Monte Carlo.  
By O. Shekhovtsova, T. Przedzinski, P. Roig, Z. Was. 
10.1103/PhysRevD.86.113008. 
Phys.Rev. D86 (2012) 113008. 

16) TauSpinner Program for Studies on Spin Effect in tau Production at the LHC.  
By Z. Czyczula, T. Przedzinski, Z. Was. 
10.1140/epjc/s10052-012-1988-z. 
Eur.Phys.J. C72 (2012) 1988. 

17) Photos interface in C++: Technical and Physics Documentation.  
By N. Davidson, T. Przedzinski, Z. Was. 
10.1016/j.cpc.2015.09.013. 
Comput.Phys.Commun. 199 (2016) 86-101. 
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18) Universal Interface of Tauola Technical and Physics Documentation.  
By N. Davidson, G. Nanava, T. Przedzinski, E. Richter-Was, Z. Was. 
10.1016/j.cpc.2011.12.009. 
Comput.Phys.Commun. 183 (2012) 821-843. 

19) Quest for precision in hadronic cross section s at low energy: Monte Carlo tools vs. ex-
perimental data.  
By Working Group on Radiative Corrections and Monte Carlo Generators for Low Ener-
gies (S. Actis et al.). 
10.1140/epjc/s10052-010-1251-4. 
Eur.Phys.J. C66 (2010) 585-686. 

20) MC-TESTER v. 1.23: A Universal tool for comparisons of Monte Carlo predictions for 
particle decays in high energy physics.  
By N. Davidson, P. Golonka, T. Przedzinski, Z. Was. 
10.1016/j.cpc.2010.11.023. 
Comput.Phys.Commun. 182 (2011) 779-789. 

 

Table 10 contains the summary of number of citations to the above publications provided by 
INSPIRE community; a database that focuses on publications related to High Energy Physics. 
Due to the focus of this database, publication 6 is not in this database. 

 

Cite summary Citable papers Published only 

Total number of papers analyzed: 20 13 

Total citing count: 1,060 999 

Average citing per paper: 53.0 76.8 

Articles based on cite number:   

Renowned papers (500+) 0  0  

Famous papers (250-499) 1  1  

Very well-known papers (100-249) 2  2  

Well-known papers (50-99) 3  3  

Known papers (10-49) 8  5  

Less known papers (1-9) 4  1  

Unknown papers (0) 2  1  

hHEP index [?] 13 11 

Table 10 Cite summary of papers co-authored by me provided by INSPIRE community 
(https://inspirehep.net/authors/1066144). This summary includes my MSc Thesis listed as unknown, un-
published paper. 
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Table 11 and Figure 33 contain the summary of number of citations to above publications 
taken from Web of Science. Publications 1, 2 and 10 are not in this database. 

 

Results found: 17 

Sum of times cited 521 

Average citations per item 30.65 

Average citations per year 47.36 

h-index 10 

Table 11 Cite summary of papers co-authored by me. Results generated by Web Of Knowledge 
(https://webofknowledge.com). 

 

 
Figure 33. Sum of times the papers co-authored by me have been cited by year. Results generated by Web 
Of Knowledge (https://webofknowledge.com). 
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Appendix A1 – Tools useful for scientific communities 

This Appendix is dedicated to the physicists working on scientific software. Its role is to present 
a set of tools that can help with the software development process. 

Over the years, the IT industry has worked out a set of standard development tools used within 
the project to ensure high software quality. A subset of these tools is used in every project 
involving codebase. It is worth noting, however, that the set of tools used by IT industry is 
much larger than this of teams working within physics environment. That is because, as I’ve 
expressed many times throughout this thesis, when working on a project in which the main 
content comes from the field of expertise other than computing science, tools and techniques 
used in computing science are only used as long as they serve to benefit the overall goal. Use 
of some of them may sometimes even impair productivity of the team. For that reasons, such 
tools are rarely used or used only in larger projects. 

This Appendix focuses on the tools most commonly used in all development teams regardless 
of the project they are working on. But before that we would like to briefly list tools used by 
almost all software development teams but much less frequently used by scientific commu-
nity. 

Integrated Development Environment (IDE) 

This is probably the most common tool used in all IT-related projects. An IDE helps automate 
the most basic tasks related to code development and can include number of static analysis 
sub-modules that eliminate most common problems even before the project is compiled and 
tested. The larger the project the more necessary use of an IDE becomes. However, using an 
IDE requires some effort to be spent learning how it works and it benefits the team the most 
if all of its team members use the same IDE. For these reasons most of the specialists do not 
use an IDE for the code development relying only on the most basic features of an IDE that is 
supported by their favorite text editor. 

Issue tracker 

Main software management tool used to track requirements, features, bugs, software version 
releases and many other aspects of software development. While use of such tool is a stand-
ard for all IT industries, in physics communities it is used only in larger projects, such as these 
outlined in Section 2.8.1 or 2.8.2, which make up a very small portion of all software in physics. 

Code review manager 

Tool used to automate code review process. Similarly, to an issue tracker, in most applications 
the team does not use code review process or use it very rarely, following the manual ap-
proach of reviewing the changes by hand. 

Request tracker 

Request tracker is a tool used to manage user requests, bug reports and other communication 
between the development team and its user base. In most physics communities there is no 
well-established process of handling user requests or bug reports. Most communication is 
performed through direct meetings, conferences, and most commonly – through e-mails. 
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A1.1 Version control system 

This is probably the most useful tool when dealing with code written and shared by a team 
working on the same project. Revision control system allows you to manage the evolution of 
the project providing the user with number of options for storing and viewing history of the 
project and modifications introduced in time. All of the changes are stored in metadata of the 
repository in a way that allows to retrieve any version of the code, comment the changes and 
tag different versions. 

There are number of different approaches to how a version control system should work. Some 
work on a centralized repository that helps blocking concurrent changes to the same files 
while others base on a decentralized design that allows everyone to work simultaneously and 
solve any potential conflicts later, when there is a need to do so. They both have their ad-
vantages and disadvantages. In scientific community the, most popular version control system 
is SVN which superseded CVS many years ago. In most of the business environments SVN is 
no longer used, other than for storing legacy code, as it has been replaced by git. However, 
for the purpose of physics software, SVN is good enough and has an advantage of being sim-
pler than its successor. Figure 34 presents kdesvn, the GUI for SVN for KDE-based Linux distri-
butions. 

 
Figure 34. kdesvn, the GUI for SVN displaying the code for RChL currents. Red color highlights the files that 
are changed by the user and are not in the repository. Green color – the files that have been updated in the 
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repository and have not yet been updated by the user. “Head” visible in the pop-up menu denotes the most 
up-to-date version of the code in the repository. 

The most important feature of a version control system is the assertion that all team members 
work on the most up-to-date version of the code. New changes are immediately available to 
everyone with access to the repository without the need of sending them by e-mail or posting 
online (or other type of shared disk space). 

Aside from storing the code evolution, SVN uses number of mechanisms to coordinate the 
work within the team. When few people work on the same part of the project simultaneously, 
SVN allows to merge their changes or resolve the conflict between these changes. It also al-
lows to lock part of the code to allowing for changes to be introduced by one person at a time. 
When the problem arises, SVN can help to determine what change caused the problem. 

This tool is so useful that most of the IT specialists use it even for the smaller projects. Even 
for the private ones, that they write by themselves. However, keep in mind that to fully grasp 
the power of the revision control system one needs to make a habit of using it all the time by 
submitting and commenting every step of the finished work. Nevertheless, this is something 
that is really worth investing your time to learn as the additional effort of using SVN quickly 
comes down to learning appropriate habits. Getting to know the basics takes less than an 
hour; even less with the graphic user interface. Then, when the need arises, the tools provided 
by SVN can be used to work through the number of issues related to writing the code shared 
by the group of people; sometimes dispersed all over the world. 

Below I will briefly introduce the SVN and its main features. 

Updating, committing and reverting changes – SVN informs the user when there are new 
changes available in the repository. It also traces changes made by the user that are not yet in 
the repository. Using this information user can view what parts of the code need updating and 
the details about these updates as well as keep track of his own changes. He can then commit 
these changes to the repository, releasing them to rest of the team, or drop them by reverting 
modified files to their most up-to-date state stored in the repository. 

Displaying changes – SVN allows displaying the full log of changes for each file as well as dif-
ferences between two different revisions. It also stores files and directories that have been 
moved, deleted or renamed allowing to trace the history of the file even when the project is 
undergoing directory structure changes. 

Merging changes and resolving conflicts – when one or more people work on the same file, 
two things may occur – they are working on the independent parts of the file, therefore their 
changes can be merged without a problem, or they are working on the same code (same func-
tion, algorithm) in which case their changes are conflicting each other and cannot be merged 
automatically. SVN offers few methods of resolving such issues, however before any of those 
resolution is used it is important to view the modifications and make sure how the changes 
should be merged. Such problems occur rarely and should be avoided by locking the code that 
we plan to modify. The lock will indicate that others should wait with their changes until the 
person who locked the code finishes theirs. 

Tagging milestones and stable revisions –separating key points in project development is im-
portant for future work especially when the new changes can damage part of the project. SVN 
can store information about key revisions and well tested, stable releases allowing to fall back 
to them in case of critical situation. 
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Branching different approaches – when the need arises to create several different versions 
of the project, SVN can create “branches” for each of those versions. Changes introduced in 
those branches can later be partially or fully merged into the main project if the need arises. 

Tracing the origins of the error – SVN is invaluable in debugging, when changes introduced by 
one person can cause error in the code of the other. Using tool called blame one can verify 
who and when wrote each line of the code. This in turn can help find the origins of the prob-
lem. 

Not only for coding – the revision control system traces changes in any type of files. This 
means, it can be used to store binary files or data files generated by the program. Of course, 
this makes little sense in terms of tracing the differences between the revisions. It may, how-
ever, be very useful allowing to fully reproduce the testing environment by storing the exter-
nal libraries used at some point of the project evolution or the other. This is, however, a very 
limited application. More importantly – SVN can be used to store html or LaTeX files keeping 
track of changes in the webpages or papers documenting the project. In fact, all of the papers 
for the projects mentioned in this thesis were written using SVN to control their progress, 
including this thesis. 

Robustness and safety of use – the algorithms behind SVN evolved over years to the point 
where as long as the SVN is set up correctly in the system and the privileges are correctly 
managed, it is very hard to damage the repository with accidental mistake. The transaction-
based system rejects changes that has not been fully transferred or interrupted and disallows 
more than one person to commit their own changes at the same time. While both things rarely 
happen, they could introduce inconsistency so they are not allowed. All changes introduced 
to the SVN are permanently stored as a separate revision. This means the most recent changes 
supersede previous ones, but the information about the previous ones persists. No file can be 
removed from repository without a trace so even when removing files by accident, they can 
always be extracted from the earlier revisions stored in the repository. 

The usefulness of the repository strongly relates on weather all of the team members use it 
or not. In cases when some of the team members are not adjusted to its use cooperation with 
them can become harder as rest of the team is used to different practices. For example, in one 
of our team single team member sent his corrections over the e-mail. These corrections were 
often not based on the most-recent version of the code and first few times they have been 
incorrectly merged until rest of the team realized that they have to merge them very carefully. 

Note also that without the proper process (e.g. when all team members have the rights to 
modify every part of the code without review or verification) some team members may intro-
duce unwanted changes or even break the code by introducing modifications local to its own 
setup. It is important to track all of the changes and review them before they can be accepted 
so as to pinpoint the issue sooner rather than later. Fortunately, even if such issue occurs, 
history of changes can be used to track and revert offending code far easier than if repository 
would not have been used at all. 

Note that in both of the above cases the issues arise from how the repository is used and how 
the team cooperates when using the repository. They should not be thought of as the fault of 
the repository system itself. Similar issues may occur if no repository is used at all. 
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A1.2 Automated code documentation system 

The automated code documentation system is another useful tool worth spending few 
minutes to learn about. It requires very little effort to use, simply learning appropriate habits 
when documenting the code, while in return it greatly benefits the project’s documentation. 

Automated code documentation systems gather information about the classes and functions 
within the project and stores them in convenient to read format. In case of object-oriented 
language, it uses information stored in class declaration to derive relations between the dif-
ferent classes, automatically recognizing interfaces, virtual classes and their implementations. 

It uses specifically formatted comments to gather as many information about each class and 
each function, as the person writing the code is willing to provide with the keywords describ-
ing the purpose, dependencies, meaning of the parameters or such basic information as the 
author, date of creation and last modification. Moreover, some of these systems take into 
account the special keywords inside the code, such as TODO FIXME or TRICKY to make list 
of possible problems and tasks that require attention. 

All of this information can be used to create a detailed documentation about the project. Most 
of the automated code documentation systems use this information to build the website of 
the project with quick reference of classes and functions within the project. In our projects, 
we make use of Doxygen for this purpose. Figure 35 presents part of the main page of 
Tauola++ website generated using Doxygen. 

 
Figure 35. Main page of Tauola++ website. The layout, style, as well as the rest of the content of the web-

site available through the tabs visible at the top of the page, is automatically generated by Doxygen. 

Doxygen works both for Fortran and C++ code. It provides an easy configuration file and a 
file to store the website’s main page as well as method of adding more sub-pages. Other than 
that, it automatically gathers the information from the whole project creating ready-to-deploy 
website. 

I think everyone who wrote at least two or three projects knows how important is well-docu-
mented code. This is especially true for computer scientists who know that properly defining 
the task solved by a class or function starts by writing this function’s description. Knowing that 
by changing the habits of creating the comments one can additionally gain well organized, 
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automatically generated website is both benefit and inclination to learn the habit of writing 
verbose descriptions. 

Lastly, a good documentation of the API generated using Doxygen serves as a reference for 
the user who in other cases often uses header files to learn about tool’s functionality. 

A1.3 Automated build system 

If you’re working in a larger project, it is almost sure you’ll end up using an automated build 
system to compile and deploy your project. If you’re working for ATLAS, CMS or LHCb experi-
ment you have probably already heard of Athena control framework, CMSSW or GAUDI sys-

tem for managing software builds and dependencies between project modules. These are 
highly advanced systems that serve more than only for building new modules. They require a 
lot of learning to get used to. Fortunately, most of their functionality is well documented, in-
cluding tutorials for different purposes, available online to the experiment’s members. 

In such complex environments, equally complex management systems are necessity and there 
is no other option as to spend the time to learn how to use it. But let us focus on a simpler 
automated build system that can be used in smaller projects. One of such systems that we 
have been using to build distributions for GENSER is Autotools [97]. It uses a set of auto-
matically generated Makefiles and configure scripts to control the configuration, com-

pilation and installation procedure of the project. It helps tracking dependencies between the 
modules and different options inside the project as well as to configure the build system for 
proper architecture on which the project is being deployed. 

Generally, there is no need for the physicist to learn how to manage such system. It should be 
set up and controlled by the person responsible for managing the code of the project. It is, 
however, worth spending few minutes to ask person responsible for this system how and 
where to add or remove new files or add dependencies to external libraries. This will speed 
up the process of adding new files to the project and allows physicist to easily make their own, 
local tests. I have learned that without knowing how the building process works, for their own 
tests physicists prefer to make a backup of the existing, working test (or whole directory of 
tests, or whole project) and modify already working program knowing that it will be compiled 
and linked properly. 

It’s a fast approach that requires no investment of time to learn anything new but leads to 
large amount of redundant code. While it may be hard to learn, in case of complex build sys-
tems such as the ones mentioned before, in case of Autotools (or simply properly written 
Makefile) it is often a matter of adding the name of the test to the list of the programs to 

build. It may be worthwhile to ask how the system used in the project works just to know how 
hard it is to learn how to modify it. On the other hand, the project manager should consider 
writing a README file or add short few lines to the internal project documentation webpage 

describing where these most basic changes should be located. 
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Appendix A2 – Technical details of several tools 

Following Appendix contains technical details of most important tools described in this thesis 
quoted from their original publications. These parts of the papers have been co-authored by 
me and they represent most of my contribution to these projects. 

A2.1 Tauola++ 

Following is the class diagram and excerpt from the Appendix, both taken from Reference [5] 
(Figure 1 from page 9 and pages 31-44), outlining the idea behind the design of the interface 
to Tauola Fortran implemented in Tauola++ project. This part of the paper describes 
some of the technical aspects of its implementation. This tool has been described in Section 
6.2 of this thesis. 
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Fig. 1 from Ref. [5] N. Davidson, T. Przedziński, Z. Wąs. Universal Interface of 
Tauola Technical and Physics Documentation. 

 (15 pages) 
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Page 31 of Ref. [5] N. Davidson, T. Przedziński, Z. Wąs. Universal Interface of 
Tauola Technical and Physics Documentation.  
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Page 32 of Ref. [5] N. Davidson, T. Przedziński, Z. Wąs. Universal Interface of 
Tauola Technical and Physics Documentation. 
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Page 33 of Ref. [5] N. Davidson, T. Przedziński, Z. Wąs. Universal Interface of 
Tauola Technical and Physics Documentation.  
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Page 34 of Ref. [5] N. Davidson, T. Przedziński, Z. Wąs. Universal Interface of 
Tauola Technical and Physics Documentation.  
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Page 35 of Ref. [5] N. Davidson, T. Przedziński, Z. Wąs. Universal Interface of 
Tauola Technical and Physics Documentation.  
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Page 36 of Ref. [5] N. Davidson, T. Przedziński, Z. Wąs. Universal Interface of 
Tauola Technical and Physics Documentation.  
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Page 37 of Ref. [5] N. Davidson, T. Przedziński, Z. Wąs. Universal Interface of 
Tauola Technical and Physics Documentation.  
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Page 38 of Ref. [5] N. Davidson, T. Przedziński, Z. Wąs. Universal Interface of 
Tauola Technical and Physics Documentation.  
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Page 39 of Ref. [5] N. Davidson, T. Przedziński, Z. Wąs. Universal Interface of 
Tauola Technical and Physics Documentation.  
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Page 40 of Ref. [5] N. Davidson, T. Przedziński, Z. Wąs. Universal Interface of 
Tauola Technical and Physics Documentation.  
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Page 41 of Ref. [5] N. Davidson, T. Przedziński, Z. Wąs. Universal Interface of 
Tauola Technical and Physics Documentation.  
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Page 42 of Ref. [5] N. Davidson, T. Przedziński, Z. Wąs. Universal Interface of 
Tauola Technical and Physics Documentation.  
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Page 43 of Ref. [5] N. Davidson, T. Przedziński, Z. Wąs. Universal Interface of 
Tauola Technical and Physics Documentation.  
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Page 34 of Ref. [5] N. Davidson, T. Przedziński, Z. Wąs. Universal Interface of 
Tauola Technical and Physics Documentation.  
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A2.2 Photos++ 

Similarly to the description of Tauola++ project, this section contains the class diagram and 
excerpt from the Appendix, both taken from Reference [4] (Figure 1 from page 8 and pages 
23-35) to highlight how this project benefits from the experience of the previous one and to 
show how the interface to Fortran Photos has been implemented. This tool has been de-
scribed in Section 6.3 of this thesis. 
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Fig. 1 of Ref. [4] N. Davidson, T. Przedziński, Z. Wąs. Photos Interface in C++; 
Technical and Physics Documentation. 

(14 pages) 
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Page 23 of Ref. [4] N. Davidson, T. Przedziński, Z. Wąs. Photos Interface in C++; 
Technical and Physics Documentation.  
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Page 24 of Ref. [4] N. Davidson, T. Przedziński, Z. Wąs. Photos Interface in C++; 
Technical and Physics Documentation.  



164 

 

Page 25 of Ref. [4] N. Davidson, T. Przedziński, Z. Wąs. Photos Interface in C++; 
Technical and Physics Documentation.  
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Page 26 of Ref. [4] N. Davidson, T. Przedziński, Z. Wąs. Photos Interface in C++; 
Technical and Physics Documentation.  
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Page 27 of Ref. [4] N. Davidson, T. Przedziński, Z. Wąs. Photos Interface in C++; 
Technical and Physics Documentation.  
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Page 28 of Ref. [4] N. Davidson, T. Przedziński, Z. Wąs. Photos Interface in C++; 
Technical and Physics Documentation.  
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Page 29 of Ref. [4] N. Davidson, T. Przedziński, Z. Wąs. Photos Interface in C++; 
Technical and Physics Documentation.  
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Page 30 of Ref. [4] N. Davidson, T. Przedziński, Z. Wąs. Photos Interface in C++; 
Technical and Physics Documentation.  
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Page 31 of Ref. [4] N. Davidson, T. Przedziński, Z. Wąs. Photos Interface in C++; 
Technical and Physics Documentation.  
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Page 32 of Ref. [4] N. Davidson, T. Przedziński, Z. Wąs. Photos Interface in C++; 
Technical and Physics Documentation.  
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Page 33 of Ref. [4] N. Davidson, T. Przedziński, Z. Wąs. Photos Interface in C++; 
Technical and Physics Documentation.  
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Page 34 of Ref. [4] N. Davidson, T. Przedziński, Z. Wąs. Photos Interface in C++; 
Technical and Physics Documentation.  
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Page 35 of Ref. [4] N. Davidson, T. Przedziński, Z. Wąs. Photos Interface in C++; 
Technical and Physics Documentation.  
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A2.3 Resonance Chirlal Lagrangian Currents 

Following is the Appendix B from Reference [17] containing the technical details of the setup 
that allowed to use reweighting algorithm to fit RChL currents to data. It’s important to show 
how the decisions made few years earlier when designing the architecture of Tauola++ 
made this installation a very easy task. It’s even more important that the modularity of 
Tauola Fortran, written more than 25 years ago, allowed for separation of the currents 
in the first place. This only serves to stress how proper architecture can mean a difference 
between weeks or months of adapting the code to new environment or almost no time at all. 

The work described by this reference has been followed up several times during the next few 
years after the publication of the original work. An analysis of theoretical input and the subject 
of errors has been discussed [18], and results of comparison of the model to experimental 
data has been published [19; 98; 99]. However, while these publications discuss improve-
ments to the model or the fitting strategy, they do not introduce a significant change to the 
framework itself and have been listed only for the sake of completeness. 

The work that contribute to performing the comparison of RChL currents to data have been 
described in Section 6.4 of this thesis. 

  



176 

 

Page 44 of Ref. [17] O. Shekhovtsova, T. Przedziński, P. Roig, Z. Wąs. Resonance 
chiral Lagrangian currents and tau decay Monte Carlo. 

(8 pages) 
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Page 45 of Ref. [17] O. Shekhovtsova, T. Przedziński, P. Roig, Z. Wąs. Resonance 
chiral Lagrangian currents and tau decay Monte Carlo.  
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Page 46 of Ref. [17] O. Shekhovtsova, T. Przedziński, P. Roig, Z. Wąs. Resonance 
chiral Lagrangian currents and tau decay Monte Carlo.  
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Page 47 of Ref. [17] O. Shekhovtsova, T. Przedziński, P. Roig, Z. Wąs. Resonance 
chiral Lagrangian currents and tau decay Monte Carlo.  
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Page 48 of Ref. [17] O. Shekhovtsova, T. Przedziński, P. Roig, Z. Wąs. Resonance 
chiral Lagrangian currents and tau decay Monte Carlo.  
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Page 49 of Ref. [17] O. Shekhovtsova, T. Przedziński, P. Roig, Z. Wąs. Resonance 
chiral Lagrangian currents and tau decay Monte Carlo.  
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Page 50 of Ref. [17] O. Shekhovtsova, T. Przedziński, P. Roig, Z. Wąs. Resonance 
chiral Lagrangian currents and tau decay Monte Carlo.  
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Page 51 of Ref. [17] O. Shekhovtsova, T. Przedziński, P. Roig, Z. Wąs. Resonance 
chiral Lagrangian currents and tau decay Monte Carlo.  
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A2.4 Tauola-Fortran C++ framework for hadronic currents 

Following are Section 3 and Appendices A and B from Reference [100]. Section 3 shows how 
the Fortran interface to Tauola Fortran has been prepared to allow switching and modifying 
Tauola Fortran currents. Appendices show how this new interface could be applied in C or 
C++ environment to perform the same procedure through C wrappers. 

The work that contributed to development of this framework has been described in Section 
6.4 of this thesis. 
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tau lepton decays – framework for hadronic currens, matrix elements and 
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(18 pages) 
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tau lepton decays – framework for hadronic currens, matrix elements and 
anomalous decays. 
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Page 8 of Ref. [100] M. Chrząszcz, T. Przedziński, Z. Wąs, J. Zaremba. Tauola of 
tau lepton decays – framework for hadronic currens, matrix elements and 
anomalous decays. 
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Page 9 of Ref. [100] M. Chrząszcz, T. Przedziński, Z. Wąs, J. Zaremba. Tauola of 
tau lepton decays – framework for hadronic currens, matrix elements and 
anomalous decays. 
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Page 10 of Ref. [100] M. Chrząszcz, T. Przedziński, Z. Wąs, J. Zaremba. Tauola of 
tau lepton decays – framework for hadronic currens, matrix elements and 
anomalous decays. 
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Page 11 of Ref. [100] M. Chrząszcz, T. Przedziński, Z. Wąs, J. Zaremba. Tauola of 
tau lepton decays – framework for hadronic currens, matrix elements and 
anomalous decays. 

  



192 

 

Page 12 of Ref. [100] M. Chrząszcz, T. Przedziński, Z. Wąs, J. Zaremba. Tauola of 
tau lepton decays – framework for hadronic currens, matrix elements and 
anomalous decays. 
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Page 13 of Ref. [100] M. Chrząszcz, T. Przedziński, Z. Wąs, J. Zaremba. Tauola of 
tau lepton decays – framework for hadronic currens, matrix elements and 
anomalous decays. 
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Page 22 of Ref. [100] M. Chrząszcz, T. Przedziński, Z. Wąs, J. Zaremba. Tauola of 
tau lepton decays – framework for hadronic currens, matrix elements and 
anomalous decays. 
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Page 23 of Ref. [100] M. Chrząszcz, T. Przedziński, Z. Wąs, J. Zaremba. Tauola of 
tau lepton decays – framework for hadronic currens, matrix elements and 
anomalous decays. 
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Page 24 of Ref. [100] M. Chrząszcz, T. Przedziński, Z. Wąs, J. Zaremba. Tauola of 
tau lepton decays – framework for hadronic currens, matrix elements and 
anomalous decays. 
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Page 26 of Ref. [100] M. Chrząszcz, T. Przedziński, Z. Wąs, J. Zaremba. Tauola of 
tau lepton decays – framework for hadronic currens, matrix elements and 
anomalous decays. 
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Page 27 of Ref. [100] M. Chrząszcz, T. Przedziński, Z. Wąs, J. Zaremba. Tauola of 
tau lepton decays – framework for hadronic currens, matrix elements and 
anomalous decays. 
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tau lepton decays – framework for hadronic currens, matrix elements and 
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A2.5 TauSpinner 

Following are excerpts from these four publications highlighting the most important technical 
aspects of the tool as well as the direction of changes and scope of modifications introduced 
in later versions of the tool. These excerpts are as follows: 

• Appendix of Reference [6] (pages 11-13), which describes the modular approach to 
TauSpinner design. TauSpinner was designed as an add-on to Tauola++ func-

tionality and does not require technical knowledge about Tauola++. It does, how-
ever, require extensive physics knowledge to properly process and interpret the result 
of the tool. It also requires data to be correctly prepared before they can be processed. 

• Appendix from Reference [92] (fragments of pages 14-15 shown on one page), which 
describes changes introduced after an example of application of TauSpinner to as-

certain the spin of new resonances has been provided. 

• Section 5 of Reference [91] (pages 11-14), which describes the technical details of how 
TauSpinner can be applied to studies of τ lepton polarization and spin correlations 
in Z, W and H decays. It also outlines the possible use cases of the package presented 
in the paper87. 

• Appendix from Reference [90] (pages 15-18), which describes how TauSpinner has 
been expanded to include mechanisms for simulating CP effects in events where Higgs 
decays to τ pair. 

This tool has been described in Section 6.5 of this thesis. 

  

 

87 The Appendices of this reference contain benchmarks and numerical results that can be recreated using in-
structions provided in this Section . 
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Page 11 of Ref. [6] Z. Czyczuła, T. Przedziński, Z. Wąs. TauSpinner program for 
studies on spin effect in tau production at the LHC. 

(3 pages) 
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Page 12 of Ref. [6] Z. Czyczuła, T. Przedziński, Z. Wąs. TauSpinner program for 
studies on spin effect in tau production at the LHC. 
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studies on spin effect in tau production at the LHC. 
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Fragments of pages 14-15 of Ref. [92] S. Banerjee, J. Kalinowski, W. Kotlarski,  
T. Przedziński, Z. Wąs. Ascertaining the spin for new resonances decaying into 
tau+ tau- at Hadron Colliders. 

(1 page) 
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Page 11 of Ref. [91] A. Kaczmarska, J. Piatlicki, T. Przedziński, E. Richter-Wąs, Z. 
Wąs. Application of TauSpinner for Studies on τ-Lepton Polarization and Spin 
Correlations in Z, W and H Decays at the LHC. 

(4 pages) 
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Page 15 of Ref. [90] T. Przedziński, E. Richter-Wąs, Z. Wąs. TauSpinner: a tool for 
simulating CP effects in H→ττ decays at LHC. 

(4 pages) 
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Page 18 of Ref. [90] T. Przedziński, E. Richter-Wąs, Z. Wąs. TauSpinner: a tool for 
simulating CP effects in H→ττ decays at LHC. 
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A2.6 MC-TESTER update 

Following is the Appendix of the Reference [15] (pages 21 to 25) showing scope of the changes 
and describing solution applied during our work on the new version of MC-TESTER. 

This tool has been described in Section 6.5 of this thesis. 
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Page 21 of Ref. [15] N. Davidson, P. Golonka, T. Przedziński, Z. Wąs.  
MC-TESTER v. 1.23: a universal tool for comparisons of Monte Carlo predictions 
for particle decays in high energy physics. 

(5 pages) 
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